


Coordinates

(x, y)⇔ (z, r)

Navier-Stokes

∇ · u = 0

ΛiΓi
−1 ∂u

∂t
+ Rei u · ∇u = Γi

−1∇ · T + [Sti + Rai(1− T )]g

T = −pI + Γi

(
∇u + (∇u)T

)

Rei ≡ ρiV L/µi, Sti ≡ ρigL2/µi, Rai ≡ ρigL2βiTo/µiV, Λi ≡ ρi/ρ1, Γi ≡ µi/µ1

Shear thinning, yield stress

T = −pI +
Γi

µi

[
µi
∞ + (µi

o − µi∞)
(

1 + (λ2 |II|)a/2
)(n−1)/a

](
∇u + (∇u)T

)
Viscoelasticity – Upper-convected Maxwell

EV SS

Energy

Pri
∂T

∂t
+ Pet,i u · ∇T = ∇2T + Qi(T,Cj)

Pet,i ≡ ρicpiLV/ki, Pri ≡ ρicpiν1/ki, κi ≡ ki/k1, Qi ≡ QiL2/kiTo

Species

Scik
∂Ck

∂t
+ Pem,ik u · ∇Ck = ∇2Ck + Rik(T,Ck)

Pem,ik ≡ LV/Dik, Scik ≡ ν1/Dik, Dik ≡ Dik/D11, Rik ≡ RikL2/DikCo

Electric potential

∇2φ = Θi

N∑
k=1

NkCk

Θi ≡ eo/εεo, Mik = µikφo/Dik, Ei = µieφo/Die

Electromagnetic induction

∇2F −
F

r2
=
G

δ2
, ∇2G−

G

r2
= −

F

δ2

δ ≡ L/√µσω, Ta ≡ µI2o/ρν2δ2

Linear-elastic deformation

Gi∇ ·
(
∇ud + (∇ud)T + (µi∇ · ud − εi(T − To)) I

)
= 0

µi ≡ 2λi/(1− 2λi), εi ≡ 2βi(1 + λi)/(1− 2λi), Gi ≡ Gi/G1

Elliptic mesh generation

∇ ·Dξ(ξ, η)∇ξ = 0, ∇ ·Dη(ξ, η)∇η = 0



BOUNDARY CONDITION QUICK REFERENCE

Type Integer data Real data

(U,V,W,UN,UT,T,C, 3(4†): start node, stop node, (order + 1): function values

UD,VD)-Dirichlet poly. order, (species ID†) at equally spaced intervals

(X,Y)-Dirichlet 2: start node, stop node 0

(U,V,W,T,C)- 3(4†): start node, stop node, user-specified: real data

User user function ID, (species ID†) passed to user-function

(U,V,W,T,C,P,R,S, 4(5†): start node, stop node, 0

UD,VD)-Periodic other ID, orientation, (species ID†)

Velocity 2-4‡: start node, stop node, 2: normal velocity,

quadflag, no-leak tangential velocity

Speed 0 0

(Heat,Mass)- 1(2†): poly. order, (order + 1): function values

Flux (species ID†) at equally spaced intervals

(Heat,Mass)- 1(2†): user function ID, user-specified: real data

Flux-User (species ID†) passed to user-function

(C,T)-Robin 0(1†): (species ID†) 1-3††: rate coeff, ambient, exponent

Latent-Heat 0 3: rate coeff, u-interface, v-interface

Segregation 0 3: rate coeff, u-interface, v-interface

Irradiance 0 1: coefficient

Outflow 0 0 - (pressure datum computed)

1 - value of pressure datum

Traction 1: poly. order 2(order + 1): function values

at equally spaced intervals‡‡

Capillary-Traction 2-3§: start tension, (2-3)§§: Capillary, ambient pressure,

stop tension, quadflag Maragoni

Isotherm 1§: quadflag 1: T melting-point

Kinematic 2-4‡: start node, stop node, 0

quadflag, no-leak

Continuity 2-4‡: start node, stop node, 1: coefficient (rigid/porous)

quadflag, no-leak

Growth-Velocity 0-1‡: quadflag 2: u-interface, v-interface

Shape 2-3§: start node, stop node, quadflag 0

Slope 1: start or stop node for intercept 1: angle of inclination w.r.t. x-axis

Spline 2-3§: start node, stop node, quadflag 0

Grid-Centerline 2-3§: start node, stop node, quadflag 0

U-Dot-T 2-3§: start node, stop node, quadflag 0

Grid-Flux 0 0

Angle 3: boundary end, reference normal, 1: angle in degrees

residual type

† For C-Dirichlet condition when number of species > 1.

‡ Third and fourth values are optional, if not given, equal to true, false, respectively.

§ Last value is optional, if not given, equal to true.

†† Second and third values are optional, if not given, equal to 0, 1, respectively.

‡‡ Normal stress values are specified first, then tangential stress values.

§§ Marangoni required if energy equation is active.



basis(field type, basis type, [ID], [flag specification])
bc(ID, boundary condition specification)
carreau(state, [material ID])

constraint(type(boundary ID, (material list), (data))).
displacement(state, [material ID])

echo(state)
end

energy(state, [material ID])

flow(state, [material ID])

front(option(value))
gauss(n)
geometry(coordinates)
induction(state, [material ID])

initial(variable, material ID, [species ID], value)
lorentz(type)
material(material ID, material definition)
mesh(state, [region definition])
multifrequency(n)
multiphase(n)
multispecies(n)
non-newtonian(state, [material ID])

potential(state, [material ID])

pressure-datum(n)
renumber

reference-frame(option)
rmf(state, [material ID])

solver(option(value))
source(field type(material ID, (integer data), (real data))
species(state, [material ID])

supg(field type, [material ID])

swirl(state, [material ID])
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Chapter 1

The Code

1.1 Overview

Cats2D (Crystallization and Transport Simulator) is a software application used
to solve equations for conservation of mass, momentum, and energy in arbitrary
two-dimensional geometries, both planar and axisymmetric (including swirl).
The code, based on the powerful Galerkin finite element method, can be used to
solve stationary or time-dependent problems with free and moving boundaries,
for any number of materials or phases, including phase change.

Conservation of momentum is described by the Navier-Stokes equations,
which incorporate weakly compressible effects via the Boussinesq approximation.
A generalized Newtonian viscosity model allows simulation of shear-thinning and
yield stress effects. Available viscosity models include Power-law, Ellis, Bing-
ham, Carreau-Yasuda, and Herschel-Bulkley. Also included is the elastic-viscous
split-stress implementation of the Giesekus, Oldroyd-B, and Maxwell models for
viscoelastic materials.

Conservation of energy is described by the convective-diffusion equation with
arbitrary heat source. The heat source can be made a function of temperature
and species concentrations. Thus it is possible to account for energy generation
due to chemical reactions. It is also possible to calculate the thermal stresses in
a non-isothermal material by solving equilibrium equations for a linear-elastic
solid in conjunction with the energy equation.

Conservation of mass is described by convective-diffusion equations for any
number of chemical species, with arbitrary mass sources. The mass sources
can be made a function of temperature and species concentrations. Thus it
is possible to model arbitrary bulk phase chemical kinetics. An option is also

1
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available to use the Stefan-Maxwell equations to model multispecies diffusion in
non-dilute ternary systems.

These equations may be solved in any combination. In multiphase problems
it is possible to solve a different combination of equations in each material. For
example, in a solid-liquid system, it is possible to solve coupled flow and energy
equations in the liquid, while at the same time solving only the energy equations
in the solid. It is also possible to solve multiple equations in a weakly-coupled
sense. For instance, we might solve the flow equations alone, then use this flow
field to solve the convective-diffusion equations for energy or species transport.

A wide variety of boundary conditions are available. It is possible to specify
the value of any dependent variable along a boundary (except for pressure),
as a function of arclength distance along the boundary, or as a function of
coordinate position. This is the Dirichlet boundary condition. It is possible to
do the same for the flux of energy or mass of any species, which are Neumann
boundary conditions, or the viscous traction, which is a tensor analog of the
Neumann condition. Additional choices include specifying the flux of energy as
a power-law function of the temperature, or the flux of a species as a power-law
function of the concentration of that species. These are generalizations of the
Robin boundary condition. The location of free boundaries can be determined
by the kinematic condition for flow, and boundary conditions to describe the
effects of surface tension, including Marangoni flows, are available. The isotherm
condition is used to locate solid-liquid boundaries in problems with phase change.
More specialized boundary conditions, such as imposition of static and dynamic
contact angles, and flux conditions for latent heat and segregation, are also
available.

In problems with free boundaries it is necessary to somehow parameterize
the location of the interface. Usually this is done using a sharp interface front-
tracking method, in which the mesh is deformed to align elements with the free
boundary. The method used here is a powerful variant of elliptic mesh generation
that requires minimal user input. The user may specify a distribution of element
sizes in a way that is both natural and simple. Boundary conditions are easily
selected and specified, and there are no adjustable parameters to set. The mesh
equations are coupled to the physical problem in a natural way, usually via the
kinematic or isotherm boundary conditions. The entire problem, including mesh
deformation, is solved in a fully implicit manner for robustness and accuracy.

Sharp interface front-tracking is the method of choice when applicable, but
there are a variety of circumstances that result in catastrophic failure of the
method. In solidification problems the topology of the phases may be unknown,



1.1. OVERVIEW 3

or change during growth due to unexpected appearance or disappearance of
interfaces, and interfaces may be highly distorted. For these cases the code
provides an alternative called the element-edge interface method. The method,
which can be used on a fixed or moving grid, locates the interface along the
contiguous set of element edges nearest to the melting temperature. Since this
is a sharp interface method, interface flux boundary conditions, e.g. latent heat
and segregation, are specified in a manner identical to that used with front-
tracking. Although less accurate than front-tracking, the element-edge interface
method can produce accurate solutions to difficult problems in solidification.

The code has many powerful features for problem analysis. The code allows
first-order and arclength continuation in any parameter, including geometric
shape parameters. Continuation is fully interactive, and allows for setting the
parameter step size either manually or automatically. Continuation in one pa-
rameter subject to any number of constraints on the relationship among the
other parameters is possible. This feature allows the user to continue in ei-
ther dimensionless or dimensional parameters, or to continue in a dimensionless
group that does not explicitly appear in the problem formulation. For example,
though a free surface problem is formulated in terms of the Reynolds, Capillary,
and Stokes numbers, it is a simple matter to perform continuation in the Weber,
Froude, or Bond numbers. The arclength continuation feature allows the user
to perform bifurcation analysis of nonlinear problems. Thus, the code can be
used to systematically find multiple solutions to a problem.

The code has a flexible capability to add multiple global constraints to the
governing equations. This capability allows the code to efficiently handle global
constraints that arise in certain types of problems, for example a global mass
constraint in problems with phase change, or a global volume constraint for
closed systems with free surfaces. It also allows the use of constraints to simu-
late model-based process control. Moreover, the code can be easily adapted to
solve inverse design problems, or to perform constrained continuation to track
solutions with specified operating characteristics in parameter space.

Another powerful feature of the code is its interactive mesh refinement capa-
bility. It is possible at any time to increase or decrease the number of elements,
on region-by-region basis. The current solution is automatically interpolated
from the old mesh to the new mesh. This feature makes mesh refinement stud-
ies particularly easy, especially in free boundary problems in which the mesh
has deformed a great deal during parameter continuation.

Another unique feature of the code is its robust critical point analysis capa-
bilities. Critical points in scalar fields (such as streamfunction, temperature, or
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concentration) are automatically located and identified as either saddle points or
extrema. Critical point locations are marked on contour plots, and contours that
pass through saddle points are drawn. Critical point analysis of the streamfunc-
tion is especially useful, since the critical point locations and associated contours
provide a complete description of the flow topology. In some cases, without per-
forming critical point analysis, it is nearly impossible to discern whether there
are regions of recirculating flow.

A significant strength of the code is its extremely fast equation solver, which
is highly optimized for almost any machine a user is likely to employ. The speed
of the code allows the user to obtain many solutions rapidly, which, when com-
bined with its continuation capabilities, enables the user to perform elaborate
parameter studies with modest effort in a short time. The code is also highly
efficient in its use of memory. Thus it is practical to run the code on small
and inexpensive desktop machines, achieving computation times of just a few
seconds per time step for highly refined meshes.

Mesh, contour, and vector plots are created as encapsulated PostScript files.
EPS files are the ideal medium for printing and viewing plots while maintaining
high resolution, and can be viewed and imported by a wide variety of applica-
tions. Line plot data is exported as tab-delimited ascii text, suitable for use
with any data analysis progam. The code also exports the data in the Ensight
file format, particularly useful for creating animated visualizations.

The features described above allow the user to generate a large amount of
data in a short time. Data alone do not make analysis, however. Typically, after
solutions have been obtained by varying several parameters over some range, it
is desired to subject each solution to a common set of postprocessing tasks. At
this point the work of running the code becomes repetitious and time-consuming.
Besides postprocessing, there are many other aspects of running the code that
introduce repetition, such as mesh refinement studies. Because of the large
variety of problems that can be solved by the code, it is impossible to anticipate
what set of tasks a user might want to apply to any given situation. To ease
the work of running repetitious tasks, an interactive means to define macros is
provided. A macro is any collection of commands used to perform a particular
task. The user can record a macro simply by performing the task. The task can
then be repeated at any later time by playing the macro. Thus, any number
of commands can be converted into a single command by recording a macro.
Moreover, macros can include other macros, making them flexible and powerful.

This overview has touched briefly on some of the features of Cats2D, empha-
sizing its most important, as well as unique, tools for analysis. These features,
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along with many others, are described later in more detail. The remainder of
this chapter discusses system requirements and installation of the code. Chapter
2 gives a brief tutorial demonstrating how to solve some simple problems. The
chapter introduces the flow.mshc file, which stores a description of the mesh,
and the flow.ctrl file, which stores a description of the problem to be solved.
Chapter 3 is devoted to the subject of mesh generation, namely how to make the
flow.mshc file. Likewise, Chapter 4 on governing equations is to a large degree
about how to construct a flow.ctrl file. Chapter 6 on the discretized form
of the governing equations is largely theoretical, but there are many essential
concepts to understand. The chapter also sets up Chapter 7 on solution meth-
ods, which contains important information on how to run the code to achieve
maximum benefit. Lastly, Chapter 9 gives a comprehensive summary of all
flow.ctrl commands.

1.2 System requirements

This material, written in 1994, is hilarious (and instructive) to read today.

The code can be run under either the UNIX or Macintosh oper-
ating systems. The code works the same way under either operating
system, with some minor exceptions, which will be noted later. The
code has been successfully used on the following computers: Macin-
tosh Quadra, PC486 (running SCO UNIX), HP 9000, IBM RS6000,
SGI, Sun SPARC, Cray X-MP, Cray Y-MP, Cray 2, and Cray C90.

It is possible to run the code on inexpensive hardware, using
a small memory partition. Indeed, significant portions of the code
were developed on a Macintosh SE/30 with 4 Mb of RAM. Though
the code can solve a problem with several thousand unknowns on
such a computer, it is not recommended. The minimum hardware
recommended is a Macintosh 68040 (such as the Quadra series) or
a PC486 (with FPU). On such machines the CPU time required to
solve a problem with 10,000 unknowns is on the order of ten min-
utes. Such a computer is a realistic option for the budget-minded,
but better productivity can be obtained using an engineering work-
station. A mid-range workstation, such as the HP 720, IBM 550,
or Sun SPARC 20, requires on the order of one minute to run the
same problem. A Cray C90 supercomputer takes on the order of
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10 seconds. Most users will find that an engineering workstation is
adequate.

In addition to processor speed, core memory has a big effect on
the performance of the code. The code can solve problems out of
core, but disk I/O typically doubles or triples the turnaround time
required to solve a problem. The minimum recommended memory
available to the code is 8 Mb, enough memory to run problems with
several thousand unknowns in core. Preferred memory is 64 Mb,
enough to run problems with 20,000 unknowns in core. With pa-
tience, it is possible to run very large problems on modest hardware.
For example, problems with greater than 300,000 unknowns have
been solved on an HP 710 workstation with 48 Mb of RAM and 1
Gb of disk space, with a turnaround time of about 8 hours.

2003 update: The code can run a problem with 10,000 unknowns in 0.6 seconds,
and 340,000 unknowns in 32 seconds, on a mid-range consumer desktop (2 GHz
Athlon processor, 2 Gb DDRAM). The code can be compiled for Unix, Linux,
or OS X, using either gcc or a variety of proprietary compilers. Any personal
computer sold today has more than adequate processor speed and memory to
solve almost any two-dimensional problem.

1.3 Installation

The code is distributed in a gzipped tar archive named cats2d.tar.gz. Create
an installation directory called cats2d, and unpack the archive there using this
command in a Unix terminal window:

tar -xvzf cats2d.tar.gz

This will create source code directories solver, flowlib, mesh, custom, and an
examples directory. There are also files called Makefile and makerules. Edit
Makefile to change SOURCE to an appropriate path to the cats2d directory.
Create lib and bin directories in your home directory. Then run make. Hope-
fully this will successfully compile the code and place the cats2d.x executable
in the BIN directory.

Tables 1 and 2 show timing results for two benchmark problems. The prob-
lem types and sizes are meant to represent typical physical problems of interest,
solved using well-refined meshes. The problems have been kept simple to make
testing easy. Both problems are solved on a unit square using a uniform mesh.
Dirichlet boundary conditions are used in all cases. The problems were solved on
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Table 1 – Flow, 40x80 elements, 35,682 unknowns

Processor OS Clock Time(s) Relative

Mac Pro OS X 2.8 GHz 1.2 0.7

Dell 690 Linux 2.66 GHz 1.7 1.0

Regatta p655 AIX 1.7 GHz 1.7 1.0

G5 OS X 1.8 GHz 2.2 1.3

P4 Northwood Cygwin 2.4 GHz 2.6 1.5

Athlon Linux 2.0 GHz 2.8 1.7

G4 OS X 1.25 GHz 3.9 2.3

SP WinterHawk+ AIX 375 MHz 5.2 3.1

Table 2 – Flow, energy, species, 25x60 elements, 29,184 unknowns

Processor OS Clock Time(s) Relative

Mac Pro OS X 2.8 GHz 1.6 0.7

Dell 690 Linux 2.66 GHz 2.3 1.0

Regatta p655 AIX 1.7 GHz 2.3 1.0

G5 OS X 1.8 GHz 3.1 1.3

P4 Northwood Cygwin 2.4 GHz 4.0 1.7

Athlon Linux 2.0 GHz 5.8 2.5

G4 OS X 1.25 GHz 5.8 2.5

SP WinterHawk+ AIX 375 MHz 7.1 3.1

a dedicated processor, so there is no differentiation between CPU and wall-clock
times. The first problem required 100 Mb of RAM, and the second required
115 Mb of RAM. Times reported correspond to a single Newton iteration. For
reference, it typically requires 2-5 Newton iterations to compute a steady-state,
and an average of 1 Newton iteration per time step when solving a transient
problem.
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Chapter 2

Tutorial

In the belief that the best approach to learning how to use the code is to jump
right in and solve some problems, we present in this chapter two simple example
problems in a tutorial format. The user is encouraged to execute these tutorials
on the computer while reading the chapter. Doing so will help the user to quickly
grasp the general manner in which the code is used, without the distraction of
excess detail. The first tutorial is the classic problem of fluid flow in a lid-driven
cavity. The second tutorial is a two-phase moving boundary problem with heat
transfer and phase change. This problem illustrates the basic concepts necessary
to model bulk crystal growth from the melt.

2.1 The lid-driven cavity

The lid-driven cavity, illustrated in Figure 2.1, consists of a box which has three
stationary walls, and one wall which translates parallel to itself. We will use this
simple problem to illustrate the basic steps in using Cats2D. The first steps are
to generate a mesh file and a control file. The code specifically requires that the
files have the names flow.mshc and flow.ctrl (because these names are fixed,
it is generally best to organize problems into subdirectories, one directory per
problem, each with its own mesh and control files).

2.1.1 The flow.mshc file

The flow.mshc file is an ASCII text file that contains a description of the
problem geometry. The file is created by running the code in mesh generation

9
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Figure 2.1: Geometry and boundary conditions for lid-driven cavity.

mode. Here we describe only how to generate the mesh for the lid-driven cavity
example, deferring discussion of many details until Chapter 3.

To make a mesh from scratch, launch the code in a directory that has neither
a flow.mshc nor a flow.ctrl file. The code will ask “Try a new name?”. Enter
“n” and the code will ask “Begin session with mesh generator?”. Enter
“y” (entering return twice will respond with default answers of “N” and “Y”).
The code will start a dialog, asking the user to provide essential information
describing the mesh. A typical session is reproduced in Figure 2.2. The domain is
simple and thus requires only a single quadrilateral region, so we enter “1” when
asked to specify a number of regions. Next we are asked to set the locations of
the vertices of this region, to which we respond by providing the corner locations
of a unit square. By convention, compass directions are used to designate the
corners of the region, e.g. south-west and SW both refer to the lower left hand
corner of the domain. In this example we place the origin at the SW corner.
Next we are asked to specify the number of elements spanning each direction.
By convention, these directions are designated NS (or north-south) and EW (or
east-west). In this example we specify that 10 elements span each direction,
for a total of 100 elements.

When the dialog is completed the code will display the Mesh Driver menu
shown at the bottom of Figure 2.2. At this point the user can save the mesh and
return to the main menu by quitting, or continue to modify the mesh using the
options in the Mesh Driver menu. Before leaving the mesh generator we need
to use the Define Boundary menu, to create boundary definitions that later will
be used to specify boundary conditions. Figure 2.3 shows how boundary 1 is
defined for the example problem. A boundary can be composed of any number



2.1. THE LID-DRIVEN CAVITY 11

Cats2D 1.0 (Crystallization and Transport Simulator)

Copyright 1992-2003 Ralph T. Goodwin and Andrew Yeckel

File ’flow.mshc’ does not exist.

Try a new name? [y/N]: {\bf n}

Begin session with mesh generator? [Y/n]: {\bf y}

===============================================================================

* M E S H D R I V E R *

===============================================================================

Enter the Number of Regions >= 1: 1

===============================================================================

Set vertex coordinates for Region 1

===============================================================================

*** South West corner ***

Enter the x value: 0

Enter the y value: 0

*** South East corner ***

Enter the x value: 1

Enter the y value: 0

*** North East corner ***

Enter the x value: 1

Enter the y value: 1

*** North West corner ***

Enter the x value: 0

Enter the y value: 1

===============================================================================

Region 1 discretization

===============================================================================

Enter the Number of NS elements >= 1: 10

Enter the Number of EW elements >= 1: 10

===============================================================================

* M E S H D R I V E R *

===============================================================================

1 Show Discretization 6 Change Stretching

2 Change Discretization 7 Define Boundary

3 Show Vertices 8 Macro

4 Move Vertex 9 Save Mesh File

5 Change Boundary Shape 10 Quit

Choice:

Figure 2.2: Mesh generation session using the code.
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===============================================================================

* B O U N D A R Y M A N A G E R *

===============================================================================

1 New Boundary

2 Modify Boundary

3 Delete Boundary

4 Show Boundaries

5 Return

Choice: 1

Enter the Boundary Id: 1

===============================================================================

* B O U N D A R Y D E F I N I T I O N *

===============================================================================

1 Change Id

2 Add Segment

3 Remove Segment

4 Done

Choice: 2

Enter the Side: w

===============================================================================

* B O U N D A R Y D E F I N I T I O N *

===============================================================================

1 Change Id

2 Add Segment

3 Remove Segment

4 Done

Choice [2]: 2

Enter the Side: s

===============================================================================

* B O U N D A R Y D E F I N I T I O N *

===============================================================================

1 Change Id

2 Add Segment

3 Remove Segment

4 Done

Choice [2]: 2

Enter the Side: e

Figure 2.3: Creating a boundary using the mesh generator.



2.1. THE LID-DRIVEN CAVITY 13

of segments, where a boundary segment refers to a side of a mesh region. By
convention, the sides of the mesh region are denoted using the compass points
west, south, east, and north. When defining boundaries, it is critical that
boundary segments are always specified in an order that proceeds in the counter-
clockwise direction around the regions, e.g. w/s/e is the order used in this
example, whereas a different order, such as e/s/w, would be illegal. After the
boundary segments have been entered, we select Done. We repeat the process
to define boundary 2, specifying the north side as the lone segment. We can
now quit the mesh generator and save the flow.mshc file. When we quit the
mesh generator, an empty flow.ctrl is also created. We must now quit the
program altogether and edit this control file to define the problem to be solved,
as described in the next section.

Note: entering “q” and hitting return in any menu quits that menu and
returns the user to the previous menu. Likewise entering “q” and hitting return
in any dialog returns the user to the menu from which this dialog was entered.
Typically when a user quits before a dialog is completed, any parameters that
were changed during the dialog are restored to their original values.

2.1.2 The flow.ctrl file

The flow.ctrl file is an ASCII text file that consists of three types of lines:
command lines, blank lines, and comment lines. Blank lines are for readability
only. Comment lines begin with a percent sign. The percent sign is also a con-
venient way to temporarily disable a command line without deleting it from the
file. A line beginning with a double percent sign is a block comment symbol.
Multi-line comments can be placed between block comment symbols. All other
lines are interpreted as command lines, which specify things such as which equa-
tions are to be solved, and what boundary conditions are to be used. Order of
appearance is unimportant for all commands in flow.ctrl, except for the end

and echo commands. A comprehensive description of all commands is given in
Chapter 9. Figure 2.4 shows the control file for the lid-driven cavity problem,
which has a total of five command lines.

The command flow(on) indicates that flow variables (velocity and pressure)
are to be determined by solving the Navier-Stokes equations. The precise form
of these and other equations solved by the code is summarized on the inside
front cover, and discussed at length in Chapters 4 and 6. To complete the
problem specification requires that the boundary conditions shown in Figure
2.1 are imposed. To impose these boundary conditions requires several pieces
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%% (block-comment symbol)

Lid-driven cavity example control file.

%% (block-comment symbols always appear in pairs)

% Declare that flow variables are active.

flow(on)

% Specify Dirichlet boundary conditions

% (see text for explanation of syntax).

bc(1, u-dirichlet(1, (3,1,1,0), (1,0.0)))

bc(2, v-dirichlet(1, (3,1,1,0), (1,0.0)))

bc(3, u-dirichlet(2, (3,0,0,0), (1,1.0)))

bc(4, v-dirichlet(2, (3,1,1,0), (1,0.0)))

Figure 2.4: Control file for lid-driven cavity example.

of information, namely a boundary ID to indicate the boundary to which the
condition applies, some additional integer data to determine whether or not the
condition is applied at the boundary ends, and some real data to control the
value of the unknown at the boundary. A brief introduction to the boundary
condition syntax is illustrated in Figure 2.5.

With reference to Figure 2.5(a), a boundary condition command line always
starts with the letters bc, followed by two fields enclosed in parentheses. The
first field is a positive or negative integer, which requires the user to assign
an arbitrary but unique ID for the boundary condition (we defer discussion of
how this ID is used until later). The second field is the boundary condition
specification, which consists of the type of condition, followed by three fields
enclosed in parentheses. With reference to Figure 2.5(b), the first field in the
specification is a positive integer ID, which indicates the boundary number to
which the condition is to apply (these are the boundary numbers that we defined
using the mesh generator). The second and third fields are integer and real data,
respectively, used to complete the boundary condition specification.

The number of integer and real data depend on boundary condition type.
A summary of required data for all boundary condition types is provided in
Chapter 9. Specific use of u-dirichlet and v-dirichlet conditions is described
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(a) bc(

ID︷︸︸︷
1 , u− dirichlet(1, (3, 1, 1, 0), (1, 0.0) )︸ ︷︷ ︸

boundary condition specification

)

(b)

type︷ ︸︸ ︷
u− dirichlet( 1︸ ︷︷ ︸

boundary ID

,

integer data︷ ︸︸ ︷
(3, 1, 1, 0) , (1, 0.0)︸ ︷︷ ︸

real data

)

Figure 2.5: Boundary condition syntax.

on page 131. In the current example, the velocity components are set to (0,0)
at boundary 1 and (1,0) at boundary 2. To control which boundary condition
is applied at a corner, the corner flags in the boundary condition specification
are used as explained in Chapter 9. We have been careful to specify that the
unit tangential velocity does not apply at the corners of the lid. This is the
so-called non-leaky case, which is best representative of the continuum problem
in which the velocity is discontinuous at the corners. With the flow.mshc and
flow.ctrl files complete, we are ready to run the problem.

2.1.3 Solving and post-processing

To solve the problem, we run the code in the directory that contains the flow.mshc
and flow.ctrl files. When started, the code verifies the existence of the input
files, then performs some error checking on the validity of the input data (for
example verifying the input data format and flagging illegal commands). The
code writes some information to the terminal on problem type and size, then
presents the main menu, as shown in Figure 2.6.

To proceed, enter “2” to select Solver, which takes you to the Solution
Driver menu. Enter “1” to select Solve, as shown in Figure 2.7. An iteration
history will be printed to the terminal as the problem is solved. STEP refers to
Newton (N) or modified Newton (MN). Solution norm, residual norm, and solution
change are all L2 norms with the usual meanings. The solution converges in one
iteration because the problem is linear (by default Re = 0). The code does not
detect convergence until the second step, however, because the residual is not
tested until then. The extra step is very cheap, and can improve convergence
for linear problems that are badly conditioned, so we use it that way.
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Cats2D 1.0 (Crystallization and Transport Simulator)

Copyright 1992-2003 Ralph T. Goodwin and Andrew Yeckel

geometry(axisymmetric)

energy(on)

mesh(on)

100 Elements 441 Nodes 1182 Equations 57 Front Width

===============================================================================

* C A T S 2 D 1.0 * Copyright 1992-2003

===============================================================================

1 File Management 6 Macro

2 Solver 7 Utilities

3 Post Process 8 Mesh

4 Solution Analysis 9 Transient

5 Parameter Manager 10 Quit

Choice: 2

Figure 2.6: Start up screen.

===============================================================================

* S O L U T I O N D R I V E R *

===============================================================================

1 Solve 7 Get last converged solution

Set Continuation Parameter 8 Parameter Manager

3 Continuation is Off 9 Solver Parameters

4 Step size set manually 10 Automacro OFF

5 Stepsize Parameters 11 Macro

6 Solutions saved manually 12 Return

Choice: 1

CASE 1

===============================================================================

STEP SOLUTION RES. NORM SOL. CHANGE TIME

NORM (1.0e-04) (1.0e-04) (Sec)

===============================================================================

1 N 6.9740e+01 2.941e-11 1.000e+00 1.70e-01

2 MN 6.9740e+01 2.370e-15 4.572e-12 4.88e-02

----------

2.37e-01

Figure 2.7: Solving the problem.
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It is more interesting to solve the problem at higher Reynolds number. Sup-
pose that we want to obtain the solution at Re = 1000. To change the parameter
to this value visit the Parameter Manager menu and select Change Parameter,
then Dynamic, then Reynolds. If we set the parameter to this value and try to
solve the problem, the code will fail to converge. The initial guess of zero flow
(the default) is simply not good enough, or to put it in mathematical terms,
the guess falls outside the sphere of convergence of Newton’s method. To avoid
this problem when solving nonlinear problems, it is often necessary to gradually
increase the magnitude of parameters that introduce nonlinearity into the prob-
lem, such as the Reynolds or Rayleigh numbers. The general approach is to solve
the problem at a small value of the parameter in question, say Reynolds number,
then use this solution as an initial guess to the problem at a higher value of the
parameter. This procedure is called continuation. To activate continuation, se-
lect Continuation is Off in the Solution Driver menu, select 1st Order, then
quit to return to the Solution Driver menu. Next select Set Continuation

Parameter, then Dynamic, then Reynolds. Now when you select Solve you will
be prompted to enter the parameter step size, i.e. the value to be added to the
current continuation parameter, in this case Re. In this example an initial step
size of 100 works well, but it is worth experimenting to see how large of a step
size can be used without losing convergence.

As time goes on you should gain experience in choosing sensible step sizes for
continuation parameters, but it is important to realize that the user is largely
responsible for guiding Newton’s method to a solution. In complicated problems
this usually involves continuing in several parameters. For some problems, the
order in which the parameters are changed can affect our success in reaching
the desired location in parameter space. Physical insight can be of critical
assistance, even necessity, in finding a workable continuation path to a desired
solution. The process can be greatly facilitated using the automatic continuation
feature, enabled by toggling the Step size set manually menu item to Step

size set automatically. Now when you solve the problem you will be asked
to provide the final parameter value, an initial step size, and floor and ceiling
values for the step size. It is usually right to use the default values, although
occasionally we may want to restrict the ceiling size. Apply auto-continuation
to the lid-driven cavity starting at Re = 0, with an initial stepsize of 100 and a
final value of 1000. Study the convergence and step size history that is printed
to the terminal. Repeat the exercise with initial stepsizes of 10 and 1000, each
time studying the convergence and step size history. These exercises should give
you a good feel for the algorithm used to increment the parameter.
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Figure 2.8: Streamlines for lid-driven cavity, uniform mesh.

Using continuation you can obtain solutions at Re = 0, 500, and 1000 to
compare to those shown in Figure 2.8. To make streamline plots, return to the
main menu and select the Post Process menu. Select Contour Plot, followed by
Stream Function. You will be asked to provide a plot file name, a number of
contours, and maximum and minimum contour values (choose the defaults by
hitting return). When done you can quit the code. The plots will be written in
encapsulated postscript. Note that for the Re = 1000 case, the streamlines look
a bit wiggly near the upper corners of the cavity, suggesting that the mesh is
under-resolved (with only 100 elements, this is not surprising). In Chapter 3 we
show how to stretch the elements to create a mesh of non-uniform element size
that better resolves this problem.

2.2 Two-phase solidification

In this tutorial we solve a simple two-phase solidification problem. The problem
geometry and boundary conditions are shown in Figure 2.9. The domain is
cylindrical in shape, but we take advantage of rotational symmetry to reduce
the problem to two spatial coordinates, r and z, and use the axisymmetric form
of the governing equations. It is important to realize that the mesh generator
knows nothing about the coordinate geometry (planar or axisymmetric) when
it generates the mesh. The coordinate geometry is set by the user separately, in
the flow.ctrl file. Hence the mesh generator always refers to the coordinates
as x,y. By convention, z corresponds to x and r corresponds to y (i.e. a simple
tube is oriented horizontally on the page). Thus the x axis in the mesh generator
becomes the symmetry axis when solving an axisymmetric problem. We must
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Figure 2.9: Geometry and boundary conditions for two-phase solidification.

take account of this when we set the locations of the vertices.

2.2.1 A multi-region mesh

Because the problem has two phases, we need to specify a minimum of two
regions, one for each phase (two will be adequate for this simple example).
At this point the mesh generator must obtain additional information that was
not required for the lid-driven cavity example. Specifically, we need to specify
the topological arrangement of the two regions. The situation is illustrated
in Figure 2.10. The sample dialog is shown in Figure 2.11, in which we are
asked to provide neighbor relationships between the regions. In this example the
procedure amounts to simply stating that the west side of region 2 neighbors the
east side of region 1. Entering a Neighbor Id of “0” indicates that there is no
neighbor, i.e. the region side falls on a boundary of the domain. Note that when
we state that region 2/west is the neighbor of region 1/east, this information
is automatically propagated to region 2, which means that when we are later
asked for the neighbors of region 2, we won’t be asked about the west side. This
is to prevent the user from specifying inconsistent topological information, such
as the assignment of multiple neighbors at a single boundary.

After specifying region neighbors is done, the rest of the dialog is familiar: we
assign vertex locations, specify the number of elements spanning the regions, and
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Figure 2.10: Mesh region nomenclature and topology.

define boundaries. There are a few small differences from the lid-driven cavity
mesh, however. In this example we are asked to specify the number of elements
spanning the NS and EW directions in region 1, but only in the EW direction for
region 2. This is because the number of NS elements must be the same in both
regions to maintain compatibility at the boundary shared by the regions. To
ensure compatibility, the code automatically propagates this information from
region 1 to region 2. Another difference is that we are asked to specify both a
region number and an element side when identifying the segments of a boundary
(we weren’t asked to supply a region number in the lid-driven cavity problem,
because there was only one region).

For this example we need to specify boundaries 1, 2, and 3 that correspond
to the interface (region 1/east), to the outer boundary of the domain (region
2/east, region 2/north, region 1/north, region 1/west), and the symmetry plane
(region 1/south, region 2/south). Note that we have been careful to use the
counter-clockwise rule when defining boundaries 2 and 3.

2.2.2 More flow.ctrl commands

The flow.ctrl file is shown in Figure 2.12. Several new commands are intro-
duced. We specify two materials using the multiphase command. A material
(or phase) is composed of one or more quadrilateral mesh regions. Only two
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Begin session with grid generator? [Y/n]:

===============================================================================

* M E S H D R I V E R *

===============================================================================

Enter the Number of Regions >= 1: 2

Which region borders the SOUTH Side of Region 1?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

Which region borders the EAST Side of Region 1?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 2

Which side of Region 2? [s,e,n,w] w

Which region borders the NORTH Side of Region 1?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

Which region borders the WEST Side of Region 1?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

Which region borders the SOUTH Side of Region 2?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

Which region borders the EAST Side of Region 2?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

Which region borders the NORTH Side of Region 2?

Enter the Neighbor Id >= 0 and <= 2

[Default = 0]: 0

===============================================================================

Set vertex coordinates for Region 1

===============================================================================

*** South West corner ***

Enter the x value:

Figure 2.11: Defining neighbor relationships among mesh regions.
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mesh regions, one per material, are used in this simple example. We assign
mesh region 1 to material 1 (the solid), and mesh region 2 to material 2 (the
liquid), using the material command (the precise meaning of the integer data
is explained in Chapter 9). When the multiphase command is invoked, it is
necessary that all mesh regions be assigned to a material using the material

command (the code will verify this). Note that a name, “solid” or “liquid” in
this example, is assigned to each material. The material name, which is optional,
serves two purposes: as a sort of comment to aid in understanding the control
file itself, and as a part identifier in Ensight input files created by the code.

We have included the geometry command with the axisymmetric specifica-
tion, to indicate the cylindrical nature of the problem. The isotherm boundary
condition forces the phase interface to lie on the melting point isotherm, and the
latent-heat condition specifies that heat is released upon solidification. Note
that when we defined boundary 1 in the mesh generator, we selected the west
side of region 2, rather than the east side of region 1. The choice is arbitrary
from the point of view of the isotherm condition, but not the latent-heat

condition, in which the sign of the flux is significant. The convention applied
in the code is that the flux is positive in the outward normal direction from a
region boundary. The precise form of the equation is given in Chapter 4, but in
practical terms it means that a positive heat of solidification should be applied
from the liquid side of the boundary, in this case region 2.

In order to create a temperature field representative of typical directional
solidification processes, we use the heat-flux-user boundary condition. Other
boundary conditions can be used to specify a flux, namely the heat-flux

and t-robin conditions, but neither of these allow use of a position or time-
dependent reference temperature. To implement a custom heat-flux-user

boundary condition it is necessary to edit the source code in file bc user.c,
where the procedure should be obvious, and recompile the code. The desired
boundary condition is Newton’s law of cooling with a reference temperature that
is linear in axial position z, and that translates with time to simulate translation
of a melt growth ampoule within a crystal growth furnace:

n · ∇T = H (T − 1− z + Gt) ,

where H is a dimensionless heat transfer coefficient (Biot number) and G is a
dimensionless growth rate. For this particular example such a user condition
already exists in bc user.c. The lines are shown in Figure 2.13. The data
specified in the heat-flux-user command correspond to H and G in this flux
expression.
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% Two-phase solidification example control file.

geometry(axisymmetric)

% Specify a two phase problem, and define material 1

% to be region 1, and material 2 to be region 2.

multiphase(2)

material(1,1,1,solid)

material(2,1,2,liquid)

% Declare that temperature is active.

energy(on)

% Boundary 1: Specify isotherm and latent heat

% conditions at the interface.

bc(11,isotherm(1,(0),(1,1.0)))

bc(12,latent-heat(1,(0),(3,0.0,0.01,0.0)))

% Boundary 2: Newton’s law of cooling with

% specified ambient temperature profile

bc(13,heat-flux-user(2,(1,3),(2,10.0,0.01)))

% Specify mesh equations

mesh(on)

bc(22,shape(2,(2,1,1),(0)))

bc(23,shape(3,(2,1,1),(0)))

Figure 2.12: Control file for two-phase solidification example.
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case 3: /* Translating linear furnace temperature profile */

switch( Type )

{

case HEAT_FLUX_USER:

{

real C0;

real CurrentTime =

GetParameterValue("Time",GetDynamic_Type(),1,1);

C0 = 1.0 + x - Coeff[2] * CurrentTime;

*Value = -Coeff[1] * (C - C0);

*dValue_dC = -Coeff[1];

*dValue_dx = Coeff[1];

}

break;

default:

ERROR("Bad user bc type");

}

break;

Figure 2.13: Specifying a heat-flux-user condition in bc user.c.

Since this is a moving boundary problem, it is necessary to solve the mesh
equations to update the node positions during the calculation. When solving
a moving mesh problem, we must always specify at least one mesh boundary
condition, the purpose of which is to constrain nodes to lie on the geometric
boundaries of the problem. This can be done using Dirichlet conditions to com-
pletely fix the nodal positions. Usually when solving free boundary problems,
however, it is necessary to allow the nodes to slide along the geometric bound-
aries as the mesh deforms. The shape condition is used for this purpose. It is
the most commonly applied mesh boundary condition, sufficing for many kinds
of problems. It is not necessary to specify a second boundary condition. A con-
dition will automatically be applied to control the spacing of nodes along the
boundary in a way that maintains the relative element sizes along a boundary
as it deforms. Note that no adjustable parameters are required for the elliptic
mesh equations and associated boundary conditions, which is a strength of the
method.
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2.2.3 Time integration with moving mesh

The procedure required to solve the solidification problem is more complicated
than was used in the lid-driven cavity example. Generally as a rule, the more
complicated the problem, the more steps it takes to obtain a desired solution. A
step can mean performing continuation in a particular parameter, but can also
mean adding physics to the problem in stages. If we simply start the code and
try to solve the problem, the mesh will become singular and the Newton itera-
tion will diverge. The procedure commonly used when solving free and moving
boundary problems is to first solve for the field variables (e.g. temperature,
velocity, etc.) with the mesh fixed. There are two ways to do this. One is to
modify flow.ctrl by adding the end command to the file immediately before
the mesh command. All commands following the end command are ignored (we
are assuming that the mesh-related commands appear at the end of the file, as
shown in Figure 2.12) . Since the isotherm condition is used to replace grid
residuals along the interface, and these residuals do not exist with the mesh
equations off, the solution obtained will not satisfy this condition in general.
Having added the end command, we start the code and solve the problem, then
use the File Management menu to save the solution. We must then quit the
code, edit flow.ctrl to remove the end command, then start the code again.
We can use the File Management menu to read the saved solution, which will
become the initial guess to the problem with the mesh equations now active (the
code will print a number of warnings to the terminal, but these can be ignored).
In general, an initial guess obtained in this manner won’t satisfy the isotherm

condition. When the mesh equations are activated, however, it is important that
the initial interface position lie near to the melting point isotherm, preferably
within one element width or so, else the Newton iteration may not converge.
We solve the problem, and find that it converges in one iteration, because in
this example the initial interface location has been carefully chosen to lie nearly
along the melting point isotherm.

It is also possible to obtain the initial guess and solve the moving boundary
problem without quitting and restarting the code. To do so, edit flow.ctrl

to change mesh(on) to mesh(fixed). The fixed command will cause the code
to create unknowns for the mesh nodal positions, but the mesh equations will
not yet be active. After making this change to flow.ctrl, start the code and
solve the problem. As before, the solution obtained this way will not satisfy
the isotherm condition. Next, select Change Material States in the Solution
Driver menu, then select Mesh, which will initiate a dialog. Enter “0” for the
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mesh region (which will select the entire mesh), then enter “1” to activate the
mesh unknowns. Return to the Solution Driver menu and solve the problem
with the mesh equations now activated.

We can cause the interface to move and distort by adding latent heat. The
latent-heat condition in the flow.ctrl file had no effect because we set the
coefficient of latent heat to zero (the first piece of real data in the bc spec-
ification). We can now use this coefficient as a continuation parameter. This
time we select Set Continuation Parameter, then Boundary Condition, then
LatentHeat. We are asked Enter the Real Data to which we reply “1”. Now
we solve the problem, setting the parameter increment to 50. When we are
done solving the problem we have a few options for assessing the degree of in-
terface deflection. Entering the Post Process menu, we can choose Boundary

Plot, which will create an eps image of the material boundaries. We can also
make a temperature contour plot, since contour and image plots also show the
material boundaries. If we don’t need to see a picture, we can choose Boundary

Analysis, then Print Endpoints. This will list the Cartesian coordinates of
the endpoints of each of the boundaries. In this example the interface is bound-
ary 1, and using Print Endpoints for a latent heat coefficient of 50 shows that
the end points of boundary 1 are at (-3.8359e-02, 1.0000e+00) and (-1.5171e-01,
0.0000e+00), whereas in the initial condition the end points are (0.0000e+00,
1.0000e+00) and (0.0000e+00, 0.0000e+00), showing that the interface has both
translated and deflected. Another way to cause interface deflection is to change
the conductivity of one of the materials. The results are shown in Figure 2.14,
where we can see that adding latent heat has a similar effect in this problem as
increasing the conductivity of the liquid.

To solve the time-dependent problem we need an initial condition. By default
the initial condition is zero everywhere, but this initial condition is not suitable
for starting a transient integration of a moving boundary problem. A suitable
condition is given by the steady-state solution that we calculated earlier, so the
first step is to start the code and read this solution. We want to include latent
heat, so we use the Parameter Manager menu to change the latent heat coefficient
to 50. Then we enter the Transient menu and select Integrate. Enter a final
time of 80 and an initial time stepsize of 1. When the calculation is completed,
the temperature contours should look like those shown in Figure 2.15.

The tutorials presented in this chapter have illustrated the basic operation of
the code, and have demonstrated a number of important features in each major
area of the code, namely the mesh generator, the solver, and post-processor.
Many additional options are available, particularly in the post-processor. The
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Figure 2.14: Steady-state temperature contours and interface for two-phase so-
lidification.

Figure 2.15: Transient temperature contours and interface for two-phase solidi-
fication.
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user is encouraged to explore the menus, since use of most options is straight-
forward, if not self-explanatory.



Chapter 3

Mesh Generation

Before starting this chapter the reader must be familiar with the tutorials in
Chapter 2, which introduce basic concepts in mesh generation for simple do-
mains. Here we introduce additional concepts necessary for the construction of
more complicated meshes.

3.1 Creating or modifying a mesh

When launched, Cats2D determines whether or not a flow.mshc file exists in
the working directory. If the flow.mshc file exists, the code will check for a
flow.ctrl file, then display the main menu, shown in Figure 3.1. From the
main menu the user can choose Mesh to modify the existing mesh if desired.
Further description of how to modify an existing mesh is given in subsequent
sections.

If a flow.mshc file does not exist the code will ask whether the user wants
to “Try a new name?”. Enter “n” and the code will ask “Begin session with

===============================================================================

* C A T S 2 D 1.0 * Copyright 1992-2003

===============================================================================

1 File Management 6 Macro

2 Solver 7 Utilities

3 Post Process 8 Mesh

4 Solution Analysis 9 Transient

5 Parameter Manager 10 Quit

Figure 3.1: Main menu. To modify an existing mesh, enter “8” to select Mesh.

29
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===============================================================================

* M E S H D R I V E R *

===============================================================================

1 Show Discretization 6 Change Stretching

2 Change Discretization 7 Define Boundary

3 Show Vertices 8 Macro

4 Move Vertex 9 Save Mesh File

5 Change Boundary Shape 10 Quit

Choice:

Figure 3.2: Mesh driver menu.

mesh generator?”. Enter “y”. So the way to make a mesh from scratch is
simply to run the code in an empty directory and hit return twice (which will
enter the default answers of “n” and “y”). The code will begin an extended
dialog, asking the user for essential information on mesh topology, geometric
coordinates, and element density, as described in the next section. When the
dialog is completed the code will display the Mesh Driver menu shown in Figure
3.2. At this point the user can save the mesh and return to the main menu by
quitting, or modify the mesh using the options in the Mesh Driver menu.

3.2 Mesh region topology

The first step in designing a mesh is to divide the problem domain into a suit-
able arrangement of quadrilateral regions, or macro-elements. The user is free
to divide the domain without restriction on the orientation or arrangement of
the macro-elements. An example based on a circle-shaped domain is shown in
Figure 3.3. The macro-elements are mapped to a regular geometry referred to
as the parent domain, as shown in Figure 3.3. The parent domain is discretized
into a regular grid of quadrilateral finite elements, as shown in Figure 3.4. Figure
3.3 indicates a set of global parent coordinates ξg, ηg, but these are merely a con-
ceptual aid, and are not actually used when discretizing the equations. Instead
the individual elements are each mapped to a parent element, shown in figure
3.4. The governing equations are discretized on the parent element using a local
system of coordinates, −1 <= ξ <= 1, −1 <= η <= 1. The global arrangement
of elements is determined solely by the connectivity of the elements. The code
automatically generates the connectivity information within a macro-element,
but the user is required to provide the connectivity of the macro-elements, which
are called mesh regions in the code.
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Figure 3.3: Discretization of a circle-shaped domain into macro-elements: (a)
physical space; (b) parent space.

Figure 3.4: Mapping to parent domain and parent element.
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Figure 3.5: Mesh region vertex locations for circle shaped domain.

When making a mesh from scratch, the mesh generator will query the user
for information on the topological arrangement of the mesh regions. The infor-
mation consists of identifying the neighbors of each mesh region (the designation
“0” is used to denote the absence of a neighbor), and which sides of the two re-
gions are shared. The convention used for identifying specific sides of a mesh
region is based on points of the compass. The south side of an element is the
line η = −1, and therefore the south side of a mesh region also is a line η = −1.
Likewise east is the line ξ = 1, north is the line η = 1, and west is the line
ξ = −1. There are no restrictions on which sides of regions can be shared. For
example, in Figure 3.3, where the two-sided arrows indicate shared region sides,
the west side of region 2 is shared by the south side of region 5, the east side
of region 2 is shared by the south side of region 3, etc. Also, there are no re-
strictions on the orientation of parent coordinates ξ, η with respect to physical
coordinates x, y. For example, when creating a mesh for the lid-driven cavity
example, it is is perfectly legal to orient the physical domain such that the west

and east sides are lines of constant y, rather than constant x.

After the information on the topological arrangement of the mesh region
is entered, the user is queried for the x, y locations of the mesh region vertices.
Figure 3.5 illustrates the situation for the circle shaped domain. Compass points
are used to identify vertices in the parent space: SW or southwest refers to the
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vertex at ξ = −1, η = −1, SE or southeast refers to the vertex at ξ = 1, η = −1,
NE or northeast refers to the vertex at ξ = 1, η = 1, and NW or northwest refers
to the vertex at ξ = −1, η = 1. The user is then queried for the number of
elements spanning each direction of the mesh regions, which are designated NS or
north-south and EW or east-west. The code will ensure consistency across all
inter-region boundaries, by propagating this information between mesh regions
that share sides. For example, specifying the number of elements spanning the
EW direction of region 1 in the circle example will also also implicitly set the
number spanning the EW directions of regions 2 and 4.

When the topology, vertices, and element density have been specified, the
Mesh Driver menu is shown (Figure 3.2), at which point the user can save the
mesh and quit the mesh generator, or continue to modify the mesh. Typical
modifications include specifying the shape of region sides, adding boundary def-
initions, and stretching the mesh. These tasks are described in the following
sections.

3.3 Mesh region boundary shapes

The user can choose Line, Circle, or Curve for the shape of a mesh region side.
Line is the default; the user is not required to provide any data because the
characteristics are completely specified by the vertex locations. Should the user
select Circle or Curve some additional information is required. The dialog in
Figure 3.6 was required to generate the arc of circle used for the south side of
region 2 in Figure 3.4. The user is given a number of options for parameterizing
the arc; an easy choice to use is the Start Angle, which is measured with
reference to the x-axis (225 degrees in this example). From the starting point
at the SW corner, the arc must be generated in the counter-clockwise direction
in accordance with the orientation of the side in the parent domain.

A more general shape can be obtained using the Curve option. The user
must provide an ascii file that consists of any number of x, y pairs, written one
pair per line, defining the shape of the curve. These data will be spline-fitted to
interpolate the positions of the nodes. Multivalued functions are allowed with
the Curve option.



34 CHAPTER 3. MESH GENERATION

===============================================================================

* B O U N D A R Y S H A P E *

===============================================================================

1 Line

2 Circle

3 Curve

4 Cancel

Choice: 2

===============================================================================

* C I R C L E O P T I O N S *

===============================================================================

1 Start Angle 4 Y coordinate of center

2 End Angle 5 Radius (include sign)

3 X coordinate of center 6 Cancel

Choice: 1

Enter the Angle

>= -3.6000e+02 and <= 3.6000e+02: 225

===============================================================================

* D I R E C T I O N O P T I O N S *

===============================================================================

1 Clockwise

2 CounterClockwise

3 Cancel

Choice: 2

Figure 3.6: Specifying a boundary shape.
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3.4 Creating boundaries

When applying a boundary condition in the flow.ctrl file, it is necessary to
make reference to a boundary Id. This Id is associated with a boundary def-
inition created using the mesh generator. Each boundary must be given an
arbitrary but unique Id, and consists of one or more segments. A segment is
a mesh region side. If multiple segments are needed to define a boundary they
should be specified in an order that proceeds in the counter-clockwise direction
in the parent domain. There are no strict rules for creating boundaries, simply
that the user must create whatever boundaries are needed to apply the desired
boundary conditions. A region side can be used in more than one boundary, and
not all region sides need be used. A sample dialog for creating a multi-segment
boundary is shown in Figure 2.3. Note that segments in a boundary need not be
contiguous in the parent domain. For example, in the lid-driven cavity problem
in Chapter 2 it is legal to specify a boundary using only the east and west sides
as segments.

Boundaries are also useful for post-processing (see in particular the options
found in the Boundary Analysis menu). Sometimes it is desirable to create
a boundary solely for post-processing purposes. For example, we might want
to create a boundary that traverses the entire outer perimeter of a problem
domain, even though these region sides have already been included in various
other boundary definitions used to specify the boundary conditions.

3.5 Stretched meshes

Upon close examination of the Re = 1000 case in Fig 2.8, we see that the
streamlines are somewhat oscillatory near the top of the cavity, particularly in
the upper left corner where the outermost streamlines are clearly kinked. This
observation suggests that the mesh is too coarse (too few elements) to obtain a
very accurate solution. One approach is to increase the number of elements. This
can easily be done in the current example, but for more difficult problems it may
not be economical to greatly increase the number of elements. An alternative,
useful for many difficult problems, is to stretch the mesh in a way that produces
small elements in areas where we expect the solution to vary sharply. This often
means creating small elements in locations where we expect boundary or internal
layers to form.

We can obtain a non-uniform distribution of element sizes along any side of
a mesh region by using the Change Stretching menu. A sample dialog used to
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Region 1 Side SOUTH

Stretching Style: Uniform

Start element length = 1.0000e-01

Stop element length = 1.0000e-01

Ratio of start to stop = 1.0000e+00

===============================================================================

* S T R E T C H I N G F U N C T I O N *

===============================================================================

1 Uniform 4 Concentrate at both ends

2 Concentrate at WEST end 5 Concentrate at middle

3 Concentrate at EAST end 6 Cancel

Choice [1]: 4

Enter the Ratio of first to last element length > 0.0: 1

Enter the Length of shortest element

> 0.0000e+00 and < 1.0000e-01: 0.05

Figure 3.7: Specifying element stretching at a mesh region side.

stretch the mesh along the south side of the lid-driven cavity is shown in Figure
3.7. These actions are repeated at the other three sides to produce the mesh
shown in Figure 3.8. The streamlines computed using the stretched mesh are
shown in Figure 3.9. The oscillations and kinks seen in Fig 2.8 are no longer
visible.

Stretching a mesh to improve the accuracy of a solution is largely a matter
of trial and error, and therefore experience. Boundary layer theory can also be
useful for determining the appropriate degree of stretching. It is important to
recognize, however, that stretching a mesh to make elements smaller in one part
of the domain causes elements to become larger in another part of the domain.
Thus, when using stretching to improve accuracy in one part of the domain, the
user must be careful to avoid making the mesh so coarse elsewhere in the domain
that solution accuracy is unacceptably degraded there. Testing a few solutions
on a fine mesh of many elements often helps to validate a more utilitarian mesh
that uses fewer elements. Also, any spatial oscillations in the solution that are
comparable in wavelength to the element size are strong indicators of locations
where a mesh may be locally under-refined.
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Figure 3.8: Non-uniform mesh for lid-driven cavity.

Figure 3.9: Streamlines for lid-driven cavity, non-uniform mesh.
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Chapter 4

Governing Equations

Governing equations solved by Cats2D are written in vector form in this chapter.
The code can solve these equations in either Cartesian (planar) or cylindrical
coordinates. Cartesian is the default coordinate system; cylindrical coordinates
are invoked by including geometry(axisymmetric) in the flow.ctrl file. In
this manual, unit vectors i and j are used to denote x and y coordinate direc-
tions in planar coordinates, and i, j, and k are used to denote r, z, θ coordinate
directions in cylindrical coordinates. In the terminology of the code, x and y are
the only coordinate names used. When using cylindrical coordinates, therefore,
it is important to recall that x corresponds to z (or axial), and y to r (or ra-
dial). Likewise, u and v correspond to the axial and radial velocity components,
respectively. In axisymmetric problems only, w is the swirl (azimuthal, or θ)
velocity component.

The material in this chapter has been derived from several sources. The
equations for conservation of mass, momentum, and energy are largely obtained
from the seminal textbook “Transport Phenomena” by Bird, Stewart, and Light-
foot [1]. The non-expert is urged to review this book to understand the various
approximations implied by the governing equations. Important supplemental
material, particularly regarding boundary conditions for moving boundary prob-
lems, can be found in Crank’s “The Mathematics of Diffusion” [2]. More special-
ized references include “Fluid Dynamics of Viscoelastic Liquids” by Joseph [3]
(Section 4.1.4), “Thermal Radiation Heat Transfer” by Siegel and Howell [4]
(Section 4.2.2), “Theory of Thermal Stresses” by Boley and Weiner [5] (Section
4.6), and “Numerical Grid Generation” by Thompson, Warsi, and Mastin [6]
(Section 4.7).
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4.1 flow(on) – Navier-Stokes equations

The velocity u and pressure p are governed by the incompressible Navier-Stokes
equations, subject to the Boussinesq approximation for buoyancy, written in
dimensionless form for any number of phases i:

∇ · u = 0, (4.1)

ΛiΓi
−1∂u

∂t
+ Rei u · ∇u = Γi

−1∇ · T + [Sti + Rai(1− T )] g, (4.2)

where T ≡ −pI + Γi
(
∇u + (∇u)T

)
, (4.3)

where T is the stress tensor, and I is the identity tensor. Characteristic length
and velocity are denoted L and V . Time t is measured in units of ρ1L

2/µ1, and
pressure p in units of µ1V/L (ρi is the density, µi the viscosity, and g the unit
vector in the direction of gravity).

There are five dimensionless parameters in Eqs. 4.1–4.3. The effect of inertia
is characterized by the Reynolds number, Rei ≡ ρiLV/µi. The influence of
gravity is characterized by the Stokes number, Sti ≡ ρigL

2/µiV , where g is
the gravitational constant. Buoyancy is characterized by a Rayleigh number,
Rai ≡ ρigL

2βiTo/µiV , where βi is the thermal compressibility and To is the
reference temperature used to non-dimensionalize the energy equation. Also
required are the density ratio Λi ≡ ρi/ρ1 and viscosity ratio Γi ≡ µi/µ1 (for a
single phase problem, Γ and Λ equal 1).

Rei, Rai, and Sti are assigned default values of 0 in all phases, whereas Γi
and Λi are assigned default values of 1 in all phases. Note also that the product
ΛiΓi

−1 is simply a ratio of kinematic viscosities and is analogous to a Prandtl
or Schmidt number. By definition this product equals 1 in phase 1, and in other
phases gives the time scale for viscous transport relative to phase 1. In a single
phase problem, therefore, it is not necessary to specify values for Γi or Λi. The
user need only specify the values of Rei, Rai, and Sti, should the desired values
be non-zero.

Parameter names in code: Reynolds = Rei, Rayleigh = Rai, Stokes = Sti,
Viscosity = Γi, and Density = Λi. Gravity direction g can be specified either
by angle in degrees (Gravity Angle), or by i, j components (Gravity, Comp1

and Gravity, Comp2). The gravity angle is specified relative to the x-axis, i.e.
an angle of zero degrees corresponds to a gravity vector in the direction of the
i unit vector.
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4.1.1 swirl(on) – Three-dimensional axisymmetric flow

If the swirl keyword is specified in the flow.ctrl file, a third velocity com-
ponent w is added, corresponding to the azimuthal velocity component of a
three-dimensional axisymmetric flow. The swirl keyword can only be used in
conjunction with the specification geometry(axisymmetric).

Note that it is not strictly necessary to specify flow when using swirl. In
the case of Stokes flow, for example, swirl is governed only by diffusive transport,
and is therefore decoupled from the other flow components.

4.1.2 reference-frame(rotational)

The Navier-Stokes equations can be solved in a non-inertial rotating reference
frame by adding the following terms to the right side of the momentum equa-
tions:

Rei

{
2ω × v + ω × (ω × rω) +

∂ω

∂t
× rω

}
(4.4)

where the vector ω= (Ω(t)/Ωo)eω signifies the dimensionless time-dependent
rate and direction of rotation about an arbitrary axis eω, and rω is the position
vector from that axis of rotation. Two forms of rotation can be chosen. In
planar coordinates, rotation about the axis into the page (eω = k) at point
xo, yo is considered, for which the terms in brackets reduce to

−(2ωv + ω2(x− xo) + ω̇(y − yo))i + (2ωu− ω2(y − yo) + ω̇(x− xo))j (4.5)

In cylindrical coordinates, rotation about the z-axis is considered, which is eω = i
in the coordinate system of Cats2D. The terms simplify to

(ω2r + 2ωw)j− (ω̇r + 2ωv)k (4.6)

where j is the radial direction and k is the azimuthal (swirl) direction in cylin-
drical coordinates.

4.1.3 carreau(on) – Shear thinning and yield stress

A generalized Newtonian viscosity model is employed that allows modeling of
shear thinning and yield stress effects. If the carreau keyword is used in the
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flow.ctrl file, a five parameter equation can be used to represent various viscos-
ity models, including Power-law, Ellis, Carreau-Yasuda, Bingham, and Herschel-
Bulkley. Eq. 4.3 is replaced by

T = −pI + Γif(|II|)
(
∇u + (∇u)T

)
, (4.7)

where

f =
1

µi

[
µi
∞ + (µi

o − µi∞)
(

1 + (λ2 |II|)a/2
)(n−1)/a

]
, (4.8)

and

|II| = 2

(
∂u

∂x

)2

+ 2

(
∂v

∂y

)2

+

(
∂u

∂y
+
∂v

∂x

)2

, (4.9)

where |II| is shown for the planar case. In the axisymmetric case, z, r are
substituted for x, y, and the term 2v2/r2 is added. The axisymmetric case with
swirl also requires the additional terms:(

∂w

∂x

)2

+

(
∂w

∂y
− w

y

)2

, (4.10)

but these are not implemented in the code at this time. Note: Jacobian sensitivi-
ties are not implemented for moving grids, which is likely to severely compromise
convergence of the Newton iteration.

Parameter names in code: Viscosity = µi, Mu0 = µi
o, Mu1 = µi

∞, Yasuda
= a, Timescale = λ, Exponent = n.

4.1.4 nonnewtonian(on) – Viscoelastic flow

The Giesekus viscoelastic constitutive equation ( Oldroyd-B or Maxwell with
proper parameter values) is used in lieu of the default Newtonian constitutive
model. Note: the constitutive equation is written for planar coordinates only,
not cylindrical. (this section will be completed later).

4.1.5 bc(u-dirichlet) – Flow boundary conditions

A variety of flow boundary conditions are available. Precise details regarding
how to specify boundary conditions in the flow.ctrl file are given in Chapter
9. Here we focus on the mathematical description of boundary conditions, which
can be grouped into four categories: Dirichlet, traction, periodic, and constraint.
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Dirichlet conditions specify the value of a velocity component at the bound-
ary. The simplest case is to specify any one the components u, v, or w as a func-
tion of position (and possibly time) along the boundary. A variety of options
are available depending on the functional form required. The u,v,w-dirichlet

conditions allow the user to specify the velocity components as a polynomial
function of arclength s along the boundary, e.g. u = p(s). The user is required
to specify the order of the polynomial N , and N + 1 real values. It is important
to note that the real values are not the coefficients of the polynomial, but rather
are the value of the velocity component at equally spaced intervals along the
boundary. To specify a constant value, therefore, N = 0 and a single real value
is required. To specify a parabolic inflow condition at a flat boundary perpen-
dicular to one of the Cartesian coordinates, N = 2, and three real values ( 0,
V , 0) must be specified for the component of velocity normal to the boundary,
where V is velocity at the midpoint of the boundary. By convention (as always)
arclength is measured proceeding around the boundary in the counter-clockwise
direction in the parent domain. The order of specification of the real values also
follows the convention, which means that the first value specified corresponds to
the start of the boundary, i.e. s = 0, and the last value corresponds to the end of
the boundary. Thus the order of these values has no intrinsic relationship to the
orientation of the boundary in the physical space. This may seem confusing at
first, but the user will quickly find the convention to be intuitive and convenient.

The u,v,w-dirichlet conditions are quite useful and flexible, but have some
limitations. One of these is the restriction of the function class to polynomials.
Another is that the arclength is computed only once at start up, with reference
to the initial mesh. Thus the condition may not make sense when applied to a
deforming boundary, except for the simplest case of a constant value. In these
cases the u,v,w-user conditions are recommended. These conditions allow the
user to specify the velocity component as an arbitrary function of the Cartesian
coordinates, arclength, and time, e.g. u = f(x, y, s, t). Moreover, x, y, and s are
all updated continuously as the mesh deforms. Thus the u,v,w-user conditions
greatly expand the flexibility of Dirichlet type conditions in the code. The
caveat is that the user is responsible for editing a source code file aptly named
bc user.c and recompiling the code. To understand how to edit this file the
user merely need study it; inserting the desired lines of source should be obvious.

The u,v-dirichlet and u,v-user conditions typically are most useful when
it is desired to specify Dirichlet type conditions on both u and v simultaneously
(e.g. the no-slip boundary condition), or when a boundary is aligned with one
of the coordinate axes. For some problems, however, it is desired to specify



44 CHAPTER 4. GOVERNING EQUATIONS

a tangential or normal velocity component at a boundary that is not aligned
with a coordinate axis, and which may be curved. There are two ways to
do so: the un,ut-dirichlet conditions, and the velocity condition. The
un,ut-dirichlet conditions are used to specify normal and tangential veloc-
ities that are a polynomial function of arclength, in the manner of the other
dirichlet conditions. The conditions are implemented by first rotating the x
and y momentum equations to the directions of the local normal and tangent
to the boundary, which by convention point outward and counter-clockwise, re-
spectively. The advantage of these conditions is that they, like the u,v-user and
u,v-dirichlet, can be used independently, i.e. it is not necessary to use both si-
multaneously. This allows the user to mix Dirichlet and traction type conditions
at a boundary, for example specifying a zero normal velocity in combination with
a tangential traction condition. The disadvantage is that the un,ut-dirichlet

conditions cannot be used with a deforming grid. In this case the user must
resort to the more restrictive velocity condition, which allows only constant
values for the normal and tangential components, and which requires that both
components be specified simultaneously.

For problems in which geometric periodicity is present, the u,v,w-periodic

boundary conditions can be used to enforce periodicity of the flow field, which
stipulates that the velocity components have identical values node-by-node along
the two boundaries. The two boundaries must have the same number of elements
(the code will verify this). The use of these conditions is obvious, except that
the user is required to relate the orientation of one boundary to the other. For
complete details, refer to Chapter 9. When solving a non-Newtonian problem
using the Giesekus equations, it is also necessary to constrain the stress and
strain at periodic boundaries, which is done using the s,r-periodic conditions.

At an interface between materials i and j a force balance requires that

n · T
∣∣∣
i

= n · T
∣∣∣
j

+ ΓiT , (4.11)

where T is a surface force that we call a traction. Often one of the materials is
neglected in the problem statement (e.g. air in contact with liquid, or a single
material bounded by vacuum). In these free boundary situations the term n ·T

∣∣
j

is dropped from Eq. 4.11 and all effects of the neglected phase are embodied in
T . When a traction condition is applied at an interface (as opposed to a free
boundary), the user can apply the condition from either side of the interface.
Eq. 4.11 is based on the convention that the condition is applied to a boundary
of material i, and therefore the normal vector points outward from material i
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and into material j. The correct non-dimensionalization of T is obtained by
multiplying a dimensional stress by L/µiV .

Several alternatives are available in the code to specify the traction T . The
simplest case of zero traction requires no action on the part of the user: this is
the default boundary condition when the stress-divergence form of the equations
is discretized using the finite element method, as explained in Chapter 6. To
stipulate a non-zero traction as a polynomial function of the arclength along the
boundary the user can use the traction condition. The condition is used to
specify both components of the traction: n ·T = f(s) and t ·T = g(s). Required
data include the polynomial order N and 2(N + 1) real data. The first (N + 1)
real data are the values of the normal traction, and the remaining data are the
values of the tangential traction, at equally spaced intervals on the boundary
(in the same manner as the dirichlet conditions). Should the user desire to
specify the traction of only one component of the momentum equations, any of
the Dirichlet conditions may be used for the other component; that component
of the traction condition will simply be overridden when one these conditions is
specified in the flow.ctrl file.

More specialized conditions for specifying traction are also available. One
of these is the capillary-traction condition, which embodies the effects of
surface tension at a free boundary or interface:

T =
(
Ca−1 + Ma(T − Tref )

)
dt/ds− pan + (Ma t · ∇T ) t, (4.12)

where Ca ≡ µiV/γref is the capillary number, Ma ≡ γTTo/µiV is the Marangoni
number, and pa is the dimensionless ambient pressure, measured in units of
µiV/L. For isothermal problems the surface tension is constant and equal to
γref . For non-isothermal problems γref is the surface tension at dimension-
less reference temperature Tref , and the linear variation of surface tension with
temperature is given by γT ≡ (dγ/dT ). To is the characteristic temperature
used to non-dimensionalize the energy equation (see next section), and the ref-
erence temperature Tref is dimensionless in terms of To. The purpose of the
ambient pressure pa in Eq. 4.12 is to account for a neglected phase in which
n · T

∣∣
j

= −pan; hence this term only applies at a free boundary and is not
included by the code when the condition is applied to an interface between two
materials. Note that the Marangoni number is typically negative in value by
this definition.

Another specialized traction condition is the outflow condition, for use at
boundaries (either inflow or outflow) where the flow is fully developed but not
uniform. Such flows have a non-zero tangential traction at the boundary. The
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conditions to be applied are

n · ∇u = 0, (4.13)

nn : T = −pa. (4.14)

Although the outflow condition is simple to invoke, requiring only the spec-
ification of an ambient pressure pa, it is cannot be directly implemented as
written. To implement the condition it is necessary to use Eq. 4.13 to derive the
tangential component of the traction:

tn : T = tn : (∇u)T , (4.15)

which replaces Eq. 4.13 in the implementation of the condition. It is also pos-
sible to use the outflow condition without specifying an ambient pressure, as
described in Chapter 9. In this case the pressure is computed as part of the
finite element solution. To do so at an outflow bounded by solid surfaces results
in an under-specified problem statement. When the outflow boundary intersects
a boundary at which the capillary-traction condition is specified, however,
the pressure specified along the free boundary is sufficient to to complete the
problem specification. This approach is particularly useful when the pressure
varies along the outflow boundary, typically due to a gravitational pressure gra-
dient. An alternative to the outflow condition is to use the traction condition
to specify a normal traction, in conjunction with a Dirichlet condition that the
tangential velocity at the outflow is zero. A disadvantage to this approach is
that it strongly enforces the fully developed flow condition, whether this approx-
imation is physically reasonable or not. The weak enforcement imposed by the
outflow condition allows the flow to violate the fully developed condition, which
signals that the outflow boundary has not been placed far enough downstream
(or upstream) to justify use of the approximation.

Another condition for moving boundary problems is the continuity con-
dition. In its most general terms, the condition represents a mass balance at
a moving interface, which sets a relationship between velocity u and boundary
velocity ẋ. Boundary motion types to be considered include rigid, porous, and
phase change-driven. For a rigid boundary, the condition is identical to Eq. 4.56
for the kinematic condition. But whereas the kinematic condition is applied
as a constraint on the elliptic mesh equations, the purpose of which is to deter-
mine the location of the free surface, the continuity condition is applied as a
velocity boundary condition, the purpose of which is to determine the velocity
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at a boundary given its rate of motion ẋ. The equation can be generalized to
flow at a porous boundary by adding a user-supplied coefficient P to Eq. 4.56:

Rein · u = (1− P)ΛiΓi
−1n · ẋ. (4.16)

where P = 0 recovers the rigid boundary case. When the boundary lies at an
interface between two materials, however, motion of the boundary is deemed to
occur by phase change, which requires a mass balance of the form

Rein · u =

(
1− ρj

ρi

)
ΛiΓi

−1n · ẋ. (4.17)

Note that this equation is identical to the previous one with P set equal to ρj/ρi,
and that rigid boundary motion is recovered if ρj , the density of the neighboring
material, is set to zero. Eq. 4.17 is used whenever a neighbor material is present
at the boundary. Then the value of Density imposed in the material (ρi) and its
neighbor (ρj) are used to compute the density ratio. If a translating reference
frame is used, the velocity u in Eqs. 4.16–4.17 is adjusted by the translational
velocity of the neighboring material if it exists: u − (ρj/ρi)vt,j , otherwise it is
adjusted by the translational velocity of the material itself: u− vt,i. When the
continuity condition is invoked, an additional condition is also applied, that
of zero tangential velocity at the interface:

t · u = 0 (4.18)

which is appropriate whenever the boundary is rigid or its neighboring material
is a solid.∗ Optionally, a second coefficient can be specified by the user to
indicate that tangential velocity is related to the tangential node velocity on the
boundary:

Reit · u = QΛiΓi
−1t · ẋ. (4.19)

The default value Q = 0 recovers the previous equation, and a value Q = 1
stipulates that flow velocity equals the tangential node velocity at the boundary.

Another type of constraint condition that couples the flow to the mesh equa-
tions is the u-dot-t boundary condition. This condition is similar to the steady
kinematic condition except that it constrains the boundary to be perpendicular,

∗Cases in which there is non-zero tangential velocity at the interface, e.g. liquid-liquid and
liquid-gas systems, are typically solved by applying the kinematic boundary condition rather
than the penetration condition.
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rather than parallel, to the flow: t · u = 0. The condition is used to orient
an outflow boundary perpendicular to the flow, for problems in which the ori-
entation of the outflow is unknown. An example of such a problem is a free
jet of unknown trajectory; in this case the u-dot-t can be used in conjunc-
tion with the grid-centerline condition, described in Section 4.7. Unlike the
kinematic condition, which can be applied to problems with a moving inter-
face, the u-dot-t condition can only be applied to problems in which the outflow
boundary is stationary.

4.2 energy(on) – Conservation of energy

Conservation of energy is applied, with terms due to conduction and convection,
written in dimensionless form for any number of phases i:

Pri
∂T

∂t
+ Pet,i u · ∇T = ∇2T + Qi(T,Cj), (4.20)

where T is the temperature measured in units of To, a characteristic temper-
ature. Pet,i ≡ ρicp,iLV/ki is the thermal Peclet number and Pri ≡ ρicp,iν1/ki
is the Prandtl number, where cp,i is the heat capacity, and ki is the thermal
conductivity. Qi is a dimensionless energy source term, measured in units of
kiTo/L

2.

Note that Pri is defined using the thermal properties of phase i and the
kinematic viscosity of phase 1 (ν1 ≡ µ1/ρ1). Thus Pri gives the time scale
of thermal diffusion in phase i relative to viscous diffusion in phase 1. In the
case that flow is not specified, there is not a kinematic viscosity to use in a
reference time. We can use the thermal diffusivity of phase 1 instead by setting
Pr1 = 1. Then Pri will give the time scale of thermal diffusion in phase i
relative to thermal diffusion in phase 1. Indeed, because all time derivatives
in the governing equations are multiplied by a “timescale” parameter such as
Pr,Sc, or Λ, we are free to choose any reference time scale, regardless of which
equations we are solving. We simply need to modify the definitions of Pr, Sc,
and Λ.

Parameter names in code: Thermal Peclet = Pet,i, Prandtl = Pri, and
Conductivity = ki (for multiphase problems it is necessary to specify ki to
obtain the correct flux matching at interfaces, even though ki does not appear
explicitly in Eq. 4.20).
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4.2.1 source(energy) – Energy sources and sinks

It is possible to add an energy source term, Qi(T,Cj), to Eq. 4.20 by specifying
the source keyword in the flow.ctrl file. To use this feature it is necessary
to insert the desired rate expression in user source.c and recompile the code.
The rate expression can be a function of temperature, and concentrations, if
applicable (this could be extended to include position and time). Different rate
expressions can be used in different phases i. Multiplication of the dimensional
rate in all phases by L2/kiTo gives the correct non-dimensionalization.

4.2.2 source(energy) – P1 internal radiation model

Internal radiation in participating media can be modeled using the P1 approxi-
mation, valid for optically thick fluids. The general form of the energy balance
is given by:

Pri
∂T

∂t
+ Pet,i u · ∇T = ∇2T − τi

4Ni
∇ · qr, (4.21)

where qr is the volumetric flux of radiant energy. Two dimensionless parameters
appear, an optical thickness τi ≡ aiL and a conduction-to-radiation parameter
Ni ≡ kiai/ 4n2

iσT
3
o . The absorption coefficient is ai, the index of refraction is ni,

and σ is the Stefan-Boltzmann constant. After applying the P1 approximation
Equation 4.22 reduces to:

Pri
∂T

∂t
+ Pet,i u · ∇T = ∇2T − τ2

i

4Ni

[
4T 4 − J

]
. (4.22)

A new variable, the irradiance J , is introduced. J is governed by a simple
diffusion-reaction type equation:

∇2J = 3τ2
i

[
J − 4T 4

]
. (4.23)

Looking at Equations 4.22 and 4.23 we see that to obtain the P1 approximation
it is necessary to adapt the species equation (described in Section 4.3) to model
the irradiance. We do this by setting Pem,i and Sci = 0 and adding a source
term of the form Rik(T, J) = 3τ2

i

[
J − 4T 4

]
. To complete the model we apply

a source term of the form Qi(T, J) = τ2
i

[
4T 4 − J

]
/ 4Ni to the energy equation.

The relevant source terms are found in user source.c and can be invoked by
setting the integer datum to 2 in the source command. The real datum for the
energy source is τ2

i / 4Ni and for the species source is 3τ2
i . If it is desired to also
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model species transport, it is necessary to use the multispecies keyword; the
first species is always the irradiance when using the P1 approximation. Note:
A special boundary condition, the irradiance condition, must be used in con-
junction with Equation 4.23. The irradiance condition is discussed below in
Section 4.3.2.

4.2.3 bc(t-dirichlet) – Energy boundary conditions

Much useful information of a general nature has been provided in Section 4.1.5
on flow boundary conditions. Here we provide a brief description of energy
boundary conditions. These conditions can be grouped into four classes, Dirich-
let, flux, periodic, and constraint, which are used in essentially the same manner
as in Section 4.1.5.

The Dirichlet conditions are t-dirichlet and t-user, and the periodic
condition is t-periodic. The use of these conditions is identical to the analogous
flow conditions.

The flux boundary conditions are heat-flux, heat-flux-user, t-robin,
and latent-heat. All are used to stipulate a flux F to be applied to an energy
balance about an interface between materials i and j:

κin · ∇T
∣∣∣
i

= κjn · ∇T
∣∣∣
j

+ κiF , (4.24)

where κi ≡ ki/k1. Eq. 4.24 is based on the convention that the condition is
applied to a boundary of material i, and therefore the normal vector points
outward from material i and into material j. A positive value of F corresponds
to a flux into material i, with the effect of heating that material. As in the
case of flow, the term κjn · ∇T

∣∣
j

is dropped from Eq. 4.24 when an external
phase is neglected, namely at a free boundary. The heat-flux condition can
be used to specify F as a polynomial function of the arclength s, in a manner
similar to the traction condition. The heat-flux-user condition allows the
user to implement a flux that is an arbitrary function of coordinates and time,
F(x, y, s, t), in a manner similar to the Dirichlet user conditions. The correct
non-dimensionalization of F is obtained by multiplying a dimensional flux by
L/ kiTo.

The t-robin condition is used to specify a flux that is a polynomial function
of temperature (thus it represents a generalization of the classic Robin condi-
tion):

F = −A(TN − TNa ), (4.25)
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where A is a constant (generally positive) and Ta is an ambient temperature.
For N = 1 the condition reduces to a Newton’s law of cooling, and for N = 4
a simple radiation law is obtained. All flux (and traction) conditions can be
applied repeatedly at a boundary to superpose fluxes brought about by multiple
mechanisms:

F = −
M∑
i=1

Ai(T
Ni − TNi

a ), (4.26)

e.g. a Newton’s law of cooling together with a radiation condition can be ob-
tained by applying the t-robin condition twice at the same boundary, or an
external heat source combined with a Newton’s law of cooling can be obtained
by successive application of the heat-flux and t-robin conditions. The correct
non-dimensionalization for a typical condition is given by

F = −Bi (T − Ta)− Rd (T 4 − Ta4), (4.27)

where Ta is the ambient temperature, the Biot number Bi ≡ HL/ki is a dimen-
sionless heat transfer coefficient, and Rd ≡ εiσLTo

3/ki is the radiation number.
To is the reference temperature used to non-dimensionalize the energy equation,
εi is the emissivity and σ is the Stephan-Boltzmann constant.

The latent-heat boundary condition is used to represent the release of
latent heat that occurs when a material undergoes a solid-liquid (or liquid-gas)
phase change. The flux is computed from:

F = −Sfi n · (Priẋ− Peiu), (4.28)

where ẋ is the dimensionless velocity of the interface, Sfi ≡ ∆Hf,i/cp,iTo is the
Stefan number, and ∆Hf,i is the latent heat of fusion. The boundary condition
should be specified within the less ordered phase (liquid for solid-liquid systems
and gas for liquid-gas systems), else the Stefan number must take on a negative
sign. Three parameters are required in the boundary condition specification.
The first parameter is Sfi, defined just above (note that this quantity is order
one for many materials if the melting temperature is used for To). The second
and third parameters are the velocity components of the growth rate that we
wish to specify for a steady state analysis. Defining these components as Ug and
Vg, which are non-dimensionalized by the characteristic velocity V , Eq. 4.28 can
be rewritten:

F = −Sfi Pein · (Ugi + Vgj) (4.29)
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These velocity components are only used when solving a steady-state problem
(strictly speaking a quasi-steady state analysis). For transient moving boundary
problems, the motion of the nodes given by ẋ is computed directly from the time-
dependent solution and used in Eq. 4.28. It should be noted that Pei appears
in the boundary condition, and therefore care must be taken to assign a value
to the Peclet number in the solid, even though flow is absent from this phase.

4.3 species(on) – Conservation of multiple species

Conservation of species is applied, with terms due to diffusion and convection,
written in dimensionless form for any number of phases i and species k:

Scik
∂Ck
∂t

+ Pem,ik u · ∇Ck = ∇2Ck + Rik(T,Ck), (4.30)

where Ck is the concentration of species k measured in units of Co, a characteris-
tic concentration. Pem,ik ≡ LV/Dik is the mass Peclet number and Scik ≡ ν1/Dik

is the Schmidt number, where Dik is the binary diffusivity of species k in phase
i. Rik is a dimensionless source term, measured in units of DikCo/L

2.

Note that Scik is defined using the diffusivity of species k in phase i, but the
kinematic viscosity of phase 1. Thus Scik gives the time scale of mass diffusion
for species k in phase i relative to viscous diffusion in phase 1. See also the
comments regarding time scale in Section 4.2.3.

The default number of species is 1. Multiple species can be invoked using
the multispecies keyword.

Parameter names in code: Mass Peclet = Pem,ik, Schmidt = Scik, and
Diffusivity = Dik (for multiphase problems it is necessary to specify Dik to
obtain the correct flux matching at interfaces, even though Dik does not appear
explicitly in Eq. 4.30).

4.3.1 source(species) – Species sources and sinks

It is possible to add a species source term, Rik(T,Ck), to Eq. 4.30 by specifying
the source keyword in the flow.ctrl file. To use this feature it is necessary
to insert the desired rate expression in user source.c and recompile the code.
The rate expression can be a function of temperature, and concentrations, if
applicable (this could be extended to include position and time). Different rate
expressions can be used in different phases i. Multiplication of the dimensional
rate in all phases by L2/DikCo gives the correct non-dimensionalization.
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4.3.2 bc(c-dirichlet) – Species boundary conditions

Boundary conditions on the species equations are in many cases the same as
the thermal boundary conditions described in Section 4.2.3, except that for
multiphase problems the user is required to identify the particular species to
which the boundary condition is applied.

The Dirichlet type boundary conditions are c-dirichlet and c-user, and
the periodic condition is c-periodic. The use of these conditions is identical
to the analogous thermal conditions.

The flux boundary conditions are mass-flux, mass-flux-user, c-robin,
and segregation. All are used to stipulate a flux Fk to be applied to a species
balance about an interface between materials i and j, for species k:

Dikn · ∇Ck
∣∣∣
i

= Djkn · ∇Ck
∣∣∣
j

+DikFk, (4.31)

where Dik ≡ Dik/D11. Eq. 4.31 is based on the convention that the condition
is applied to a boundary of material i, and therefore the normal vector points
outward from material i and into material j. A positive value of Fk corresponds
to a flux of material into material i. As before, the term Djkn ·∇Ck

∣∣
j

is dropped
from Eq. 4.31 when an external phase is neglected, namely at a free boundary.
The correct non-dimensionalization of Fk is obtained by multiplying a dimen-
sional flux by L/DikCo. In all respects the use of these conditions is the same
as the corresponding thermal conditions, except for the segregation condition,
for which the flux is written:

Fk = −Scik(1−
ρi
ρj

kp)Ck n · ẋ, (4.32)

where kp is the partition coefficient. Three parameters are required in the bound-
ary condition specification. The first parameter is the partition coefficient kp.
The second and third parameters are quasi-steady growth velocity components
Ug and Vg as defined for the latent heat boundary condition. A composition-
dependent partition coefficient may also be defined:

kp = ko +

Nspecies∏
k=1

P∑
j=1

akjC
j
k (4.33)

where P is a polynomial order and kp and akj are coefficients provided by the
user.
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The use of segregation is similar to the use of latent-heat, particularly
with regard to the meaning of ẋ for steady-steady vs. transient problems, as
explained in Section 4.2.3. When solving a segregation problem, however, it is
also necessary to incorporate the interface partition condition Ck

∣∣
j

= kpCk
∣∣
i

into the problem statement. Since the method used to discretize the equations
does not allow a discontinuous concentration at an interface, the partition con-
dition must be incorporated implicitly by rescaling the concentration in phase
j: C ′k ≡ Ck/kp. The partition condition then becomes C ′k

∣∣
j

= Ck
∣∣
i
, which is

automatically satisfied. It is also necessary to rescale the diffusion coefficient in
phase j: D′jk ≡ kpDjk. All species equations and boundary conditions in phase
j are identical to before, except that Ck and Djk are replaced by C ′k and D′jk in
phase j.

A specialized flux boundary condition, the irradiance condition, is required
when the species equation is used to model the irradiance J . The relevant equa-
tions are described in Section 4.2.2 on using the P1 approximation for internal
radiation. The flux at all boundaries is given by

Fk = −3τi
2

[
J − 4T 4

]
. (4.34)

The irradiance condition requires the user to specify a real parameter equal
to 3τi/2, where τi is defined in Section 4.2.2.

4.4 potential(on) – Charged transport

The electric potential φ, in units of φo, a characteristic potential drop, is given
by Poisson’s equation in dimensionless form for phase i:

∇2φ = Θi

N∑
k=1

NkCk (4.35)

where Ck is the concentration of charged species k measured in units of Co,
a characteristic concentration. The charge number for each species (including
sign) is given by Nk. Θi ≡ eo/εεo is some dimensionless group (what is this
thing called?). Drift transport terms are added to species and energy equations
if these are on:

−MikNkCk∇φ (4.36)
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is added to the right side of Eq. 4.30 and

EiT∇φ (4.37)

is added to the right side of Eq. 4.20, where Mik and Ei are dimensionless
mobilities, i.e. Mik = µikφo/Dik and Ei = µieφo/Die. Note that the energy
equation is used here to specifically represent electron transport.

4.4.1 bc(p-dirichlet) – Potential boundary conditions

The Dirichlet boundary conditions for potential are q-dirichlet and q-user,
and the periodic conditions are q-periodic and q-robin and potential-flux

and potential-flux-user and q-neighbor and q-jump.

4.5 induction(on) – Electromagnetic field effects

A special case of Maxwell’s equations in axisymmetric form can be used to
compute the electromagnetic potential induced by a coil carrying an alternating
current. Joule heating of both applied and induced currents is computed, as
well as the electromotive force induced on a conducting liquid.

In this approximation each coil is treated as an azimuthal ring to which an
alternating current at angular frequency ω and phase shift φi is imposed. The
problem reduces to a scalar time-dependent equation for the azimuthal potential:

Si
Ω

∂Aθ
∂t

= ∇2Aθ −
Aθ
r2
− Ii sin(Ωt+ φi) (4.38)

with Si ≡ µ′iσ
′
iωL

2, Ii ≡ Ji/Jo, and Ni = k′iL. Also Ω ≡ ωL2/ν. The TMF
model differs from the induction heating model only by the appearance of a
phase shift in Jθ.

In this treatment the magnetic potential is expressed as a time-periodic func-
tion:

Aθ = A(r, z) sin Ωt+B(r, z) cos Ωt, (4.39)

which reduces the problem to solving for the stationary amplitudes of the in-
phase and out-of-phase components of the potential. Scaling the equations by
characteristic length L and characteristic potential Ao ≡ µJoL

2 gives dimen-
sionless equations of form:

∇2A− A

r2
= SiB − Ii cos Niz (4.40)
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∇2B − B

r2
= −SiA− Ii sin Niz (4.41)

with Si ≡ µ′iσ′iωL2, Ii ≡ Ji/Jo, and Ni = k′iL
where a dimensionless magnetic skin depth is introduced

δik ≡
L√
µ′iσ
′
iω
. (4.42)

The ratio L2/δ2 is the shielding factor. Materials with a large shielding factor,
i.e. small skin depth, are not penetrated deeply by the magnetic field. Besides
the shielding factor, the dimensionless equations depend only on the phase shift
in each coil, φi and the current density Jo.

Imposing a phase shift at each coil such that φi = kzi, where zi represents
the axial position of the coil, induces an axial potential wave of wavenumber k
traveling in the downward (-z) direction. Conversely, an upward traveling wave
is obtained by setting φi = −kzi. TMF systems are often described in terms
of the phase shift between neighboring coils, φ ≡ φi − φi−1, which is related
to wavenumber by φ = kh, where h is the axial coil spacing. It is preferable
to characterize the system by a dimensionless wavenumber, which removes the
dependence on coil spacing introduced when the system is characterized by phase
shift.

The Lorentz force, given by J×B, is added to the Navier-Stokes equations,
and Joule heating, given by σE · E, is added to the energy balance. These
contributions oscillate at frequency ωik, but the timescale typically is much
faster than momentum and energy transport, making it suitable to average the
equations over a single oscillation period [?,?].

Substituting Eqs. (4.35), (??), and (4.39) into J × B, time-averaging, and
rescaling by characteristic force per unit volume ρν2/L3 gives a dimensionless
Lorentz force expressed in terms of the in-phase and out-of-phase amplitudes
computed from Eqs. (4.40) and (4.41):

FL = −1

2
Ta(A∇B −B∇A). (4.43)

The magnetic Taylor number is defined

Ta ≡ σ′iµ
′2
iωJ

2
oL

5

µiV
, (4.44)

where µ is dynamic viscosity. Written in terms of skin depth, this becomes:

Ta =
L2

δ2

µJ2
oL

3

µV
. (4.45)
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Note that an increase in frequency ω increases Ta at the cost of reducing the skin
depth of the field. Thus high frequency concentrates the force into a narrower
layer near the ampoule wall. This effect is important for many semiconducting
melts, e.g. Si, Ge, for which δ ≈ 0.01–0.05 m, but is less significant in poorly
conducting CZT, for which δ ≈ 0.1–0.5 m.

Similarly, Joule heating is time-averaged and made dimensionless by charac-
teristic energy κ∆T/L2 to give

QJ =
1

2

L2

δ2

µωI2
o

κ∆T
(A2 +B2), (4.46)

where κ is thermal conductivity and ∆T is a characteristic temperature differ-
ence in the melt. Power consumption is given by the volume integral of Joule
heating:

P =

∫
Ω
QJdΩ (4.47)

Joule heating within the melt and crystal proves to be inconsequential at the
currents and frequencies studied here.

4.5.1 multifrequency(2) – Multifrequency induction

4.5.2 bc(a-dirichlet) – Induction boundary conditions

The Dirichlet boundary conditions for induction are a,b-dirichlet and a,b-user,
and the periodic conditions are a,b-periodic and a,b-robin and a,b-flux and
a,b-flux-user and a,b-neighbor and a,b-jump.

4.6 displacement(on) – Linear-elastic deformation

Given a temperature field, it is possible to calculate thermal stresses for a linear-
elastic solid in static equilibrium. The displacement ud is written in dimension-
less form for any number of phases i:

Gi∇ · σ = 0, (4.48)

where σ = −pI +
(
∇ud + (∇ud)

T
)
, (4.49)

and p = −µi(∇ · ud) + ε(T − To), (4.50)
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where σ is the stress tensor, and I is the identity tensor. These can be combined
into a single equation:

Gi∇ ·
(
∇ud + (∇ud)

T + (µi∇ · ud − εi(T − To)) I
)

= 0, (4.51)

where ud is measured in units of L. Dimensionless parameters that appear are
µi ≡ 2λi/(1− 2λi) and εi ≡ 2βiTo(1 + λi)/(1− 2λi), where λi is Poisson’s ratio
and βi is the linear coefficient of thermal expansion. For multiphase problems
it is necessary to specify Gi ≡ Gi/G1, where Gi is the shear modulus.

Parameter names in code: Poisson = λi, Expansivity = βi, and GModulus

= Gi.

4.6.1 bc(ud-dirichlet) – Displacement boundary conditions

The Dirichlet boundary conditions for displacement are ud,vd-dirichlet and
ud,vd-user, and the periodic conditions are ud,uv-periodic. The use of these
boundary conditions is identical to the analogous flow conditions. The only
other condition available is a no stress condition, equivalent to specifying no
boundary condition.

4.7 mesh(on) – Elliptic mesh generation

In free and moving boundary problems the domain geometry is unknown, mak-
ing it necessary to parameterize the locations of the nodes. This is accomplished
using elliptic mesh generation, in which a pair of elliptic partial differential equa-
tions are used to describe the position of the nodes. These mesh equations are
coupled to the physical problem through free and moving boundary conditions
that arise from the physics. The equations and boundary conditions used here
are the same as used by de Santos [7]:

∇ ·Dξ(ξ, η)∇ξ = 0, (4.52)

∇ ·Dη(ξ, η)∇η = 0. (4.53)

The element size distribution is controlled by a pair of diffusion coefficients, Dξ

and Dη. If these are constant (the actual value is unimportant) the equations
will generate elements that are approximately uniform in size. In order to stretch
the mesh to obtain a geometric variation of element sizes, Dξ and Dη should
vary exponentially from element to element. Fortunately Dξ and Dη are auto-
matically calculated by the code, using the distribution of element sizes in the
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initial mesh. This distribution is controlled via the Change Stretching menu
in the mesh generator. Hence the user need not be concerned about precisely
how Dξ and Dη are set. Once an initial mesh has been generated the elliptic
mesh generation equations require no parameters.

The mesh equations are not solved in the form given in Eqs. 4.52-4.53. It
is first necessary to invert the mapping to rewrite the equations with x, y as
the dependent variables and ξ, η as the independent variables. Thus boundary
conditions described in the next section are applied to x, y rather than ξ, η,
which makes the conditions easier to understand and formulate. The form of
the inverted equations, discussed in Chapter 6, is somewhat more complicated
than shown in Eqs. 4.52-4.53.

The mesh equations are generally quite robust, and, given the absence of
troublesome tuning parameters, easy to use. Like most PDE based mesh gener-
ation methods, however, the equations can fail to generate a suitable mesh should
the boundaries become greatly distorted (even an algebraic method might fail
under similar circumstances). Problems are most likely to be encountered when
a mesh region boundary becomes very concave. In this situation the coordinate
lines of the mesh are repelled from the concave region, making it difficult to ob-
tain small element sizes in that area of the domain. To some extent the user can
design the mesh to minimize such problems by choosing an astute distribution
of quadratic macro-elements when first creating the mesh. There will always be
problems for which the equations prove unsuitable, however, in which case the
user must choose another method, another code, or simply abandon the attempt
to solve the problem.

4.7.1 bc(shape) – Geometrical boundary shapes

The nature of mesh boundary conditions is somewhat different than that of the
other boundary conditions described in this chapter. Hence we use a different
form of classification, in which we describe the conditions as either geometri-
cal or physical. Regardless of the type, however, the purpose of the boundary
conditions is obvious (with one exception noted below): to make certain that
the nodes at a boundary remain on the boundary. The distinction between geo-
metrical and physical arises from how we choose to parameterize the boundary
location, as described below.

The geometrical conditions include x,y-dirichlet, shape, and spline. The
x,y-dirichlet conditions are used differently than other Dirichlet type condi-
tions in the code, in that the user is not allowed to set the value (at least
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not directly). When these conditions are invoked the code automatically deter-
mines the Dirichlet values from the initial mesh. When either x-dirichlet or
y-dirichlet is used in isolation, the node is constrained to remain on a line
of constant x or y, which is rarely useful (the shape condition is much bet-
ter for this purpose). When both conditions are used together the nodes are
frozen in place. Occasionally it is necessary to do so, particularly at corners
(like most Dirichlet conditions it is possible to stipulate that a condition is to
apply only at the beginning or end of a boundary). In most cases, however, it
is preferable to avoid using Dirichlet conditions altogether by using the shape

or spline conditions, both of which constrain the node to lie along a geometric
curve. Three curve types are available in the Change Boundary Shape menu of
the mesh generator: line, circle, and curve. Additional details on how to
specify these boundary shapes using the mesh generator are found in Chapter
3. The shape condition is to be used at boundaries of the line or circle type,
and the spline condition at boundaries of the curve type. Only the shape

condition can be used in conjunction with a moving mesh, however. No real
parameters are required for the these shape or spline conditions, only some
integer flags that control whether the conditions are applied at the start and
end of the boundary.

The mesh boundary conditions described above act to constrain the nodes
to lie along a parameterized curve. At a minimum it is necessary to impose
one or another of these conditions at each boundary on the perimeter of the
domain, else the mesh problem will be under-specified. It is also possible to
specify any of these conditions along any internal boundary, e.g. a solid-liquid
or liquid-liquid interface, but this is usually done on physical grounds, rather
than because of geometric necessity. It is possible to solve the mesh problem
without specifying any other boundary conditions. In general this allows nodes
to slide along the boundaries as the domain shape changes. Corner nodes where
two boundaries meet will be pinned in place, because the conditions applied to
the two boundaries will overlap there, making it unnecessary to use Dirichlet
conditions. If no other boundary condition is specified (i.e. a natural boundary
condition equal to zero, as discussed in Chapter 6), the boundary nodes will
tend to slide in a way that keeps the intersecting grid lines perpendicular to
the boundary. A little experience shows that this orthogonality condition is
undesirable for many domain types, however. A much better choice is to use the
grid-flux boundary condition, derived by de Santos [7]. This is also imposed as
a natural boundary condition, using a non-zero “flux” that has been calculated
to maintain the relative spacing of nodes along the boundary as it deforms. It
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is almost always right to use this boundary condition in conjunction with one
of the geometrical or physical conditions. This boundary condition requires no
parameters, instead deriving the information it needs from the initial mesh.

Some specialized mesh boundary conditions are available, such as the angle

condition, which fixes the angle at which a boundary intersects a user-specified
surface. The angle condition is unusual in that it allows the user to spec-
ify whether the condition replaces a grid residual, a continuity residual, or a
momentum residual. The condition is formulated in terms of the unit normal
vectors that point outward from the boundary and the reference surface. With
reference to the definitions in Figure 4.1, the condition is given by

n · nr = cos(θ′) = − cos(θ), (4.54)

where n is the unit normal to the boundary, nr is a reference unit normal, and θ′

is the angle formed between these normals. It is more useful to work in terms of
θ = π−θ′, however, which is the angle formed by the surfaces measured through
the domain (this is the manner in which a static wetting angle is defined). The
user should provide this angle within the range 0 ≤ θ ≤ π, and also specify
the normal to the reference surface. This can either be done directly (the user
provides x and y components of nr, with the default given by nr = i), or can
be calculated by the code using the normal pointing outward from the adjacent
side of the element at which the angle condition is applied.

An alternate form of Eq. 4.54 is convenient for describing the situation of a
growth angle illustrated in Figure 4.1. This form is expressed in terms of the
growth velocity ẋ and the growth angle α, which is equivalent to θ′ − π/2

n · ẋ/||ẋ|| = cos(α+ π/2) = − sin(α), (4.55)

This formulation can be used for growth angles in the range −π/2 < α < π/2.
The growth rate ẋ can be computed directly by the code for transient problems,
or can be specified by the user for steady state problems. If a translating refer-
ence frame is used in a neighboring material that shares the node, the growth
rate is determined by adjusting ẋ to include the translational velocity of the
neighboring material.

4.7.2 bc(kinematic) – Free boundary flows

We now turn our focus to what we refer to as constraint type boundary con-
ditions. Constraint conditions are not actually boundary conditions applied to
the flow equations, but are conditions on other equations that are somehow
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Figure 4.1: Angle definitions.

constrained by the flow. One example is the kinematic boundary condition,
written for steady-state problems as n · u = 0. This condition is applied as a
boundary condition on the elliptic mesh equations, described in Section 4.7. Its
purpose is to constrain the location of a free surface. Use of the kinematic

condition assumes that the velocity u at the boundary is determined by some
other means, typically by applying the capillary-traction condition. Admit-
tedly the terminology constraint condition is rather imprecise; we could just as
easily apply the kinematic condition to the momentum equations and apply the
capillary-traction condition to the mesh equations. In one sense it probably
makes little difference, because we usually solve all equations simultaneously.
Swapping the role of boundary conditions will slightly alter the structure of the
Jacobian matrix (perhaps affecting pivoting and fill-in during factorization of
the matrix), but we suspect it makes little difference in most problems. On the
other hand, when obtaining an initial estimate of the solution to a steady-state
free boundary problem, we usually apply a procedure in which the mesh is fixed,
a flow solution is obtained, then the mesh equations are activated. The flow so-
lution obtained using an assumed position of the free boundary (or interface)
will violate the kinematic boundary condition, and is surely different than the
solution that could be obtained by violating instead the force balance dictated
by the traction condition. Whether the solution obtained by the one method
provides a better or worse initial estimate for the full calculation of mesh and
flow together likely depends on the particular physical problem. The most im-
portant consideration, however, is the choice of a good initial estimate of the free
boundary location, without which convergence is doomed to fail. The subject of
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choosing this estimate is based in physical analysis and intuition, and is there-
fore beyond the scope of this discussion. The choice to identify the kinematic
condition as the constraint to be applied to the mesh equations makes sense
when we consider the transient problem, for which it is written

Rein · u = ΛiΓi
−1n · ẋ, (4.56)

where ẋ is the rate at which the interface moves. This condition establishes an
explicit coupling of flow to the mesh equations. Note that the Reynolds number
must be non-zero when using the kinematic condition in transient problems,
which is a consequence of the viscous time scale used to non-dimensionalize
the governing equations. (The appearance of the ratio of kinematic viscosities
ΛiΓi

−1 in Eq. 4.56 is also a consequence of the non-dimensionalization). If a
non-zero Reynolds number is not set by the user, a value of 1 will be imposed
by the code, which implies a characteristic velocity based on the viscosity and
characteristic length.

The physical conditions include the kinematic and u-dot-t conditions dis-
cussed in Section 4.1.5, and the isotherm condition discussed in Section 4.2.3.
These are the constraint boundary conditions described in those sections, so
called because they are derived from the physical problem but are imposed as
boundary conditions on the mesh. To these we add the growth-velocity con-
dition, which allows the user to specify the velocity vb at which a boundary
moves:

n · ẋ = vb. (4.57)

The user is required to specify the i and j components of vb. The condition
only works for transient problems. Note that although the growth-velocity

condition is not coupled to a particular physical equation, it is included with the
physical conditions because it approximates common physical processes, such as
motion of a rigid boundary, or solidification (hence the name growth-velocity).

Another specialized mesh boundary condition is the grid-centerline con-
dition. This condition is designed for use in conjunction with the u-dot-t condi-
tion described earlier. It fixes the side length of each element along the boundary
to remain constant, thus maintaining the total length of the boundary, which
is otherwise free to move. This is useful for free liquid jet problems in which
the user desires to constrain the total length of the jet, but does not know the
trajectory of the jet. No real data are required for either the grid-centerline

or u-dot-t conditions.
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Table 4.1: Growth interface boundary condition types in Cats2D.

Weighted Composition- Orientation- Gibbs- Particle
BC Type residual dependent Tmp dependent β Thomson premelting
isotherm X X
isotherm-node X
melt-kinetics X X X X
facet-kinetics X X

4.7.3 bc(isotherm) – Solidification interfaces

Table 1 summarizes the capabilities of the four boundary conditions available in
Cats2D for constraining the position of a crystal growth interface. For simplicity,
the isotherm condition should be used in preference to the melt-kinetics

condition when it is merely desired to set the condition T = Tmp(C). It is strictly
necessary to use the melt-kinetics condition only if it is desired to study Gibbs-
Thompson or particle premelting effects, whereas the facet-kinetics condition
is necessary only when orientation-dependent kinetics are of interest.

The isotherm-node condition stands alone in that it enforces the condition
T = Tmp(C) by unweighted residual, namely in a node-wise fashion, whereas the
other conditions are enforced in a weighted average sense, like usually done in
the finite element method. Otherwise, usage of the isotherm-node condition is
identical to the isotherm condition. Ordinarily the isotherm condition should
be the preferred choice between the two. However, certain numerical oscillations
that occur under low thermal gradient can be exacerbated by the least-squares
character of the weighted isotherm condition. In such situations the Dirichlet-
like character of the unweighted isotherm-node condition may delay the onset
of such numerical instability.

To solve problems that incorporate solid-liquid phase change it is necessary
to impose a constraint that determines the location of the interface. One option
is to use the isotherm condition, which stipulates that the interface lies along
the melting point isotherm:

T = Tmp, (4.58)

where Tmp is the melting temperature. The isotherm condition is applied as a
boundary condition to the elliptic mesh generation equations. A composition-
dependent melting temperature may be defined for problems in which chemical
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species are considered:

Tmp = To +

Nspecies∏
k=1

P∑
j=1

akjC
j
k (4.59)

where P is a polynomial order and To and akj are coefficients provided by the
user.

A more complete model of solidification is given by the melt-kinetics con-
dition, which includes effects of growth kinetics and interface curvature (Gibbs–
Thomson effect) on the equilibrium melting temperature. The location of the
growth interface is determined by constraining the positions of the nodes to
satisfy a kinetic relationship between growth rate and undercooling. Written in
dimensional terms, this relation is given by:

−n · ẋ = βkin

[
Tmp −

σslTmpH
ρs∆Hf

− T
]m

(4.60)

where T is the interface temperature, Tmp is the planar melting temperature,
βkin is a kinetic coefficient, and m is an exponent usually equal to 1 or 2. The
Gibbs–Thomson effect is proportional to interface curvature H and surface en-
ergy coefficient σsl scaled by volumetric latent heat ρs∆Hf . Note that curvature
is a signed quantity, with H > 0 for convex interfaces and H < 0 for concave
interfaces, an implication of which is that local melting temperature may be
elevated above the planar melting temperature for concave interfaces. The neg-
ative sign on the left side of Eq. 4.60 accounts for the Cats2D convention that n
points outward from the region to which a boundary condition is assigned, and
therefore n · ẋ < 0 when the condition is applied from the melt side of the inter-
face, as is customarily done with Stefan-type conditions. Should the condition
be applied from the crystal side, values of βkin < 0 should therefore be used.

Melt growth kinetics condition with Gibbs–Thomson effect

The location of the growth interface is determined by constraining the positions
of the nodes to satisfy a kinetic relationship between growth rate and under-
cooling:

−n · ẋ = βo(Ti − T ) (4.61)

where T is the interface temperature, Ti is the equilibrium melting temperature
at the local conditions, and βo is a kinetic coefficient treated here as a constant
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representative of rough growth.† The negative sign on the left side of Eq. 4.60
accounts for the Cats2D convention that n points outward from the region to
which a boundary condition is assigned, and therefore n · ẋ < 0 when the con-
dition is applied from the melt side of the interface, as is customarily done with
Stefan-type conditions in the code. Should the condition be applied from the
crystal side, values of βo < 0 should therefore be used.

The equilibrium melting temperature may include premelting and Gibbs–
Thomson effects such that:

Ti
Tmp

= 1− σslH
ρs∆Hf

−
(
λ

d

)m
(4.62)

where Tmp is the planar melting temperature of the material. The interface
premelting term depends on the distance d between the particle and the in-
terface; the length λ and exponent m are material parameters that characterize
intermolecular interactions. The Gibbs–Thomson effect, which is proportional to
interface curvature H, has a coefficient equal to surface energy density σsl scaled
by volumetric latent heat ρs∆Hf . A composition-dependent melting tempera-
ture may be defined for problems in which chemical species are considered:

Tmp = To +

Nspecies∏
k=1

P∑
j=1

akjC
j
k (4.63)

where P is a polynomial order, To is the planar melting temperature at the
reference composition, and akj are coefficients provided by the user.

Note that curvature written in a scalar form is a signed quantity, with H > 0
for convex interfaces and H < 0 for concave interfaces,‡ one implication of which
is that the local melting temperature may be elevated above the planar melting
temperature for concave interfaces. In fact curvature is a vector quantity acting
in a direction normal to the interface, and can therefore be written Hn, from
which the scalar curvature is given by H = (Hn) · n. Advantage will be taken
of the vector form when formulating Galerkin-weighted integrals to practicably
compute the effect of curvature, which is discussed below.

†The kinetic coefficient is generally large and constant for rough growth, but depends on
misorientation ∆θ = θ − θ∗ and undercooling ∆T = Ti − T for interface orientations θ that
are near to a singular orientation θ∗. This situation is treated separately in Cats2D by the
facet-kinetics boundary condition, described later.
‡Whether the interface is convex or concave is viewed in terms of the surface of the more

ordered phase, in this case the solid.
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Eqs. 4.61–4.63 are implemented in Cats2D as the melt-kinetics boundary
condition. Eqs. 4.61 and 4.62 are combined and non-dimensionalized in terms of
characteristic temperature Tc, characteristic velocity U , and characteristic time
L2/ν:

− ν

βoLTc
n · ẋ =

Tmp
Tc

[
1− σslH

Lρs∆Hf
−
(
λ

Ld

)m]
− T (4.64)

where kinematic viscosity has been artificially introduced to the boundary con-
dition artificially via the characteristic time L2/ν. In this equation ẋ, T , H, and
d are taken now to represent dimensionless quantities as computed by Cats2D.
For transient problems, growth velocity ẋ is computed directly from the solution
of the problem. For quasi-steady state problems it is given by:

ẋ =
Ug
U

i +
Vg
U

j (4.65)

where Ug/U and Vg/U are user-specified parameters. In Cats2D these equations
are implemented in the form:

−PrR2n · ẋ = T ′mp

[
1−R6H−R7

(
1

d

)R8
]
− T (4.66)

where

T ′mp = R1 +

Nspecies∏
k=1

P∑
j=1

R8+P (k−1)+jC
j
k (4.67)

ẋ = R4i +R5j (4.68)

with the definitions:

R1 =
To
Tc

(4.69)

R2 =
αl

βoLTc
(4.70)

R3 = P (4.71)

R4 =
Ug
U

(4.72)

R5 =
Vg
U

(4.73)
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R6 =
σsl

Lρs∆Hf
(4.74)

R7 =

(
λ

L

)m
(4.75)

R8 = m (4.76)

R8+P (k−1)+j =
akjCo
Tc

(4.77)

These parameters can be set in the Cats2D control file in the usual manner, and
can be changed via the Parameters menu at runtime. Some aspects of Eq. 4.66
worth noting:

• The Prandtl number Pr is introduced when kinematic viscosity is elimi-
nated in favor of thermal diffusivity αl. By setting Pr = 1 it is possible to
use a characteristic time L2/αl, which is particularly useful when solving
problems in which flow is neglected.

• R1, R6, and R7 simplify when the reference melting temperature To is used
as the characteristic temperature Tc.

• R2 represents the nondimensionalization of 1/βo. The inverse is used to
allow computing the limit βo →∞ for which R2 = 0. This limit represents
an equilibrium approximation to fast growth kinetics, the same as the
isotherm condition we commonly use in Cats2D. The other limit of βo = 0
represents a state of zero growth at all undercoolings and is uninteresting.

• R3 is polynomial order P (strictly speaking an integer) for a composition-
dependent Tmp, which by default equals 0 for constant planar melting
temperature. When P equals 0 it is not necessary to include the coefficients
of Eq. 4.77 in the parameter list.

• R7 and R8 are optional parameters that apply only when premelting is
specified. When premelting has not been specified, the coefficients in
Eq. 4.77 are numbered R6+P (k−1)+j rather than R8+P (k−1)+j .

Facet growth kinetics with orientation and undercooling effects

We introduce here an alternate treatment to locate the growth interface that
includes orientation-dependent kinetics:

−n · ẋ = βkin(Ti − T ) (4.78)
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The kinetic coefficient βkin is generally large and constant for rough growth, but
depends on misorientation ∆θ = θ−θ∗ and undercooling ∆T = Ti−T for inter-
face orientations θ that are near to a singular orientation θ∗. We conveniently
represent the coefficient in a form that hides these dependencies:

βkin = βoq̃(∆θ,∆T ) (4.79)

where βo represents the rough growth limit and q̃(∆θ,∆T ) is a suitable shape
function that is equal to unity in areas of rough growth and less than unity near
to the singular orientation.

We neglect effects of curvature and premelting so that Ti = Tmp, and non-
dimensionalize Eq. 4.78 to obtain:

− ν

βoLTc
n · ẋ = q̃

[
Tmp
Tc
− T

]
(4.80)

We treat only the case of constant planar melting temperature Tmp, but in
principle composition dependence could be included in the form of Eq. 4.59 if
desired.

To obtain the shape function q̃, we apply the method of Weinstein and Bran-
don (2004, JCG 268:299-319) to represent the melt kinetic coefficient. In this
method the kinetic model is built up from several mechanisms: rough growth,
step flow, step generation, and 2D nucleation. We use similar nomenclature
and make some additional approximations to their expressions, namely that
cos ∆θ ≈ 1 and sin ∆θ ≈ ∆θ because ∆θ � π wherever these expressions ap-
pear.

Outside a narrow region of misorientation about a low index crystal face,
growth is rough and independent of orientation:

βrough = βo (4.81)

At small misorientation angle ∆θ, growth is by step flow, represented by:

βSM = βst| sin ∆θ| ≈ βst|∆θ| (4.82)

and by 2D nucleation, represented by

β2DN = B∗∆T−1/6e−A/∆T cos ∆θ ≈ Be−A/∆T (4.83)

which depends on local undercooling ∆T . These mechanisms have a cumulative
effect, represented by:

β2DN+SM =
√
β2

2DN + β2
SM (4.84)
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They compete against undercooling-dependent dislocation-driven growth

βDG = C∆T cos ∆θ ≈ C∆T (4.85)

such that

βDG&2DN+SM = max[βDG, β2DN+SM] (4.86)

The overall kinetic coefficient is determined by

βkin = min[βrough, βDG&2DN+SM] (4.87)

The kinetic coefficient depends on orientation and undercooling, namely βkin =
β(∆θ,∆T ), and input parameters βo, βst, A, B, and C. The min and max
operations bring a piecewise character to the kinetic model such that it lacks
continuous first derivatives.

Rough growth occurs everywhere outside of a few degrees of misorienta-
tion, and also beyond a few degrees of undercooling, i.e. beyond the surface-
roughening transition. These limits are given by:

∆θo = sin−1

[
βo
βst

]
≈ βo
βst

(4.88)

∆To =
A

ln(B/βo)
(4.89)

Within these limits there is a kinetic well with its minimum located at the
singular orientation ∆θ = 0. Here dislocation-driven growth dominates (βDG >
β2DN+SM), whereas along the sides of the well, 2D nucleation and step flow
dominate (βDG < β2DN+SM). The transition occurs at:

∆θi =
1

βst

√
β2

DG − β2
2DN (4.90)

which depends on undercooling.
The lack of continuous first derivatives of βkin with respect to orientation

and undercooling poses difficulties for discretization of the boundary condition.
We describe next how the pieces of shape function q̃ can be blended in sharp
but smooth transitions to obtain a smoothly varying representation of βkin that
possesses continuous first derivatives.

Eq. 4.80 is implemented in Cats2D as the facet-kinetics boundary condi-
tion, in the form:

−PrR4n · ẋ = q̃ [R1 − T ] (4.91)
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For quasi-steady state problems, growth velocity ẋ is given by:

ẋ = R2i +R3j (4.92)

and for transient problems it is computed directly from the solution. The shape
function q̃ is computed by Eq. B.8, which introduces five more real parameters
from the Weinstein and Brandon model. All told it is necessary to specify 9 real
parameters:

R1 =
Tmp
Tc

(4.93)

R2 =
Ug
U

(4.94)

R3 =
Vg
U

(4.95)

R4 =
αl

βoLTc
(4.96)

R5 = θ∗ (4.97)

R6 =
βst

βo
(4.98)

R7 =
A

Tc
(4.99)

R8 =
B

βo
(4.100)

R9 =
CTc
βo

(4.101)

Note that R6 is the inverse of ∆θo, which is the half width of the well. By
implementation the kinetic model is computed only for interface orientations
within 2∆θo of the singular orientation, since rough growth prevails outside of
a short transition zone beyond the half width. It is necessary to have sufficient
mesh resolution within this zone to accurately capture the effect of the well,
however.

The values chosen for these parameters must satisfy certain relationships to
achieve a kinetic model that has well-defined inner, outer, and transition regions,
namely it is required that:

∆θi < ∆θo, (4.102)
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for all values of T up to the surface roughening temperature To. To satisfy this
relationship, it is necessary that:√

β2
DG − β2

2DN < βo, (4.103)

which in fact is a basic assumption of the kinetic model. If 2D nucleation is
negligible, this criterion may be approximated by:

C∆T < βo, (4.104)

which sets a conservative lower bound for βo when 2D nucleation is not negligible.
Introducing the surface roughening temperature, the criterion can be written:

C∆To =
CA

ln(B/βo)
< βo. (4.105)

Written in terms of the dimensionless parameters defined above it becomes:

R9R7

ln(R8)
< 1. (4.106)

Furthermore, to avoid singularities in ∆θo and ∆To it is necessary that R6 > 0,
and R8 > 1, respectively. Also, R7 and R9 should be non-negative on basic
physical grounds.



Chapter 5

Dimensionless Parameters

In multi-physics and/or multi-material problems, the dimensionless groups must
satisfy certain relationships to achieve a mathematically consistent problem for-
mulation. There should not be any problems if the dimensionless groups are
calculated carefully according to the definitions and instructions in Chapter 4
of the Cats2D user manual. But it is easy to make mistakes, especially when
both multi-physics and multi-materials are involved, so I am summarizing the
key relationships here for future reference.

Make sure you understand these rules, and make sure you always follow them.
Eventually I will get around to modifying the code to make sure the rules are
followed, or at least to warn the user if they are being violated. Ideally I will find
the time someday to implement a superior non-dimensionalization scheme, but
doing so is difficult because of upward compatibility issues for existing solution
files.

5.1 How residuals are non-dimensionalized

Transport equations in Cats2D are generally non-dimensionlized in this form:

Ci

(
Ai
∂F

∂t
+Biu · ∇F −∇2F

)
= 0 (5.1)

where i represents a material, and the field F can represent velocity, tempera-
ture, or concentration. The coefficient Ai represents a ratio of diffusive transport
coefficients, e.g. a Prandtl number for heat transport, or a Schmidt number for
mass transport. The purpose of this coefficient is to make sure that all the field

73



74 CHAPTER 5. DIMENSIONLESS PARAMETERS

equations evolve on the same dimensionless time scale. The coefficient Bi is a
ratio of convective to diffusive fluxes, e.g. a Reynolds number for flow or a Peclet
number for heat or mass transport.

The role of the third parameter, Ci, is less clear. It multiplies the entire
equation, and therefore seems unnecessary. Dropping it from the equation leaves
a perfectly valid expression. Its purpose relates to the weak form of the equation
used to construct the finite element residuals. The weak form includes a line
integral around each element of the discretization. Ordinarily we assume these
line integrals are equal to zero, even though they are not. We can do this
because at all element boundaries internal to the domain the line integrals are
performed twice, once for each element that shares the boundary. The line
integrals are performed in opposite directions to one another along the boundary,
and therefore cancel one another. Should the boundary between two elements
represent a material interface, however, the transport properties will differ across
the interface, and it is essential that the equations in each material are scaled
in the same way to achieve proper flux matching.

Ordinarily we might write the transport equations in a slightly different form:

A′i
∂F

∂t
+B′iu · ∇F − C ′i∇2F = 0 (5.2)

Comparing this form to the previous one, we see that A′i = CiAi, B
′
i = CiBi,

and C ′i = Ci. The parameters in this equation are obtained by dividing the
equation through by the diffusive transport coefficient of a reference material.
In contrast, the parameters in the first equation are obtained by dividing the
equation through by the diffusive transport coefficient of material i.

5.2 Different parameter types, same material

Relationships that must hold between different parameter types in the same
material:

ReiΓi
Λi

=
Pet,i

Pri
=

Pem,i

Sci
(5.3)

where Rei ≡ ρiLV/µi, Pet,i ≡ ρicp,iLV/ki, Pem,i ≡ LV/Di, Λi ≡ ρi/ρ1, Γi ≡
µi/µ1, Pri ≡ ρicp,iν1/ki, and Sci ≡ ν1/Di. These relationships will be satisfied so
long as the same values of L and V are used to calculate the parameters in all
the phases.
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The forgoing parameters are identified in Cats2D by the names Reynolds,
Thermal Peclet, Mass Peclet, Density, Viscosity, Prandtl, and Schmidt. Cats2D
does not calculate these parameters; it is up to the user to calculate them in
advance using the formulas given. Note that Density (Γi) and Viscosity (Λi)
represent ratios of these properties with respect to material 1, and that Pri and
Sci in all materials are based on the viscosity in material 1.

5.3 Same parameter types, different materials

Relationships that must hold between the same parameter types in different
materials:

ReiΓi
Λi

=
RejΓj

Λj
(5.4)

Pet,i

Pri
=

Pet,j

Prj
(5.5)

Pem,i

Sci
=

Pem,j

Scj
(5.6)

The Sti and Rai parameters are not shown but must also obey these relation-
ships, scaled in the same manner as shown for Rei.

5.4 Parameters acting as scale factors

It should be obvious that Pri, Sci, and Λi/Γi (a ratio of kinematic viscosities) act
as scaling factors for heat, mass, and momentum transport, respectively. These
parameters, if applied correctly, will ensure that all the transport equations in
all the materials evolve on the same time scale.

In a similar manner, some scale factors are used to ensure correct matching
of fluxes and stresses at material interfaces. These are viscosity ratio Γi ≡ µi/µ1,
thermal conductivity ratio κi ≡ ki/k1 and mass diffusivity ratio Di ≡ Di/D1 (the
latter two are identified as Conductivity and Diffusivity in Cats2D, but these
are only used as ratios scaled by the value given for material 1). It is important
to understand that these ratios do not merely multiply the diffusive flux terms,
but multiply the entire finite element residual. Doing this ensures that the
natural boundary condition on each side of the material interfaces is scaled in a
compatible manner. Failure to specify the correct values will cause an imbalance
of fluxes to occur at the material interfaces, which will cause unphysical effects.



76 CHAPTER 5. DIMENSIONLESS PARAMETERS

These ratios also need to obey certain relationships with other parameters:

Γi
Γj

=
ΛiRei
ΛjRej

(5.7)

which is a restatement of the condition given in the second equation, and

κi
κj

=
Pet,i

Pet,j
(5.8)

Di
Dj

=
Pem,i

Pem,j
(5.9)

As before, the relationships are guaranteed to be satisfied if the same values
of L and V are used to calculate the parameters in all the phases. There is
a caveat, however: a given field variable must be scaled in all materials by
the same characteristic value for these relationships to apply. If, for example,
concentration is scaled one way in one material, and another way in another
material, the fluxes won’t be properly scaled at the material interfaces, even if
the forgoing relationships are imposed.

Under some circumstances it can be desirable to use different scalings in
different materials to obtain better numerical stability. This typically happens
when a variable, for example concentration, has a drastically different scale in
one material than another material. Using mass fractions (Xi ≡ Ci/ρi) in place
of mass concentrations improves the scaling, but to do this in a consistent way
requires changing the above relationship to:

ΛiDi
ΛjDj

=
Pem,i

Pem,j
(5.10)

We can satisfy this relationship by changing the meaning of the Diffusivity pa-
rameter to represent ΛiDi/Λ1D1, rather than merely a ratio of diffusivities (note
that we are substituting ρiDi for Di in calculating the Diffusivity parameter,
but we do not make this substitution in calculating the Mass Peclet or Schmidt
parameters). By similar technique, we can rescale the velocity field if we are
careful to redefine the meaning of viscosity ratio Γi to include an appropriate
scale factor.

5.5 Commentary

The situation just described is both complicated and not complicated. On the
one hand, everything will be okay if you carefully follow the definitions when
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calculating the parameters. On the other hand, it is easy to start changing
parameters in a way that causes unphysical effects. This is a disadvantage.
The advantage is that the scheme is very general, and therefore very flexible.
It allows you to adopt almost any scaling scheme desired, but to exploit this
flexibility requires a good understanding of the issues raised above.

In my view this style of non-dimensionalization is flawed. Cats2D was origi-
nally conceived as a pure fluid mechanics code, and insufficient thought was given
to these issues when additional transport equations were later added. Cats3D
uses a much better style of non-dimensionalization that is both simpler and that
has fewer pitfalls. I would like to modify Cats2D to use this same style, but
doing so would cause problems with upward compatibility of existing solution
files that would need to be resolved.
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Chapter 6

Discretized Equations

6.1 Galerkin finite element discretization

The Galerkin finite element method is used to discretize the governing equa-
tions described in the previous chapter. No single reference adequately explains
the practical implementation of the GFEM, particularly in consideration of the
complexity of problems that can be solved using the code. Moreover, to the best
of our knowledge certain novel aspects of the implementation used in the code
are not published elsewhere. With that said we offer a list of those books and
articles that have been most useful to us when writing the code. Certainly the
work of Gresho, Sani, and coworkers stands at the top of the list. Fortunately
much of this information, though originally learned from articles, seminars, and
word-of-mouth, has been collected in “Incompressible Flow and the Finite El-
ement Method” by Gresho and Sani [8]. Also high on the list is “The Finite
Element Method” by Hughes [9], though with the appearance of Gresho and
Sani we tend to downgrade the importance of Hughes, since the latter book is
written more from a structural mechanics point of view, touching only briefly
on fluid mechanics. Also worthy of note are some contributions of Scriven and
coworkers, particularly the dissertations of Kistler [10], Christodoulou [11], and
de Santos [7]. We also cite a small number of articles that we deem particularly
useful for their concise summary of many details essential to the implementation
of the code [12–15].
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Figure 6.1: Parametric mapping to a unit square parent element.

6.1.1 Parametric mapping to the parent domain

The first step of discretization is to divide the problem domain into subdomains,
also known as finite elements. The element geometry used in Cats2D is a nine-
noded quadrilateral, which can be used to discretize irregularly shaped domains.
Next parametric mapping is used to transform the equations from the x, y (or
z, r) coordinate system to a ξ, η coordinate system, in which the quadrilateral el-
ement is mapped to a unit square (see Fig. 6.1). Mapping each subdomain to the
parent element greatly simplifies the discretization of the governing equations.
The mapping between x, y for an arbitrary quadrilateral and ξ, η coordinates of
the parent element is given by:

(x, y) =

N∑
k=1

(xk, yk)φk(ξ, η), (6.1)

where φk(ξ, η) are C0 Lagrange polynomials and xk, yk are nodal coordinates.
In Cats2D φk(ξ, η) are the variable-order Lagrange basis functions described by
Hughes (p. 132). The user can specify anywhere between 4 and 9 active nodes
on a quadrilateral element, thereby obtaining behavior ranging from bilinear
(N = 4) to serendipity (N = 8) to biquadratic (N = 9). These basis functions
have the convenient property that the basis function coefficients are equal in
value to the field variables at the nodes.

Eq. 6.1 allows us to compute a number of useful transformations. For exam-
ple, volume integrals over the real space are transformed to the parent element
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using:∫
V

(...) dV =

∫ 1

−1

∫ 1

−1
(...) rJ dξ dη ; J =

∂x

∂ξ

∂y

∂η
− ∂x

∂η

∂y

∂ξ
, (6.2)

where r = 1 for planar coordinates and r = radius for cylindrical coordinates.
J is computed using Eq. 6.1 and the integrals are evaluated using 3x3 Gaussian
quadrature. Area integrals on boundaries of constant η are transformed using:∫

A
(...) dA = ±

∫ 1

−1
(...) rSξ dξ ; Sξ =

√(
∂x

∂ξ

)2

+

(
∂y

∂ξ

)2

. (6.3)

The leading sign is positive for η = −1 (the south side of the element) and is
negative for η = 1 (the north side). Area integrals on boundaries of constant ξ
are transformed using:∫

A
(...) dA = ±

∫ 1

−1
(...) rSη dη ; Sη =

√(
∂x

∂η

)2

+

(
∂y

∂η

)2

. (6.4)

The leading sign is positive for ξ = 1 (the east side) and negative for ξ = −1
(the west side). The signs are determined by the convention that line integrals
proceed counter-clockwise around the domain. Sξ and Sη are computed using
Eq. 6.1 and the integrals are evaluated using 3 point Gaussian quadrature. The
parametric mapping also provides unit normal and tangent vectors at element
boundaries, quantities that are required for the implementation of some bound-
ary conditions:

south η = −1 n = (yξi− xξj) /Sξ t = (xξi + yξj) /Sξ
north η = 1 n = (−yξi + xξj) /Sξ t = − (xξi + yξj) /Sξ
west ξ = −1 n = (−yηi + xηj) /Sη t = − (xηi + yηj) /Sη
east ξ = 1 n = (yηi− xηj) /Sη t = (xηi + yηj) /Sη

(6.5)

In these relations the subscripts on x, y indicate differentiation, e.g. yξ = ∂y/∂ξ,
and conventionally n points outward and t points counter-clockwise. Other
useful relationships include:∫ 1

−1

∫ 1

−1
rJ dξ dη = element area, (6.6)∫ 1

−1
rSξ dξ, etc. = boundary arclength. (6.7)

The relationships in Eqs. 6.1-6.5 will be necessary for the calculation of the
weighted residuals, as discussed below.
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6.1.2 Finite element basis functions

The field variables u, T , and Cj are approximated on the parent element using
variable-order Lagrange basis functions φk(ξ, η):

u ≈ û =

Nu∑
k=1

ukφku(ξ, η), (6.8)

T ≈ T̂ =

Nt∑
k=1

T kφkt (ξ, η), (6.9)

Cj ≈ Ĉj =

Nc∑
k=1

Ckj φ
k
c (ξ, η), (6.10)

where Nu, Np, and Nt are the number of basis functions defined on the parent
element for each field variable. Typically it is best to use biquadratic interpola-
tion, the default choice for these field variables. The case is different for pressure,
however. Pressure can be interpolated using φk, but the preferred choice is a
discontinuous (C−1) basis function, ψk(ξ, η), either constant (Np = 1) or linear
(Np = 3).

p ≈ p̂ =

Np∑
k=1

pkψkp(ξ, η). (6.11)

Unlike the Lagrange basis functions φk, the ψk basis functions are not asso-
ciated to nodes, but rather correspond to the values of pressure and pressure
gradient at the element center. Note that only certain velocity-pressure basis
function combinations are legal, so it is generally advisable to use the default of
biquadratic velocity/linear discontinuous pressure basis functions.

6.1.3 Weighted residuals

Given a set of basis functions, the approximate solution given by Eqs. 6.8-6.11 is
substituted into differential Eqs. 4.1, 4.2, 4.20, and 4.30, and terms are gathered
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on one side to form residual equations:

Ru = Λi
∂û

∂t
+ ΓiRei û · ∇û−∇ · T̂− Γi[Sti + Rai(1− T̂ )] g,

where T̂ = −p̂I + Γif
(
∇û + (∇û)T

)
, (6.12)

Rp = ∇ · û,

Rt = κi

(
Pri

∂T̂

∂t
+ Pet,i û · ∇T̂ −∇2T̂

)
, (6.13)

Rc,j = Dij
(

Scij
∂Ĉj
∂t

+ Pem,ij û · ∇Ĉj −∇2Ĉj

)
, (6.14)

where κi = ki/k1 and Dij = Dij/D11 (the conservation equations have been
multiplied by these ratios to assure correct flux matching at phase boundaries).

If the approximate solution is to be accurate, the residual equations (which
represent the closure error in the approximation to the differential equations)
should be small in some sense, both locally and globally. In Galerkin’s method
we seek a solution such that the residual equations are orthogonal to the basis
function set over the domain. For example, the continuity residual Rp is made
orthogonal to each of the pressure basis functions ψkp :∫

V
ψkpRp dV = 0. (6.15)

Likewise∫
V
φkuRu dV = 0,

∫
V
φktRt dV = 0,

∫
V
φkcRc,j dV = 0, (6.16)

for the momentum, energy, and species conservation equations. Whereas in
Eqs. 6.8-6.11 the index k applies only to basis functions local to a single element,
in Eqs. 6.15-6.16 the index k applies to the global set of basis functions defined
on all elements. Thus Eqs. 6.15-6.16 constitute a system of equations equal in
number to the unknowns, the basis function coefficients.

Eqs. 6.15-6.16 are not yet in a form suitable for calculation. Second deriva-
tives of the dependent variables must be eliminated from the equations. Noting
that by the chain rule:

∇ · φ∇T̂ = ∇φ · ∇T̂ + φ∇2T̂ , (6.17)
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and by the Gauss-Ostrogradskii theorem:∫
V
∇ · φ∇T̂ dV =

∫
A
φn · T̂ dA, (6.18)

we can write:∫
V
φ∇2T̂ dV = −

∫
V
∇φ · ∇T̂ +

∫
A
φn · ∇T̂ dA. (6.19)

This relationship and others like it are substituted into Eqs. 6.15-6.16 to yield:∫
V
φku

(
Λi
∂û

∂t
+ ΓiRei û · ∇û− Γi[Sti + Rai(1− T̂ )] g

)
dV

+

∫
V
∇φku · T̂ dV −

∫
A
φkun · T̂ dA = 0, (6.20)

∫
V
ψkp∇ · û dV = 0,

∫
V
φkt κi

(
Pri

∂T̂

∂t
+ Pet,i û · ∇T̂

)
dV (6.21)

+

∫
V
κi∇φkt · ∇T̂ dV −

∫
A
φkt κin · ∇T̂ dA = 0,

∫
V
φkcDij

(
Scij

∂Ĉj
∂t

+ Pem,ij û · ∇Ĉj
)
dV (6.22)

+

∫
V
Dij∇φkc · ∇Ĉj dV −

∫
A
φkcDijn · ∇Ĉj dA = 0,

Eqs. 6.20-6.22, together with the transformations in Eqs. 6.1-6.5, form a set
of differential-algebraic equations suitable for solving problems on fixed grids.
Further development is necessary to solve problems on moving grids, however,
as discussed in the next section.
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6.1.4 Arbitrary Lagrangian-Eulerian formulation

It is important to recognize that the time derivatives in Eqs. 6.20-6.22 are taken
with respect to the Eulerian, or laboratory, reference frame, whereas time deriva-
tives of the basis function coefficients must be computed with respect to a ref-
erence frame fixed with the parent element. This local reference frame moves
at the velocity of the nodes. In order to evaluate the time derivatives we must
convert them from the Eulerian frame to the frame of the parent element:

∂û

∂t
= u̇− ẋ · ∇û, (6.23)

∂T̂

∂t
= Ṫ − ẋ · ∇T̂ , (6.24)

∂Ĉj
∂t

= Ċj − ẋ · ∇Ĉj , (6.25)

where the overdot indicates time derivatives with respect to the reference frame
of the parent element (the procedure is akin to application of the Reynolds
transport theorem). These are inserted into Eqs. 6.20-6.22 to give:∫

V
φku

(
Λiu̇ + (ΓiRei û− Λiẋ) · ∇û− Γi[Sti + Rai(1− T̂ )] g

)
dV

+

∫
V
∇φku · T̂ dV −

∫
A
φkun · T̂ dA = 0, (6.26)∫

V
ψkp∇ · u dV = 0,∫

V
φkt κi

(
PriṪ + (Pet,i û− Priẋ) · ∇T̂

)
dV (6.27)

+

∫
V
κi∇φkt · ∇T̂ dV −

∫
A
φkt κin · ∇T̂ dA = 0,∫

V
φkcDij

(
ScijĊj + (Pem,ij û− Scijẋ) · ∇Ĉj

)
dV (6.28)

+

∫
V
Dij∇φkc · ∇Ĉj dV −

∫
A
φkcDijn · ∇Ĉj dA = 0.

Eqs. 6.26-6.28 are the final vector form of the weighted residuals solved in the
code.
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The last step is to decompose Eqs. 6.26-6.28 into scalar components. In the
Cartesian case:

continuity (6.29)

u−momentum (6.30)

v −momentum (6.31)

energy (6.32)

species (6.33)

x− displacement (6.34)

y − displacement (6.35)

In the axisymmetric case (without swirl), several additional terms appear in the
residuals. To continuity is added a term v/y:

v/y (6.36)

To the r-momentum equation are added terms −P + 2µv/y:

−P + 2µv/y (6.37)

The appearance of these terms seems mysterious, but they arise from the surface
integral of the traction in Eq. 6.26, as discussed by de Santos [7]. Strictly speak-
ing, in cylindrical coordinates the integral transformations shown in Eqs. 6.3-6.4
are correct only for a scalar integrand such as n · ∇T̂ . For the vector integrand
n · T̂ in Eq. 6.26, it is necessary to add the additional terms to the r-momentum
equation to obtain the correct transformation of the integral to the parent ele-
ment coordinate system.

In the axisymmetric case with swirl, yet another term is added to the r-
momentum equation:

w2/y (6.38)

and an additional scalar momentum equation is solved:

w −momentum (6.39)
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6.1.5 Linear-elastic deformation

The development of weighted residuals for deformation of a linear-elastic solid
closely parallels that for the momentum equation. Forming Galerkin weighted
residuals and integrating by parts yields:∫

V
Gi∇φkd ·

(
∇ûd + (∇ûd)

T + (µi∇ · ud − εi(T − To)) I
)
dV (6.40)

−
∫
A
Giφkdn ·

(
∇ûd + (∇ûd)

T + (µi∇ · ud − εi(T − To)) I
)
dA = 0.

Due to the inherently stationary character of these equilibrium equations, their
discretization is simpler than the transport equations.

6.1.6 Elliptic mesh generation

Weighted residuals are formed by making Eqs. 4.52-4.53 orthogonal to the basis
functions of the parametric mapping:∫

V
φk∇ · (Dξ(ξ, η)∇ξ) dV = 0, (6.41)∫

V
φk∇ · (Dη(ξ, η)∇η) dV = 0. (6.42)

Integration by parts yields:∫
V
Dξ∇φk · ∇ξ dV −

∫
A
φkDξn · ∇ξ dA = 0, (6.43)∫

V
Dη∇φk · ∇η dV −

∫
A
φkDηn · ∇η dA = 0. (6.44)

As written, the solution to these equations is a mapping ξ(x, y), η(x, y), whereas
we are constrained (except at great inconvenience) to work with the inverse
mapping, given by Eq. 6.1. It is convenient, therefore, to invoke the following
relationship between the mappings:

ξx ξy
ηx ηy

=
1

J

yη −xη
−yξ xξ

; J = xξyη − xηyξ, (6.45)

and rewrite the weighted residuals with ξ, η as the independent variables:∫ 1

−1

∫ 1

−1

Dξ

J

[
φkξ
(
x2
η + y2

η

)
− φkη (xξxη + yξyη)

]
dξ dη (6.46)
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−
∫ 1

−1
φk
Dξ

J
[n · (yηi− xηj)] dζ = 0,

∫ 1

−1

∫ 1

−1

Dη

J

[
−φkξ (xξxη + yξyη) + φkη

(
x2
ξ + y2

ξ

)]
dξ dη (6.47)

−
∫ 1

−1
φk
Dη

J
[n · (−yξi + xξj)] dζ = 0,

where ζ = ξ on north and south boundaries of the parent domain, and ζ = η on
east and west boundaries. In these equations subscripts on φ, x, y, ξ, η indicate
differentiation, e.g. yξ = ∂y/∂ξ, ηx = ∂η/∂x.

We are careful to note that ξ, η are used here to designate a system of co-
ordinates that is local to the parent element, within which −1 <= ξ <= 1 and
−1 <= η <= 1. It is possible to construct a global system of coordinates to
replace the local ξ, η, but this requires a regular array of elements (often re-
ferred to as a structured mesh). We use a semi-structured mesh that consists
of unstructured quadrilateral macro-elements, each of which is discretized into
a regular array of elements. Therefore we are able to construct a semi-global
system of coordinates for ξ, η within each of the macro-elements. Indeed, this is
the approach used by de Santos [7], whose method required global values of ξ, η
to calculate Dξ and Dη. Nevertheless it is awkward to find ξ, η given x, y (typi-
cally this task requires a search through the elements). It is desirable, therefore,
to contrive a method for computing Dξ and Dη that avoids the inconvenience
of invoking a global coordinate system.

Prior to solving the elliptic mesh equations, we always generate an initial
mesh using an algebraic method. At this stage the user has considerable control
over the element size distribution. Provided that we have algebraically gener-
ated an initial mesh with a desired distribution of element sizes, we seek a way
to obtain values of Dξ and Dη that maintain this distribution of element sizes,
even for a deforming mesh. We make the observation that if Dξ∇ξ and Dη∇η
are spatially uniform then Eqs. 4.52-4.53 will be satisfied. We also note that to
generate a large variation in element size requires that Dξ and Dη vary expo-
nentially. We expect, therefore, that even a crude estimate of the magnitude of
∇ξ and ∇η element by element will be sufficient to estimate Dξ and Dη values
that approximately preserve the size distribution of the algebraic mesh. By this
reasoning we simply set Dξ to the maximum value of xξ, yξ, and set Dη to the
maximum value of xη, yη. For a simple mesh of rectangular elements (in any
spatial orientation), this method exactly preserves the size distribution of the
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algebraic mesh. It also generally works well for non-rectangular elements, ex-
cept near to very concave boundaries. This method has several strengths: (i) it
requires only information local to the element; (ii) it is indepedent of any global
coordinate system; (iii) once an initial mesh has been generated, the method is
free of parameters; (iv) it is very easy to implement.

6.2 Boundary conditions

Before describing the implementation of boundary conditions we make some
general comments in the context of the finite element method, or, more broadly
speaking, in the context of the variational form of the governing equations.

Boundary conditions can be grouped into three categories: essential, natural,
and constraint. Essential conditions, also called Dirichlet conditions, are those
in which the value of the field variable is prescribed at the boundary. Natural
conditions, which sometimes include the classical Neumann and Robin condi-
tions, are those in which the scalar flux of the field variable is specified at the
boundary (explanation needs refinement). Constraint conditions are somewhat
less precisely defined, but generally encompass everything else. Indeed, strictly
speaking, constraint conditions are not actually boundary conditions on the field
variable (e.g. flow), but typically are conditions that couple the field variable to
another dependent variable. An example is the kinematic boundary condition,
which constrains the location of a free surface, and which therefore functions as
a boundary condition on the elliptic mesh equations.

It is a common misconception that the terms essential and natural are equiv-
alent to Dirichlet and Neumann (or Robin), but the latter terms can be applied
to any differential equation, whereas the former are specific to the variational
form of the governing equations, which for our purposes means specific to the
finite element method. This is an important distinction, because natural bound-
ary conditions are not limited to the Neumann or Robin types. Nor can Neu-
mann or Robin boundary conditions necessarily be applied as natural boundary
conditions (whether or not this is so depends on the particular variational form
chosen for the governing equations). Indeed, since the variational form of the
flow equations used in the code is of the stress-divergence type, the conventional
scalar Neumann condition cannot be directly applied as a natural boundary con-
dition. Instead, as discussed below, the natural boundary condition on flow is
a traction condition, which can be viewed as a tensor analog to the Neumann
condition. For a detailed discussion of natural boundary conditions applied to a
finite element discretization of the Navier-Stokes equations the interested reader



90 CHAPTER 6. DISCRETIZED EQUATIONS

is referred to the authoritative work of Gresho and Sani [8].

6.2.1 Essential boundary conditions

All other boundary conditions are imposed by replacing the conservation equa-
tion at the specified boundary.

6.2.2 Natural boundary conditions

For natural boundary conditions, an expression for the surface traction is im-
posed via the boundary integral in the weak form of the momentum residuals.
In other words, we specify either a value or a computable expression for n ·T in
the boundary integral.

For boundary conditions involving curvature, the usual strategy is to ap-
ply integration by parts to the Galerkin-weighted integral to reduce second or-
der derivatives to first order derivatives. For example, in planar coordinates
curvature can be written as the change in tangent with arclength, namely
Hn = −dt/ds (it is easy to see this by sketching the force vectors of surface
tension acting on a small segment of curve). In this vector form the curvature
can be integrated

∫
φ(dt/ds)ds = −

∫
(dφ/ds)tds+φt]ba, where the points a and

b represent the ends of the boundary.
The situation is more complicated in cylindrical coordinates, where there

are several possible forms of H. The most convenient expression to integrate by
parts is given by:

Hn = −
[

1

r

d(rt)

ds
+

1

r

d(eθ)

dθ

]
(6.48)

which is a surface divergence in the orthogonal surface coordinates s and θ. To
understand this equation better in physical terms, start by expanding the first
term by the chain rule and noting that dr/ds = t · er, the curvature can be
written

Hn = −
[
dt

ds
+

1

r
(t · er)t−

1

r
er

]
(6.49)

where use of the relation deθ/dθ = −er has also been made. Decomposing er
into normal and tangential components, namely er = (n · er)n + (t · er)t, allows
us to consolidate the final two terms:

Hn = −
[
dt

ds
− 1

r
(n · er)n

]
(6.50)
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In this form we can clearly identify the two principal radii of curvature, an
in-plane component identical to the planar case, plus the so-called hoop stress
caused by curvature of the coordinate system about the axis (here too making
a geometric sketch is helpful to understanding).

Using the above expressions, the Galerkin-weighted integral of the vector
curvature can be integrated by parts in cylindrical coordinates thusly:∫

Γ
φiHn rds = −

∫
Γ
φi
(
d(rt)

ds
− er

)
ds =

∫
Γ

(
dφi

ds
rt + φier

)
ds− φirt

]b
a

(6.51)

which gives a computable form with highest derivatives of first order. This
strategy is a proven approach to computing curvature for capillary flows, for
which the vector form in r, z components can be directly incorporated into the
vector momentum equations.

For the Gibbs–Thompson effect, where curvature appears as a scalar, it is
necessary to use a different approach. The curvature can be integrated by parts
as above, and combined with a mesh equation to control lateral movement of
nodes along the interface. Since the tangent and normal vectors are orthogonal
to one another, any scalar equations Rin = 0, Rit = 0 are independently satisfied
by the vector equation Rinni +Ritti = 0:

Rirz = Ritti +
∫

Γ
φi(R1−T )n rds−

∫
Γ
R6
dφi

ds
t rds−

∫
Γ
R6φier ds = 0 (6.52)

Rirz represents two independent conditions on xi, one acting to enforce Eq. 4.60
in the normal direction, the other acting to control node movement in the tan-
gential direction.

6.2.3 Constraint boundary conditions

6.3 Constraint equations

6.3.1 Pressure datum

6.3.2 Global volume or mass
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Chapter 7

Solution Methods

7.1 Stationary vs. time dependent problems

The discretized governing equations are written in terms of the residual vector
r(z, ż,p) = 0, where z is the vector of n unknowns and p denotes a vector of
input parameters. All equations specified in the control file are solved simulta-
neously, including the mesh generation equations when active. For stationary
problems, ż = 0, and r(z,p) = 0 is a set of nonlinear algebraic equations in
z that can be solved by Newton-Raphson iteration, as described in the next
section.

For time-dependent problems, ż must be discretized by an appropriate time-
marching scheme. Cats2D uses an implicit method of time integration with fixed
or variable time step size, based on the predictor-corrector method of Gresho et
al. [8]. The default scheme uses a third-order explicit Adams-Bashforth predictor
and a second-order implicit trapezoid rule corrector. Backward Euler integration
is also allowed, though it is rarely of interest to use it. The time-dependent
residuals take the form r(z, zo, żo,p) = 0, where subscript o denotes the solution
and its time derivative at the previous time step.∗ This too constitutes a set of
nonlinear algebraic equations in z to be solved by Newton-Raphson iteration.

The Solver menu and Transient menu provide functions to control the so-
lution of stationary and time-dependent problems, respectively. Many of these
functions or options are described in the sections below, or are otherwise obvious
in nature.

∗Since Cats2D assembles the discretized time derivatives directly into the residual equa-
tions, it is unnecessary to assemble or invert a mass matrix, which saves both memory and
computational effort.

93
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7.2 Nonlinear solver – Newton-Raphson iteration

Newton-Raphson iteration forms the basis of the Cats2D nonlinear solver:

zk+1 = zk + f∆z (7.1)

where zk is the vector of unknowns at the k-th iteration, f is a damping factor,
and the solution update ∆z is computed by solving the linear system:

J∆z = −r (7.2)

where r is a vector of residuals and J ≡ rz is its Jacobian, both evaluated at
z = zk. The damping factor has a default value equal to one, equivalent to
undamped Newton iteration.

Behavior of the nonlinear solver can be controlled by the settings in the
Solver Parameters menu, which includes convergence tolerances on residual L2
norm, solution update L2 norm, maximum number of iterations, and damping
factor. The convergence tolerance defaults of 10−4 are robust for well-scaled
problems. Rarely it might be necessary to use smaller tolerances, most likely
for poorly scaled problems. The Solver Parameters menu has other settings
pertaining to various aspects of the nonlinear solver, described in the sections
below.

7.2.1 Modified vs. full Newton iteration

By default Cats2D uses a modified Newton iteration scheme in which the Jaco-
bian is reused for possibly several iterations before it is recomputed and refac-
torized. A robust and effective heuristic scheme is used to determine when
the Jacobian should be refactorized. This strategy is extremely effective when
time-integrating or using a continuation method. Because each successive time
step or continuation step is generally nearby the previous solution, the Jacobian
can typically be reused for several consecutive steps before updating. Modified
Newton iteration often reduces computational effort by an order of magnitude
compared to full Newton iteration.

Full Newton iteration is sometimes useful, however, particularly near to sin-
gular points of the Jacobian (e.g. turning points), where it must be updated
often to give a good direction for the Newton update. Full Newton iteration can
be activated in the Solver Parameters menu.
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7.2.2 Damping/Under-relaxation

Sometimes it can be difficult to obtain a converged solution to a nonlinear prob-
lem beginning from scratch, particularly for free boundary problems. Under
such circumstances it can be useful to set the damping factor f to a positive
value less than one, which can be done in the Solver Parameters menu. Setting
f to zero invokes automatic damping, in which a damping factor is computed
such that the subsequent residual is reduced. Automatic damping can be very
effective, so it is recommended to try it before resorting to manual adjustment
of the damping factor.

Using damping in conjunction with modified Newton iteration does not make
sense strategically, so the solver type should be changed to full Newton whenever
damping is used. It is also advisable to increase the maximum number of New-
ton iterations. Damping should not be used in conjunction with time-integration
or continuation. Generally the time steps or continuation steps should be suffi-
ciently small that damping is neither necessary nor desirable.

7.2.3 Solution of the linear system

Cats2D uses a frontal solver to factorize J. This is a variant of Gaussian elimi-
nation by which LU factors are computed for a sparse matrix in which non-zero
entries are clustered near the diagonal. The Jacobian is never completely as-
sembled. Instead its entries are computed finite element by finite element and
summed into an array called the frontal matrix. Summation of each equation
is complete when all finite elements that contribute to it have been assembled.
Completely summed equations are eligible for immediate elimination from the
frontal matrix, with the results stored in arrays representing the LU factors.

For an equation to be eliminated, a suitable pivot must exist. If one cannot
be found, equations for the next finite element are assembled, and pivots are
reevaluated. The frontal matrix will grow dynamically if necessary to assem-
ble additional elements until a suitable pivot can be found to eliminate each
equation. Ordinarily the frontal matrix remains much smaller in size than J,
but under some circumstances it can grow excessively because a suitable pivot
cannot be found for a particular equation. This often indicates that the prob-
lem formulation is somehow invalid, either under- or over-constrained, but a
well-formulated problem may also exhibit excessive growth due to extreme pa-
rameter values or poor problem scaling that lead to large round-off error effects.
Excessive growth of the frontal matrix will cause the code to query the user on
whether to continue or abort the factorization.
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Certain aspects of frontal solver behavior can be modified via the Frontal
Solver Parameters menu. The default settings are the most robust choices,
however, and only rarely might it be useful to alter the settings. Most likely for
change is the pivot threshold, which has a default value of 10−4. A somewhat
lower or higher value sometimes helps when a poorly scaled problem experiences
difficulty converging.

Several options in the Solver Parameters menu are related to solution of the
linear system. Element renumbering, on by default, uses a reverse Cuthill-Mckee
minimum degree reordering of the elements during assembly of the Jacobian to
minimize the frontwidth. This option greatly speeds up the code for non-trivial
geometries and should always be left on. Iterative Solve (off by default) and
Equation Rescaling (on by default) both address the problem of a poorly condi-
tioned J. Iterative Solve uses a technique described in [16] to reduce the impact
of round-off error accumulated during elimination of J. If Newton iteration ap-
pears to be converging but stalls before reaching the convergence tolerances,
activating the Iterative Solve option will sometimes help aid convergence. The
Equation Rescaling option represents a different approach to the situation: the
rows of J are rescaled by a suitable norm prior to elimination. This option
typically adds about 5% to total solution time, but its stabilizing influence on
Newton iteration warrants using it by default.

The sign of the determinant of J can be monitored during iteration by se-
lecting the Determinant option in the Solver Parameters menu. A change in the
sign signals a bifurcation, such as a turning point or pitchfork, and is therefore a
useful diagnostic technique when studying multiplicity and stability of solutions.
The frontal solver tracks the sign by counting the number of row and column
swaps performed during Gaussian elimination. No conclusion can be drawn from
whether the sign is positive or negative, but a change in sign signals the crossing
of a real eigenvalue over the imaginary axis of the complex plane. This can
indicate that either a linearly stable mode of the system has destabilized, or an
unstable mode has restabilized (the impact of these changes on global stability
of the system of equations must be inferred from other observations about the
problem and its solution).

7.2.4 Adding global constraints by the Woodbury formula

Global constraints such as the volume constraint compromise the sparse struc-
ture of the matrix by creating non-sparse rows of J to which the frontal solver
is poorly suited. To circumvent this problem, a modified form of J is assembled
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that ignores any global constraint equations. The entries of any row of J corre-
sponding to a global constraint are set to unity on the diagonal and zero off the
diagonal. This matrix will retain a sparse structure and can be factorized by
the frontal solver. The solution update computed this way is wrong, of course,
because it neglects the effects of global constraints, but it is easily repaired
by a few additional steps that take account of the constraints. The methods
described here are variations on the Sherman-Morrison and Woodbury formu-
las [16]. One additional back-substitution of J is required for each constraint,
at a small computational cost.

Formally, if J is a Jacobian with a single non-sparse row v located in the
j-th position, a sparse modified Jacobian J′ is given by:

J′ = J + ej ⊗ (ej − v) (7.3)

where ej is the j-th unit vector. A modified residual vector is given by:

r′ = r− ejq (7.4)

where q represents the j-th element of r. The effect of these modifications is to
replace the j-th row of J with unit vector ej and the j-th element of r with 0.
In practice J′ and r′ are obtained by simply neglecting the constraint equation
and, in its place, specifying a Dirichlet boundary condition on the j-th element
of the solution vector z.

Given a factorization of J′, the update ∆z can be computed in the following
steps:

J′x = −r′ ; J′y = −ej (7.5)

∆z = x− q + v · x
v · y y (7.6)

These steps differ somewhat from the traditional Sherman-Morrison formula,
which is based on r rather than r′. The advantage to using r′ is that it com-
pletely separates computing the constraint equation represented by q and v from
assembling and solving the linear systems in Eq. 7.5.

If J has m non-sparse rows of length n, a variation on the Woodbury formula
can be used. A sparse matrix is defined:

J′ = J + U · (U−V)T ; r′ = r−U · q (7.7)

where q is a vector of m constraint residuals, V is an n×m matrix with columns
given by the non-sparse rows, U is an n×m matrix with column vectors given



98 CHAPTER 7. SOLUTION METHODS

by unit vectors corresponding to the indices of the non-sparse rows. As before,
the effect is to replace each non-sparse row with a unit vector that places a one
on the diagonal. The update is computed in the following steps:

J′x = −r′ ; J′Y = −U (7.8)

(VT ·Y)∆p = −(q + VT · x) (7.9)

∆z = x + Y ·∆p (7.10)

Computing the m columns of Y requires m back-substitutions, one for each
column vector in U. Computing vector ∆p of length m requires inverting the
m ×m matrix VT ·Y. Since m is usually very small, the computational effort
of these additional steps is slight.

Obviously the Sherman-Morrison formula is a special case of the Woodbury
formula applied to a single non-sparse row. For generality, Cats2D uses the
Woodbury formula regardless of whether there is a single constraint, or multiple
constraints.

7.3 Continuation methods

A converged solution computed at some value of a parameter P can be used to
construct a high quality initial guess to the solution at a nearby parameter value
P + δP . By repeating this process, it is possible to compute converged solutions
at intervals in P , thereby constructing a solution curve for that parameter.
This technique is called parameter continuation. In its simplest form, called
zeroth-order continuation, the initial guess at P + δP , denoted z̃, is given by the
converged solution z(P ). A superior technique that allows larger continuation
steps (larger δP ) is described in the next section.

7.3.1 First-order continuation

First-order continuation is a method for predicting the solution at a parameter
value P + δP , given a solution and its factorized Jacobian at parameter value P .
A first order approximation z̃ to the solution z at P + δP is given by

z(P + δP ) ≈ z̃(P + δP ) = z(P ) + zpδP (7.11)

The approximation z̃ provides an initial guess for Newton iteration at P + δP
that is often superior to z(P ). The first-order change in z with P , denoted zp,
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is given by†

rzzp = −rp (7.13)

where rp is the derivative of r with respect to parameter P . Given a factorization
of J ≡ rz at parameter value P , zp is computed by back-substitution of rp
approximated by central differences:

rp(P ) ≈ (r(P + ε)− r(P − ε))/2 (7.14)

The cost, two residual evaluations and a back-substitution, is modest. The
sensitivity vectors rp and zp are also useful for other purposes, as noted later in
this chapter.

It is straightforward to automate first-order continuation by applying simple
heuristics to determine a suitable value of δP . Auto-continuation is used much
like time-integration: starting with a solution at an initial value of P and an
initial step size δP , the code marches to a final value of P specified by the user. If
a continuation step either fails to converge, or exceeds an upper cutoff for number
of Jacobian factorizations, the step size δP is reduced by a geometric factor
(the default factor is 4). If the number of factorizations required to converge a
continuation step falls below a minimum cutoff, the step size is increased by a
geometric factor (the default factor is 2). The geometric factors and the cutoffs
can be changed in the Stepsize Parameters menu, but the default values are
robust and rarely benefit from change.

First-order continuation breaks down near points at which J exhibits a saddle
node (turning point) singularity, making it effectively impossible to traverse such
a singularity. Geometrically speaking, Newton’s method breaks down because
the tangent to the residual vector passes through infinite slope at the turning
point. Near to the turning point the tangent is an unreliable predictor of function
behavior, leading to unstable Newton iteration. A more effective method in this
situation is described in the next section.

†Eq. 7.13 should not be confused with the chain rule for a function ∂P [r(z(P ))] = rzzp.
Here the function is r(z, P ), the formal differentiation of which is given by

∂r

∂z

∣∣∣∣
P=const

× ∂z

∂P

∣∣∣∣
R=const

× ∂P

∂r

∣∣∣∣
z=const

= −1 (7.12)

which rearranges to Eq. 7.13. In words, this equation determines the change in z with respect
to P such that the residuals r remain constant at zero, i.e. in a state of convergence, at least
to a first-order approximation.
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7.3.2 Arclength continuation

In arclength continuation, a turning point singularity in parameter P is un-
folded by mapping it to a parameter L that characterizes arclength along the
solution curve. Arclength is guaranteed to always increase along the solution
curve, whereas P may first increase, then decrease. Unfolding the turning point
regularizes the system of equations, and the turning point can be traversed by
continuation in L in place of P .

There are a few variations on this technique. In Cats2D, a pseudo-arclength
parameter is introduced:

L = Lo +
zp(z− zo) + P − Po√

1 + ||zp||2
(7.15)

where Lo is an arbitrary reference value of L at reference solution zo. Taking
Lo and zo to be the values at the previous continuation step, a scalar residual is
formed by

q = δL− zp(z− zo) + P − Po√
1 + ||zp||2

= 0 (7.16)

where δL is a continuation step size specified by the user. The system of equa-
tions is augmented by q:[

J rp
qTz qp

] [
∆z
∆P

]
= −

[
r
q

]
(7.17)

In this formulation the parameter P has been made into an unknown of the prob-
lem, and the value of its update ∆P is determined by the arclength constraint
q. The solution obtained by block elimination is given by:[

∆z
∆P

]
=

[
x + zpδP

δP

]
(7.18)

To obtain x and zp it is necessary to compute rp (done in Cats2D by numerical
differences), and back-substitute twice using the factorization of J:

Jx = −r ; Jzp = −rp (7.19)

Once these are known, δP is computed from:

δP = − q + qz · x
qp + qz · zp

(7.20)
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Whereas J is singular at a turning point, the denominator (qp + qz · zp) 6= 0,
guaranteeing a solution to the augmented system of equations 7.17. A Newton
step of the augmented system requires two additional residual evaluations (to
evaluate rp by numerical differencing), and one additional back-substitution to
compute zp, the cost of which is minor.

To aid the user in choosing an appropriate step size δL at each continuation
step, the code prints to screen dP/dL at the current solution (how this is com-
puted is described in the next section). This quantity provides an estimate of
how much P will change for a given step size δL. Since dP/dL equals zero at
the turning point, the drop in its magnitude should be monitored carefully as
the turning point is approached. Often it is necessary to decrease the step size
greatly as the turning point is approached, and it is advisable to use full Newton
iteration near to it.

Arclength continuation can be used with automatic stepping, but this fea-
ture is partially developed and may not be reliable. An effective strategy is to
use automatic first-order continuation to locate a turning point. From there
the turning point can be traversed by arclength continuation, reverting then
to first-order continuation to compute the next solution branch. The sign of
the determinant will change upon reaching the new branch, and so should be
monitored closely.

7.3.3 Parameter tracking

The method of the previous section can be generalized by substituting a physical
constraint for the arclength constraint. Then it is possible to track the value
of a parameter such that the desired physical constraint is satisfied. Consider,
for example, the Czochralski method of crystal growth. In this method the pull
rate is controlled, and the crystal radius is determined by the dynamics of the
physical problem. In terms of a standard model of this process, pull rate is
cast as an input parameter, and the crystal radius is a feature of the computed
solution. To invert the problem such that crystal radius is specified and pull rate
is computed, the equations of the previous section can be used with P given by
the pull rate, and the crystal radius introduced as the continuation parameter
L. The constraint is given by q = Rcrystal − L. In this formulation, qp = 0 and
qz = ek, a unit vector with non-zero entry corresponding to the y-coordinate
value at the triple-phase line (which is equivalent to Rcrystal).

At present the code allows the user to specify a boundary, and a coordinate
direction (X or Y ), from which L is computed equal to either ∆X or ∆Y along
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that boundary. Selecting the crystal-melt interface as the boundary and Y as the
coordinate direction constrains the crystal radius, as described above. Similarly,
interface deflection can be constrained by selecting the crystal-melt interface and
choosing X as the coordinate direction. When parameter tracking is selected
as a continuation method, a constraint parameter L is automatically created
and initialized to a converged value, and from that point on will appear in the
parameter menu like any other input parameter.

It is instructive to consider a first-order predictor step in continuation pa-
rameter L (cf. Eq. 7.13) applied to the augmented system of Eq. 7.17:[

J rp
qTz qp

] [
δz̃

δP̃

]
= −

[
rL
qL

]
(7.21)

The solution is given by:[
δz̃

δP̃

]
=

[
zL + zpPL

PL

]
(7.22)

To obtain zL and zp it is necessary to compute rL and rp (done in Cats2D by
numerical differences), and back-substitute twice using the factorization of J:

JzL = −rL ; Jzp = −rp (7.23)

Once these are known, PL is computed from:

PL = −qL + qz · zL
qp + qz · zp

(7.24)

Cats2D performs these steps to obtain a first-order predictor step when solving
bordered systems by either arclength or parameter continuation, which enables
larger continuation steps and better numerical stability than zeroth-order con-
tinuation.

Computing a first-order update generates a noteworthy byproduct, which is
the sensitivity of the tracking parameter P to the continuation parameter L,
namely PL ≡ dP/dL given by Eq. 7.24. In the case that L is the crystal radius,
for example, its linearized sensitivity to changes in any parameter P can be
determined by computing the inverse of Eq. 7.24:

LP ≡ dL/dP = − qp + qz · zp
qL + qz · zL

(7.25)

Using this expression it is possible to determine whether a change in parameter
P will have a significant effect on the crystal radius, and whether that effect will
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result in an increase or a decrease in crystal radius. The utility of computing
parameter sensitivities is discussed in more detail below.

The equations in this section were developed with the constraint value L
as the continuation parameter, but the results apply equally well to any input
parameter in place of L. Simply reconsider the equations with an arbitrary
parameter Q in place of L. Under this scenario the constraint parameter L is
held constant, continuation is performed by marching in the parameter Q, and
parameter P is computed as part of the solution such that the constraint is
satisfied. Put more simply, we compute P vs. Q at constant L. Thus we might,
for example, compute pull rate vs. growth angle at constant crystal radius in
Cz growth. The benefits of such multiparameter continuation can be profound
in nonlinear systems having a narrow zone of stability with respect to one or
more parameters. Cats2D will perform parameter tracking with any parameter
as either tracking or continuation parameter.

In principle the code can be modified to use any constraint, but such in-
verse problems should be thought out carefully, because solution existence is
not assured even when the related forward problem admits physical solutions.
Also, a turning point might appear in an inverse problem at a regular solution
point of the forward problem. On the other hand, a turning point in a forward
problem can be regularized by choosing a suitable inverse constraint to track.
Of course the arclength constraint of the previous section is one such constraint,
designed specifically to guarantee a regularized problem at the turning point
regardless of the physical problem at hand. The generality of this constraint is
often its downfall, however, because Eq. 7.15 emphasizes all elements of a solu-
tion equally, whereas in many problems a relatively small number of unknowns
dominate behavior of the Jacobian near to its singular point. Thus small changes
in a few important unknowns will have only a small effect on arclength, though
they might have a large effect on the solution The practical consequence is a
poorly conditioned problem for which the numerics can become very difficult in
the vicinity of the turning point, and in this sense the regularization can be con-
sidered weak. A physics-based constraint, if chosen with care, can give a strong
regularization that results in well-behaved numerics even at the singular point
of J. The radius-tracking constraint described above emphasizes only a single
element of the solution vector, which is the radial position of the node at the
triple-phase line, but the impact of this element on the solution is sufficiently
strong to provide an excellent regularization.
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Figure 7.1: Inverting the problem transforms turning points at P = P ∗ in the
forward problem to extrema at L = L∗ in the inverse problem. Though L∗ is a
regular point of the inverse problem, the Jacobian J of the forward problem is
singular there and must be factorized by a special technique described in this
section.

7.3.4 Solving systems with singular J

The augmented system in Eq. 7.17 recasts the parameter continuation problem
from L(P ) in the forward problem to P (L) in the inverse problem. Turning
points occurring at P = P ∗ in the forward problem become extrema occurring
at L = L∗ in the inverse problem. See Fig. 7.1 for a geometrical interpretation.
Though J is singular at these points, the augmented system remains non-singular
and its extrema are easily traversed by first-order continuation. Very close to the
turning point, however, the block-substitution steps in Eq. 7.19 will fail because
J is singular, even though the augmented system is not singular. Factorization of
J fails because the linear solver is unable to find a suitable pivot within J. Some
means of pivoting the bottom row of Eq. 7.17 into J is needed if the augmented
system is to be solved directly at a turning point.

Suppose the Jacobian is perturbed in the form

J′ = J + u⊗ v (7.26)

For reasonable choices of u and v, we expect that J′ is non-singular in the
neighborhood of singular points in J. The Newton step J∆z = −r is equivalent
to solving the block system[

J′ u
vT 1

] [
∆z
∆D

]
= −

[
r
0

]
(7.27)
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where a dummy parameter ∆D has been introduced.‡ Eq. 7.27 can be solved
by block elimination with the following steps:

J′x = −r ; J′y = −u (7.28)

∆z = x− v · x
1 + v · y y (7.29)

The result is equivalent to the Sherman-Morrison formula applied to J = J′ −
u⊗ v.

It isn’t immediately clear what has been gained by this rearrangement. J′

can be factorized, making it possible to compute the steps in Eq. 7.28, but
the denominator 1 + v · y in Eq. 7.29 is zero at the turning point, making it
impossible to evaluate the update. The advantage of this form becomes apparent
when an additional constraint is added in the manner of Eq. 7.17, which has
the effect of regularizing the problem at the turning point. Putting together
Eqs. 7.27 and 7.17 gives a doubly bordered system: J′ u rp

vT 1 0
qTz 0 qp

∆z
∆D
∆P

 = −

r
0
q

 (7.30)

The bordering rows and columns are gathered into n× 2 matrices

U ≡
[
u rp

]
; V ≡

[
v qz

]
(7.31)

and the 2× 2 diagonal matrix is formed:

H ≡
[
1 0
0 qp

]
(7.32)

Defining also

∆p ≡
[
∆D
∆P

]
; q ≡

[
0
q

]
(7.33)

the system can be put in the block form[
J′ U

VT H

] [
∆z
∆p

]
= −

[
r
q

]
(7.34)

‡∆D can be thought of as a restriction on a norm of ∆z by the relation ∆D = v ·∆z.
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The solution is obtained by block elimination with the following steps:

J′x = −r ; J′Y = −U (7.35)

(H + VT ·Y)∆p = −(q + VT · x) (7.36)

∆z = x + Y ·∆p (7.37)

The entire algorithm for computing the Newton update of the inverse system at
singular points in J is given by Eqs. 7.35–7.37. Only a single factorization of J′

is needed, and three back-substitutions with right hand sides −r, −rp, and −u.

The matrix in Eq. 7.36 can be inverted by hand to develop explicit formulas
for ∆P and ∆D. Let

Y ≡
[
y zp

]
(7.38)

Then

A ≡ H + VT ·Y =

[
1 + v · y v · zp
qz · y qp + qz · zp

]
(7.39)

The determinant is given by

det A = (1 + v · y)(qp + qz · zp)− (qz · y)(v · zp) (7.40)

and the updates by

∆D =
(v · zp)(q + qz · x)− (qp + qz · zp)(v · x)

det A
(7.41)

∆P = −(1 + v · y)(q + qz · x)− (qz · y)(v · x)

det A
(7.42)

∆z = x + y∆D + zp∆P (7.43)

where x, y, and zp are computed by solving the linear systems

J′x = −r ; J′y = −u ; J′zp = −rp (7.44)

Eqs. 7.40–7.44 can be used in place of Eqs. 7.35–7.37 if desired.

Computing the update at the turning point requires that A is non-singular
and invertible. This condition should be satisfied provided the perturbation
u ⊗ v is carefully chosen and the inverse problem of Eq. 7.17 is well defined.
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The upper left element (1 + v · y) equals zero at turning points in J, and the
determinant is given by

det A = −(qz · y)(v · zp) at P = P ∗ (7.45)

and

∆P = − v · x
v · zp

at P = P ∗ (7.46)

The determinant must remain non-zero at regular points of the augmented sys-
tem, which requires that qz · y 6= 0 and v · zp 6= 0. Note that it is not required
that qp be non-zero (i.e. the constraint q need not depend explicitly on the pa-
rameter P ). To avoid a small determinant requires that qz (the constraint) and
v (a row perturbation that is scaled by u) emphasize solution elements that
respond strongly to changes in parameter P.

It is important that u and v are chosen to maintain the sparse pattern of J
in J′. One possibility is to perturb J by u⊗ v = ej ⊗ qz, which is equivalent to
pivoting the augmenting constraint into the j-th row of J. To simplify matters
further, assume that qp = 0 (which is usually true). Then Eqs. 7.41–7.42 reduce
to particularly simple forms:

∆D = q (7.47)

∆P = −(1 + qz · y)q + qz · x
qz · zp

(7.48)

This approach is unattractive because it is restricted to cases for which the
constraint is sparse.

An obvious alternative is to perturb the diagonal of the j-th row by a scalar
factor α by setting u⊗ v = αej ⊗ ej . This factor should be set to a value much
larger than the pivot tolerance and comparable to the row-norm. Unity is a
good value for a properly scaled problem in Cats2D. It isn’t difficult to prove
that this perturbation will regularize J′ at singular points in J. In this case
Eqs. 7.41–7.42 reduce to:

∆D =
zp,j(q + qz · x)− (qp + qz · zp)xj

(1 + yj)(qp + qz · zp)− (qz · y)zp,j
(7.49)

∆P = − (1 + yj)(q + qz · x)− (qz · y)xj
(1 + yj)(qp + qz · zp)− (qz · y)zp,j

(7.50)
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An interesting special case of this perturbation is its use with a constraint of the
form qz = ej , qp = 0, which acts to directly constrain the j-th solution unknown.
This is a strategy employed by several existing methods, which happens to be
equivalent to the constraint introduced in Sec. 7.3.3 to track crystal radius at
the triple-phase line. The equations simplify to:

∆D = q (7.51)

∆P = −(1 + yj)q + xj
zp,j

(7.52)

The only restriction on computability is that zp,j 6= 0. To avoid numerical in-
stability, however, large zp,j is preferred, which provides a guideline for choosing
j such that zp,j = |zp|∞.

7.3.5 Critical point tracking

The ability to compute solutions at singular points in J by the algorithm of
the previous section makes it possible to track turning points in L by finding
extrema in P (L) of the inverse problem, as illustrated in Fig. 7.1 . The gist of
the method is to use a root-finding scheme to determine the value of L at which
PL = 0. Evaluating PL requires solving the inverse problem represented by
Eq. 7.34, then solving the bordered first order update in Eq. 7.21 by repeating
the steps in Eqs. 7.35–7.36 with q and r replaced by qL and rL. The result is
given by:

PL = −(1 + v · y)(qL + qz · zL)− (qz · y)(v · zL)

det A
(7.53)

For the case discussed above with qz = ej , qp = 0, the formula simplifies to:

PL = −(1 + yj)q + zL,j
zp,j

(7.54)

In addition to the three back-substitutions of J′ appearing in Eq. 7.44, computing
PL requires a back-substitution with right hand side −rL (approximated by finite
differences), needed to compute zL.

Since derivative information is not easily computed, a secant-based algorithm
is more economical than Newton iteration with numerical derivatives in finding
the root of a scalar equation. Here the parameter L is updated by an iteration

Lk+1 = Lk − P kL
Lk − Lk−1

P kL − P k−1
L

(7.55)
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Iteration continues until L stops changing. Computing P kL accurately requires
iterating the equations of the inverse problem [r, q] to convergence at each step
in L. In this way the method is structured differently from a global Newton
iteration, which would concurrently update L at every Newton iteration of the
inverse problem. But doing it this way here would constitute an inexact Newton
method, because Eq. 7.55 lacks derivatives of PL with respect to the solution
z. To restore quadratic convergence would require computing these derivatives
numerically at the cost of two additional factorizations of J′. Since iterating
the equations to convergence is likely to require only one or two factorizations
of J′, the superlinear convergence of the secant method (theoretical exponent =
1.618) seems like the most efficient compromise.

Starting up the secant iteration requires solutions at two points in L. Assum-
ing that L0 and P 0

L have been obtained near the turning point by a continuation
procedure, a second point is given by L1 = L0 + ε, P 1

L = PL(L1), where ε is a
small step in L. By this procedure the secant iteration starts with a Newton step
using a numerical derivative. This differs from the usual practice of bracketing
the root to start the iteration. Bracketing increases the likelihood of convergence
of the secant iteration, but would be detrimental overall, because the large ex-
ploratory steps in L needed to determine the bracket efficiently are likely to
cause loss of convergence of the underlying problem in [r, q]. Bracketing should
be unnecessary, provided that a continuation strategy is employed to keep L0

close to L∗.

7.3.6 Multiparameter continuation

Sometimes it is desired to continue in multiple parameters simultaneously. This
can be done by activating one or more parameter constraints in the Parameter
menu. Such constraints can be defined interactively while running the code.
Any of the input parameters can be chosen as a dependent parameter, to be
computed in terms of one or more of the other input parameters (the indepen-
dent parameters). The functional relationship between the dependent parameter
and independent parameters is defined interactively through a standard reverse
Polish notation (RPN) calculator interface.

A simple use of a parameter constraint is to equate one parameter to another.
Suppose for example that static wetting angles are specified at two locations in
a problem, and these angles are presumed to equal one another in reality. It
will often be preferable to continue in both angles simultaneously, such that they
remain equal. This can be accomplished by defining a parameter constraint that
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equates one angle (the dependent parameter) to the other angle (the indepen-
dent parameter). Both angles will then change in tandem during continuation
in the angle chosen as the independent parameter. This procedure will repre-
sent a physically realizable path of solution states, and will avoid unnecessarily
breaking symmetry.

Multiparameter continuation works for both first-order and arclength contin-
uation, and for parameter tracking. Multiple parameter constraints are allowed.
Once defined, a constraint set can be saved to file, sparing the user from having
to enter it repetitively each time the code is restarted.

7.4 Solution analysis

Cats2D offers several types of linearized analysis to aid in the study of solution
behavior. The parameter sensitivity technique described in the next section
is fully implemented and reliable. The frequency response and eigenanalysis
capabilities are developmental and should be treated with caution.

7.4.1 Parameter sensitivity

It is often of interest to understand how changes in input parameters affect the
solution to a problem. One approach is to generate solutions at various points in
parameter space, which is facilitated by the continuation methods just described.
These solutions can be post-processed to yield a variety of information. Sifting
through the results can be time-consuming, however, especially for problems
with many input parameters. To better guide the search, a rapid screening to
determine the relative impact of each input parameter can be performed by a
technique described here.

To use this technique it is necessary to define a quantitative metric of inter-
est, L, that can be any function of the solution z and its input parameters p,
depending on the particular problem and the user’s interests. Each metric must
be programmed into the code separately. At present the code allows the user
to specify a boundary, and a coordinate direction (X or Y ), from which L is
computed equal to either ∆X or ∆Y along that boundary. As described above,
this constraint can be used to study the effect of parameters on crystal radius,
interface deflection, or gap width in melt crystal growth systems.

Given L(z,p), the code sweeps through all input parameters, computing
dL/dP for each by Eq. 7.25. Results of a parameter sweep are printed to screen
in a table showing P , which is the parameter value, dL/dP , which is the absolute
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change in L with absolute change in P , (1/L)dL/dP , which is the fractional
change in L with absolute change in P , and (P/L)dL/dP , which is the fractional
change in L with fractional change in P .§ This last value is commonly referred to
as the gain. Whether fractional change or absolute change is more informative
depends on L and P , and is a matter of user interest and judgment. A small
value of gain should not necessarily be ignored, especially if a large change in P
is anticipated.

These gains can be useful to assess the sensitivity of the system to uncer-
tainties and perturbations in the input parameters. They also provide a way
to quickly screen input parameters for viable actuation strategies in feedback
process control. The computational cost of a parameter sweep is small, one
back-substitution per parameter.

Sample output generated by a parameter sweep with interface deflection as
the metric is shown in Figure 7.2. These results are for the two-phase solidi-
fication problem shown in Figure 2.14. Parameters exhibiting large gains are
flagged by one, two, or three asterisks in the final column, which denote values
of (P/L)dL/dP > 0.1, 1, and 10, respectively. The flags provide at best a crude
guide, so care should always be exercised in interpreting the gains.

Several points about these results are noteworthy. Thermal conductivity
in the two phases has a large effect of equal magnitude and opposite sign on
interface deflection, which is to be expected. Also expected are the large gains
in response to latent heat and furnace temperature gradient. The large effect of
thermal Peclet number in phase 2 is a consequence of the latent heat boundary
condition, which scales its velocities by the Peclet number, but results for this
parameter should be ignored because its use is artificial here. The response to a
change in the Time parameter may also seem surprising, but this occurs because
changing the parameter shifts the position of the furnace temperature profile by
the translation rate specified in the User Heat Flux data. MeshCompress is a
non-physical parameter used to tune the mesh, and is ordinarily of little interest,
but here its gain can be viewed as a diagnostic of mesh quality. A small change
in a high quality mesh should result in a small gain for the MeshCompress
parameter. In this example the gain is an order of magnitude smaller than the
default convergence criterion, which suggests that the mesh is of good quality.

§If L = 0 then (1/L)dL/dP is not computed and (P/L)dL/dP is replaced by PdL/dP . If
P = 0 then PdL/dP and (P/L)dL/dP are not computed.
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===============================================================================

* S O L U T I O N A N A L Y S I S *

===============================================================================

1 Parameter Sensitivity 4 Hop On Pop

Frequency Response 5 One Fish Two Fish

Eigensolver 6 Return

Choice [q]: 1

Sweep all parameters? [Y/n]: y

Enter the Boundary Id: 1

Enter the coordinate selection (0 for X, 1 for Y) = 0 or 1: 0

Boundary 1 length = 2.2989e-01

Computing a new factorization, standby...

=============================================================================================================

Dynamic Parameter Type Pvalue dL/dP (1/L)dL/dP (P/L)dL/dP

=============================================================================================================

ThermalPeclet, M1 .................................. 1.0000e+00 NEGLIGIBLE

ThermalPeclet, M2 .................................. 1.0000e+00 1.1462e-01 1.0111e+00 1.0111e+00 **

Conductivity, M1 ................................... 1.0000e+00 -2.7844e-01 -2.4563e+00 -2.4563e+00 **

Conductivity, M2 ................................... 1.0000e+00 2.7844e-01 2.4563e+00 2.4563e+00 **

Prandtl, M1 ........................................ 1.0000e+00 NEGLIGIBLE

Prandtl, M2 ........................................ 1.0000e+00 NEGLIGIBLE

MeshCompress ....................................... 0.0000e+00 -8.9037e-07 -7.8543e-06

Time ............................................... 0.0000e+00 -5.0314e-04 -4.4384e-03

=============================================================================================================

Boundary Condition Parameter Type Pvalue dL/dP (1/L)dL/dP (P/L)dL/dP

=============================================================================================================

(13) User Heat Flux B2, R1 ......................... 1.0000e+01 6.0659e-04 5.3510e-03 5.3510e-02

(13) User Heat Flux B2, R2 ......................... 1.0000e-02 NEGLIGIBLE

(13) User Heat Flux B2, R3 ......................... 1.0000e+00 -1.1462e-01 -1.0111e+00 -1.0111e+00 **

(13) User Heat Flux B2, R4 ......................... 0.0000e+00 5.0314e-02 4.4384e-01 *

(11) Isotherm B1 ................................... 0.0000e+00 -5.0314e-02 -4.4384e-01 *

(12) LatentHeat B1, R1 ............................. 5.0000e+01 2.2923e-03 2.0221e-02 1.0111e+00 **

(12) LatentHeat B1, R2 ............................. 1.0000e-02 1.1462e+01 1.0111e+02 1.0111e+00 **

(12) LatentHeat B1, R3 ............................. 0.0000e+00 -2.9653e-01 -2.6158e+00 **

=============================================================================================================

Constraint Parameter Type Pvalue dL/dP (1/L)dL/dP (P/L)dL/dP

=============================================================================================================

Boundary Length .................................... 1.1336e-01 -1.0000e+00 -8.8214e+00 -1.0000e+00 **

Figure 7.2: Parameter sensitivities for interface deflection in the two-phase so-
lidification system shown in Figure 2.14 (correct screen formatting of this table
requires a Unix terminal window at least 132 columns wide).
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7.4.2 Frequency Response

The linear gains at a given frequency, or for a sweep of frequencies, can be
computed using the Jacobian J, mass matrix M, and parameter sensitivity
vector rp.

7.4.3 Eigensolver

This feature of the code requires the ARPACK library and a compatible Fortran
compiler (the complex shift option does not work correctly, however).
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Chapter 8

Tips and hidden features

8.1 The secret shell escape command

A very useful hidden feature is the shell escape command, which allows the user
to issue a command that is passed to the Unix shell for execution. This is done
by preceding the command by ! (the bang symbol), and can be done at any
menu or prompt in the Cats2D interface. For example, suppose that you have
just created a file called linedata.txt containing line plot data, and want to
view the data without exiting Cats2D or switching to another application to
view the file. To scroll the file within the Cats2D interface, simply type !more

linedata.txt at the Cats2D prompt. Similarly you can move and copy and
rename files from within the Cats2D interface, again by invoking standard Unix
utilities preceded by the bang symbol. You can even launch a new shell by
typing !csh, for example. You can roam freely outside the code in this terminal
shell. Upon exit you will be returned to the Cats2D interface where you were
at when you invoked the shell.

8.2 The secret suspend command

Sometimes it can be useful to interrupt the code during a long time-integration
or continuation sequence without actually killing the code. This can come up
because the user has decided that it would be wise, or perhaps interesting, to
look at how the solution has evolved before a time-integration is complete. By
suspending the time-integration, it becomes possible to postprocess the most
recent time step.

115
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To allow this possibility, the code tests at the end of each Newton step for
the existence of a file named flow.kill. If the code detects the existence of this
file in the current directory, it will stop the time-integration and return to the
Transient menu (despite the “kill” suffix, the code is not killed, which is precisely
the point of having this feature). Only the existence of the file matters, not its
contents, so it is enough to type touch flow.kill in the current directory to
achieve the effect. The user need not remove the file; the code will do that.

8.3 The secret popup menu

To access the secret popup menu when running Cats2D, type @ and hit return.
You can do this from any menu, or even in the middle of an interface dialog.
Some commonly used menus found elsewhere, such as File Management and
Parameter Manager, can be accessed in the popup menu, which serves as a
shortcut to these menus. The popup menu also has some potentially useful
functions that are not found anywhere else in the code. These are described
next.

8.3.1 Float Display Precision

One of these is the ability to set the floating point display precision used to
print real numbers to the screen, or to print real numbers to an ascii data file
(e.g. line or boundary data plot files created by the post-processor). Ordinarily
real numbers are written to four digits after the decimal point, but sometimes
this precision is inadequate when working with small numbers. By summoning
the popup menu, the floating point display precision can be changed. Figure
8.1 shows an example in which the precision is changed from 4 digits to 8 digits
during a contour plot dialog. Quitting the popup menu returns the user to
wherever the menu was first invoked. In this example, the prompt to enter the
minimum contour is reprinted with 4 digits, but the maximum contour is printed
with 8 digits, as will be all succeeding real numbers until the floating display
precision is changed again.

8.3.2 32-bit Compatibility Mode

Cats2D solution files written by a 32-bit version of Cats2D can be read by a 64-
bit version of Cats2D if the 32-bit compatibility mode is invoked in the popup
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===============================================================================

Stream Function

===============================================================================

| Percentile

Minimum Mean Maximum | 10 50 90

-------------------------------------------------------------------------------

-3.1523e-03 1.3963e-02 6.1054e-01 -4.2960e-05 8.2476e-09 2.8068e-03

-------------------------------------------------------------------------------

Enter the Number of Contours >= 1

[Default = 21]: 21

Enter the Minimum Contour

[Default = -3.1523e-03]: @

===============================================================================

* P O P - U P F U N C T I O N S *

===============================================================================

1 File Management 5 Parameter Manager

2 Float Display Precision 6 Set Terminal Output Flags

3 32-bit Compatibility Mode 7 Cancel

4 Set Console File Flag

Choice: 3

Enter the Floating Point Display Precison >= 0 and <= 15

[Default = 4]: 8

===============================================================================

* P O P - U P F U N C T I O N S *

===============================================================================

1 File Management 5 Parameter Manager

2 Float Display Precision 6 Set Terminal Output Flags

3 32-bit Compatibility Mode 7 Cancel

4 Set Console File Flag

Choice: q

Enter the Minimum Contour

[Default = -3.1523e-03]:

Enter the Maximum Contour

[Default = 6.10536598e-01]:

Figure 8.1: The secret popup menu can be accessed anywhere in the Cats2D
interface by typing @ and hitting return. In this example the floating point
display precision used for ascii output is changed from 4 digits to 8 digits.
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menu. A 64-bit version of the file can be then created by simply writing the
solution from the File Management menu.

8.3.3 Console File and Terminal Output Flags

Cats2D always outputs a file flow.out that contains much useful information
about the solution process. Not everything that occurs during a Cats2D session
is recorded, however. It is possible to log a complete record of screen activity
that occurs during a session, if desired, by specifying a console file name in the
command line at runtime. For example, entering cats2d.x logfile.txt will
cause all screen activity to be written to the file logfile.txt. Once a console
file has been specified, it is possible to selectively record a session by turning the
console file flag on and off in the popup menu.

Screen output can be also be disabled, by setting the terminal output flags.
This option will also disable output to the flow.out file. This option can be use-
ful under rare circumstances when running very long simulations that generate
a lot of output.



Chapter 9

Control File Reference

9.1 General

Fonts are assigned the following meanings in the command summaries:

• Typewriter is used to indicate string literal arguments, e.g. flow(on).

• Slanted is used to indicate variable arguments, e.g. material ID.

• Italic is used to indicate an expression consisting of multiple variable ar-
guments, e.g. material definition.

• Arguments and expressions that are optional are enclosed in square brack-
ets, e.g. [region definition].

Case is unimportant in the flow.ctrl file. Except for end and echo, the
order in which commands appear is unimportant.

Blank spaces and lines are ignored, as are lines which begin with the comment
symbol, “%”. A line beginning with “%%” is the block-comment symbol. All
lines that fall between a pair of block-comment symbols are ignored.

A flow.ctrl file need not contain any commands, and no flow.ctrl file is
needed to access the mesh generator.

9.2 Command summary

BASIS

Usage: basis(field type, basis type, [ID], [flag specification])
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The field type can be assigned the following values (the default basis type
for each field is also given):

• displacement — biquadratic

• energy — biquadratic

• mesh — bilinear

• pressure — linear discontinuous

• species — biquadratic

• strain — bilinear

• stress — biquadratic

• swirl — biquadratic

• velocity — biquadratic

The basis type can be assigned the following values (restrictions are noted
for some of the basis types).

• bilinear

• biquadratic

• constant — allowed for pressure only.

• linear-discontinuous — allowed for pressure only.

• serendipity

• quad9

The optional variable ID is a material ID for all values of field type except
mesh, in which case it is a mesh region ID. Thus, in a multiphase problem it
is possible for a field to have different basis functions in different materials.
Likewise, in a problem with multiple mesh regions it is possible for the
mesh to have different basis functions in different mesh regions.

The optional expression flag specification is allowed only in conjunction
with a basis type of quad9. This option allows the user to specify basis
functions which are intermediate between bilinear and biquadratic, by se-
lectively activating basis coefficients node by node. These are referred to
as mixed linear-quadratic basis functions. The flag specification has the
form flags, node1, node2, ..., node9. The flags node1, etc., either have
a value of 0 (to indicate an inactive basis coefficient), or 1 (to indicate an
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Figure 9.1: Local node numbering for mixed-order Lagrange basis functions.

active basis coefficient). (Figure 9.1 defines the order in which the nodes
are numbered). Note: the first four flags, which correspond to the corner
nodes, must equal 1. Using quad9 without a flag specification is equivalent
to using biquadratic.

Examples:

• basis(velocity, serendipity) sets the velocity field to use seren-
dipity basis functions everywhere.

• basis(velocity, serendipity, 2) sets the velocity field to use ser-
endipity basis functions in material 2 in a multiphase problem.

• basis(mesh, biquadratic, 3) sets the mesh equations to use bi-
quadratic basis functions in mesh region 3.

• basis(species, quad9, flags, 1, 1, 1, 1, 1, 0, 1, 0, 0)

sets the species equations to use mixed linear-quadratic functions
everywhere. Basis coefficients are active at the four corners, and the
midnodes on the south and north edges of the element. Thus the basis
functions are quadratic on the south and north edges, and linear on
the east and west edges.

• basis(swirl, quad9, 2, flags, 1, 1, 1, 1, 1, 0, 1, 0, 0)

specifies the same basis functions described in the previous example,
but only for material 2.

BC

Usage: bc(ID, boundary condition specification)

ID is an integer ID used to identify boundary condition parameters for
continuation. The absolute value of ID used in each bc command must be
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unique; that is, no value may be used in more than one bc command. If ID
is a positive integer, then any parameters which appear in the boundary
condition will appear in the continuation parameter menu. If ID is a neg-
ative integer, such parameters will not appear in the boundary condition
menu, though these parameters can be activated at run time via the Pa-
rameter Manager menu. Other than the restrictions just listed, the value
of ID is arbitrary.

The boundary condition specification has the form type(boundary ID, (in-
teger data), (real data)) (see Figure 2.5). The boundary ID refers to the
unique integer assigned by the user when the boundary was defined using
the interactive mesh generator. The integer data consists of the number
of data, followed by a list of integers, and the real data consists of the
number of data followed by a list of real data. The data required depends
on the boundary condition type, as described below.

Most essential, periodic, or constraint type boundary conditions allow the
user to specify whether the condition is to apply to the first and last nodes
along the boundary (first and last are with respect to a counter-clockwise
direction along the boundary, the usual convention). Thus many of the
types listed below have start node and stop node listed among the integer
data. To apply an essential boundary condition to an end node, assign a
value of 1 to start node or stop node, else assign a value of 0. In either case
the boundary condition will apply at all other nodes along the boundary.

For all Dirichlet boundary conditions except UN- and UT-Dirichlet, it
is possible to apply the condition at an end node only . To do so set start
node or stop node to -1.

Another type of integer data common to many boundary conditions is the
quadratic flag. This flag sets the mesh basis function at the boundary to
linear (0), or quadratic (1). Quadratic is the default.

All flux boundary conditions are applied as natural boundary conditions,
and can be applied multiply and repeatedly to build up a linear sum of
fluxes. See Eqs. 4.26 and 4.27 for an example.

The type can be assigned the following values:

• Angle — fixes the angle of the normal to a boundary at one of its
ends. Commonly used to specify static and dynamic contact angles
in free boundary problems. See Eqs. 4.54 and 4.55 for two different
forms of the angle condition.
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Three pieces of integer data are required. The first flag sets whether
the condition is applied at the start node (0) or end node (1). The
second flag determines which formulation to use: the wetting angle
formulation (Eq. 4.54) with a user-specified reference normal (0), or
the wetting angle formulation with the reference normal determined
by the normal to the adjacent side of the element (1), or the growth
angle formulation (Eq. 4.55) (2). The third flag determines which
type of equation is replaced by the angle condition: the grid equa-
tion that controls motion perpendicular to the boundary (0), or the
continuity residual (1), or the x-momentum equation (2), or the y-
momentum equation (3), or the grid equation that controls motion
tangent to the boundary (4).

One piece of real data is required: the angle in degrees, which is either
θ or α defined in Figure 4.1, depending on the formulation specified
by the second integer flag. Two additional pieces of real data are
optional. These are the x- and y-components of the direction of the
reference normal in Eq. 4.54, or alternatively the growth direction in
Eq. 4.55. The length need not be normalized to one; the values given
here are used to set only the direction of the reference vector. If no
reference vector is given, the default is the x-axis, i.e. nr = i or tr = i.

• C-Dirichlet — fixes the species concentration at the boundary. Con-
centration can be any order polynomial function of arclength along
the boundary.

Three to four pieces of integer data are required: start node, stop
node, polynomial order, and for multispecies problems, species ID.

Order + 1 pieces of real data are required: these are the values of the
polynomial function at equal intervals in arclength along the bound-
ary. Thus, if order is zero, a single constant is required. If order is
one, the value of the function at both ends of the boundary is re-
quired. If order is two, the value of the function at both ends and the
midpoint of the boundary is required, and so on for higher orders.

• C-Periodic — specifies that two boundaries are periodic with respect
to the species concentration. This means that the concentration and
mass flux of a species are identical at two boundaries. This is accom-
plished by equating the unknowns node by node along the boundaries,
which requires the user to specify an orientation flag described below.
For obvious reasons it is mandatory that the two boundaries have the
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same number of elements.

Four to five pieces of integer data are required: start node, stop node,
ID of the other boundary, orientation, and for multispecies problems,
species ID.

The orientation flag requires a value of 0 or 1. If the start node on
one boundary is to match the stop node on the other boundary, use
0, else use 1.

No real data are required.

• C-Robin — species flux at a boundary as a function of species con-
centration. See Eqs. 4.31 and 4.25.

No integer data are required for a single species problem, and one
integer data, the species ID, for a multispecies problem.

If one real data value (denoted A, generally a positive number) is
specified, it is taken to be a mass-transfer coefficient/first order ki-
netic constant. Flux is given by F = −AC.

If two real data values are specified, the second value (Co) is taken
to be a reference concentration. Flux is given by F = −A(C − Co).
If three real data values are specified, the third value (N) is taken
to be an exponent to which the concentration is raised. This allows
for a nonlinear reaction rate at the boundary. Flux is given by F =
−A(CN − CNo ).

The boundary condition may be applied repeatedly, to build up a
linear sum of fluxes, in a manner similar to Eq. 4.26.

• C-User — similar to C-Dirichlet, except that a user-specified func-
tion replaces the polynomial function. The user must define the
function in the subroutine UserDirichlet, found in the source file
bc user.c.

Three to four pieces of integer data are required: start node, stop
node, user-defined function ID, and for multispecies problems, species
ID. The function ID is passed to UserDirichlet to flag the appro-
priate user-defined function.

Any real data are passed to UserDirichlet to be used as function
parameters.

• Capillary-Traction — in flow problems with free boundaries or
liquid-liquid interfaces the normal stress caused by surface tension is
imposed. In non-isothermal problems the tangential stress caused by
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the Marangoni effect (surface tension variation with temperature) is
also imposed. See Eq. 4.12.

Two pieces of integer data are required: start and stop flags to indi-
cate whether the endpoint tension terms are to be included (1) or not
included (0). The endpoint conditions are not necessary where Dirich-
let or other essential-type velocity conditions will overwrite the mo-
mentum residuals, nor are they needed when the boundary is closed
(in which case the start node and stop node are the same node).
Typically the endpoint tension term is important where the meniscus
intersects an outflow boundary at which a normal traction is applied.

A third piece of integer data, the quadratic flag, is optional.

If energy is not on then two pieces of real data are required: the
capillary number and the ambient pressure (the ambient pressure is
only used at free boundaries, not internal interfaces). If energy is on
an additional datum is required, which is the Marangoni number. An
optional fourth real datum sets the reference temperature, if desired.
Otherwise this parameter defaults to a value of 1.

• Continuity — for moving boundary problems, specifies that the ve-
locity components at a boundary are equal to a user-specified mul-
tiple of the boundary velocity ẋ at a rigid or porous boundary (see
Eq. 4.16), or at a phase change boundary (see Eq. 4.17). Note that
for transient problems the Reynolds number must be non-zero to ac-
commodate the viscous time scale used by the code.

Two pieces of integer data are required: start node and stop node. A
third piece of data, the quadratic flag, is optional. If the quadratic flag
is given, then a fourth piece of data may also be given, which is the
no-leak flag. The no-leak flag replaces the midnode basis function
with the “square-wave” basis function, which suppresses any mass
leak through the boundary.

One real datum is required: the scalar P in Eq. 4.16. For a moving
rigid boundary P = 0, and for a porous boundary P > 0. At a phase
change boundary, P is replaced by 1 − ρj/ρi if flow is active in the
neighboring phase. If the neighboring phase does not have flow active,
then the user must supply an appropriate value for P.

An optional second datum, the scalar Q in Eq. 4.19, can be provided
to control tangential velocity. By default Q = 0. Set Q = 1 to stipu-
late that the tangential velocity equals the tangential node velocity.
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• Grid-Centerline — replaces a grid equation with a condition which
causes the length of the side of the element to remain constant. Useful
for maintaining the total length of the domain in a free boundary
problem in which the outflow boundary is allowed to move. Usually
used in conjunction with U-Dot-T.

Two integer data are required: start node and stop node. A third
datum, the quadratic flag, is optional.

No real data are required.

• Grid-Flux — maintains the relative length of elements along the
boundary when the mesh equations are solved. This condition is au-
tomatically applied at any boundary where the Isotherm, Kinematic,
Shape, Slope, Spline, or Growth-Velocity condition is applied,
so under ordinary circumstances there will be no need to specify
the Grid-Flux condition explicitly in the control file. Should it
be desired to control this boundary condition manually, specifying
Auto-Gridflux(off) in the control file will prevent the automatic
application of the boundary condition. If this is done and no other
condition applied, the pure Neumann condition is obtained, which
causes grid lines to intersect the boundary orthogonally.

No integer or real data are required.

• Growth-Velocity — used to specify a constant velocity of an inter-
face between two materials. The mesh must be on. The boundary
condition is not applied unless the problem is transient. See Eq. 4.57.

One piece of integer data is optional: the QuadraticSideFlag. If
QuadraticSideFlag is FALSE we use the default geometric basis func-
tion on the side of the element to which the isotherm BC is applied.
If QuadraticSideFlag is TRUE then we use a quadratic geometric ba-
sis function on the side of the element to which the isotherm BC is
applied.

Two real pieces of data are required: the x and y components of
velocity of the interface.

• Heat-Flux — specifies the energy flux at the boundary. A positive
value represents flux into the material. Flux can be any order poly-
nomial function of arclength along the boundary. See Eq. 4.24.

One piece of integer data is required: the polynomial order.

Order + 1 pieces of real data are required: these are the values of the
polynomial function at equal intervals in arclength along the bound-
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ary. Thus, if order is zero, a single constant is required. If order is
one, the value of the function at both ends of the boundary is re-
quired. If order is two, the value of the function at both ends and the
midpoint of the boundary is required, and so on for higher orders.

• Heat-Flux-User — similar to Heat-Flux, except that a user-specified
function replaces the polynomial function. A positive value repre-
sents flux into the material. The user must define the function in the
subroutine UserDirichlet, found in the source file bc user.c. See
Eq. 4.24.

One piece of integer data is required: the user-defined function ID.
The function ID is passed to UserDirichlet to flag the appropriate
user-defined function.

Any real data are passed to UserDirichlet to be used as function
parameters.

• Irradiance — necessary for the implementation of the P1 approx-
imation for the calculation of the irradiation J . (Reference: Derby,
Brandon, and Salinger 1998 IJHMT, v. 41, 1405-1415.) The con-
centration plays the role of irradiation, so the boundary condition is
applied to the species equation. See Eq. 4.34 and Section 4.2.2. If it is
desired to also solve for conservation of one or more real species, then
the user must specify a multispecies problem. In this case species 1
plays the role of irradiation (hardwired), and species 2, 3, etc. can
be used in the conventional manner.

Requires no integer data values.

Requires one real datum. The form of the boundary condition is: flux
of species 1 = real datum × (C[1]− 4 ∗ T 4)

• Isotherm — locates solid-liquid interface at the melting point isotherm.
Requires both energy and mesh to be on. See Eq. 4.58.

One real datum is required, the melting temperature. Ordinarily no
integer data are needed, but 2 modifying flags can be used:

For problems with species set on or fixed, a concentration-dependent
melting temperature may be specified by including an integer flag
that equals the polynomial order (P) of the dependence. The flag
is optional; the default behavior is constant temperature. If this
flag is included, then the real data will include the reference melting
temperature To plus P polynomial coefficients for each species, aki,
in the order To, a11, a12, ...., ak1, ak2, ...., akP , ..... See Eq. 4.59.
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An optional QuadraticSideFlag can also be specified. The default is
TRUE if no flag is specified. If polynomial order P is also specified,
the QuadraticSideFlag should be the last flag specified.

• Kinematic — replaces a grid equation with the kinematic boundary
condition (see Eq. 4.56). Restricted to problems in which both mesh
and flow are on. Note that for transient problems the Reynolds num-
ber must be non-zero to accommodate the viscous time scale used by
the code. If a non-zero Reynolds number is not set by the user, a
value of 1 will be imposed by the code, which implies a characteristic
velocity based on the viscosity and characteristic length.

Two pieces of integer data are required: start node and stop node. A
third piece of data, the quadratic flag, is optional. If the quadratic flag
is given, then a fourth piece of data may also be given, which is the
no-leak flag. The no-leak flag replaces the midnode basis function
with the “square-wave” basis function, which suppresses any mass
leak through the boundary.

No real data are required.

• Latent-Heat — latent heat of phase change at an interface. See
Eq. 4.28.

No integer data are required.

Three real pieces of data are required: a coefficient of latent heat,
given by the Stefan number, Sfi ≡ ∆Hf,i/cp,iTo, and the U and V
components of the interface velocity for quasi-steady problems (U
and V are ignored for transient problems, which instead calculate the
actual velocity of the nodes at the interface, dx/dt and dy/dt).

• Mass-Flux — same as Heat-Flux, except that a second piece of in-
teger data, the species ID, is required for multispecies problems. A
positive value represents flux into the material.

• Mass-Flux-User — same as Heat-Flux-User, except that a second
piece of integer data, the species ID, is required for multispecies prob-
lems. A positive value represents flux into the material.

• Melt-Kinetics — used to specify melt growth kinetics at an interface
between two materials, with undercooling as the driving force. See
Eq. 4.60. The mesh must be on. For steady-state problems the user
must supply a growth velocity. For transient problems the growth
velocity is equated to the velocity of the nodes at the interface.
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From one to six real data may be specified, which are planar melt-
ing temperature, kinetic coefficient, kinetic exponent, X component
of growth rate, Y component of growth rate, and Gibbs–Thompson
parameter. These are defined immediately following Eq. 4.60.

No integer data are required, except for the special case of the particle-
pushing problem, in which case a premelting effect can be included by
specifying the boundary ID of any particle boundary at which a shape
condition has been specified. In this case two additional parameters
will be activated, which are coefficient and exponent of premelting
effect.

• NN-Periodic — Invokes both R-Periodic and S-Periodic boundary
conditions for non-Newtonian problems.

• Outflow — to be applied at outflow (or inflow) boundaries where
the velocity is to be computed as part of the solution (rather than
imposed, as via the dirichlet conditions for example). See Eqs. 4.13–
4.15.

No integer data are required.

If no real data are given, the normal stress at the boundary is com-
puted as part of the solution. If one piece of real data is given, it is
taken to be the imposed normal stress.

• Penetration — Identical to Continuity boundary condition.

• R-Periodic — same as T-Periodic, for the R strain components in
non-Newtonian problems.

• S-Periodic — same as T-Periodic, for the S stress components in
non-Newtonian problems.

• Segregation — mass flux caused by partitioning at an interface. See
Eq. 4.32 and related discussion.

At least three real pieces of data are required: the partition coefficient
kp), and the U and V components of the interface velocity for quasi-
steady problems (U and V are ignored for transient problems, which
instead calculate the actual velocity of the nodes at the interface,
dx/dt and dy/dt).

Two integer flags may be used. The species Id is mandatory for
multispecies problems. A second, optional flag may be used to spec-
ify the polynomial order (P) of a concentration-dependent partition
coefficient. If this flag is included, then the real data will include
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the reference partition coefficient ko plus P polynomial coefficients
for each species, aki, in the order ko, a11, a12, ...., ak1, ak2, ...., akP , .....
See Eq. 4.33. If both flags are used, the species Id is the first flag
specified.

• Shape — a mesh boundary condition that causes the boundary to
maintain the shape specified in the mesh generator using the line

or circle options. (Does not work in conjunction with the with the
curve option; use the spline condition instead).

Two pieces of integer data are required: start node and stop node.
A third piece of data, the quadratic flag, is optional. Special: If the
quadratic flag is set to a value of 2 and the displacement equations
are active, the displacements will be subtracted from the boundary
position.

No real data are required.

• Slope — sets the slope of a boundary. The reference position, i.e. in-
tercept, is determined from either the first or last node of the bound-
ary (this reference node must have its position set by some condition
other than the slope condition, e.g. kinematic or isotherm).

One piece of integer data is required, whether the reference node for
the intercept is the start or end node along the boundary (0 or 1).

One piece of real data is required, which is the angle formed between
the desired slope and the x-axis.

• Solution-Kinetics — used to specify solution growth kinetics at an
interface between two materials, with supersaturation as the driving
force. The mesh must be on. For steady-state problems the user
must supply a growth velocity. For transient problems the growth
velocity is equated to the velocity of the nodes at the interface (not
yet implemented).

One integer datum is required, which specifies the type of kinetics:
a value of 0 indicates linear, a value of 1 indicates second-order, and
a value of 2 indicates exponential kinetics. A second datum, the
quadratic flag, is optional.

Three real data are required: growth rate (ignored for transient
problems), kinetic coefficient, and reference melting temperature. A
fourth datum is required for exponential kinetics.

If energy is on, the kinetic coefficient is treated as a preexponential
factor, and a final real datum may be included that represents the
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appropriate dimensionless activation energy.

• Speed — (beta) this boundary condition propagates the value of ei-
ther U (NS boundaries) or V (EW boundaries) at the first node on
a boundary to all other nodes on that boundary. Generally used in
conjunction with a constraint that sets either the U or V velocity at
the first node.

No integer or real data are required.

• Spline — a mesh boundary condition that causes the boundary to
maintain the shape specified in the mesh generator using the curve

option. Only works if the curve is a single-valued function.

Two pieces of integer data are required: start node and stop node. A
third piece of data, the quadratic flag, is optional.

No real data are required.

• T-Dirichlet — same as C-Dirichlet, for the temperature (except
that species ID is not required).

• T-Periodic — same as C-Periodic, for the temperature (except that
species ID is not required).

• T-Robin — same as C-Robin, for the heat flux (except that species
ID is not required). See Eqs. 4.24–4.26.

The boundary condition may be applied repeatedly, to build up a
linear sum of fluxes, in a manner similar to Eq. 4.26.

• T-User — same as C-User, for the temperature (except that species
ID is not required).

• Traction — specifies the traction at the boundary. The normal and
tangential stress can be any order polynomial function of arclength
along the boundary. See Eq. 4.11.

One piece of integer data is required: the polynomial order.

2(Order + 1) pieces of real data are required: these are the values
of the polynomial function at equal intervals in arclength along the
boundary. The first (Order + 1) data values specify the normal stress
function, and the last (Order + 1) data values specify the tangential
stress function.

• U-Dirichlet — same as T-Dirichlet, for the U component of ve-
locity.
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• U-Dot-T — replaces a grid equation with the condition that the
boundary remain normal to the direction of the flow field. Useful for
defining the angle of inclination of an outflow boundary in a free sur-
face problem. Usually used in conjunction with Grid-Centerline.
Works only for steady-state problems (but could be generalized to
transient problems).

Two pieces of integer data are required: start node and stop node. A
third piece of data, the quadratic flag, is optional.

No real data are required.

• U-Periodic — same as T-Periodic, for the U component of velocity.

• U-User — same as T-User, for the U component of velocity.

• UD-Dirichlet — same as T-Dirichlet, for the U component of dis-
placement.

• UD-Periodic — same as T-Periodic, for the U component of dis-
placement.

• UD-User — same as T-User, for the U component of displacement.

• UN-Dirichlet — same as T-Dirichlet, for the component of veloc-
ity normal to the boundary. The mass-consistent normal is used. The
momentum equations are rotated tangential to the boundary, so that
it is possible to specify the normal velocity and leave the tangential
velocity unspecified. Does not work when the mesh is on.

• UT-Dirichlet — same as T-Dirichlet, for the component of veloc-
ity tangential to the boundary. The mass-consistent normal is used to
define the tangent. The momentum equations are rotated normal to
the boundary, so that it is possible to specify the tangential velocity
and leave the normal velocity unspecified. Does not work when the
mesh is on.

• V-Dirichlet — same as T-Dirichlet, for the V component of ve-
locity.

• V-Periodic — same as T-Periodic, for the V component of velocity.

• V-User — same as T-User, for the V component of velocity.

• VD-Dirichlet — same as T-Dirichlet, for the V component of dis-
placement.

• VD-Periodic — same as T-Periodic, for the V component of dis-
placement.
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• VD-User — same as T-User, for the V component of displacement.

• Velocity — specifies constant normal and tangential velocities at
a boundary. Differs from the UN- and UT-Dirichlet conditions in
three respects: only constant velocities are allowed, both velocity
components must be specified, and works when the mesh is on.

Two pieces of integer data are required: start node and stop node. A
third piece of data, the quadratic flag, is optional. If the quadratic flag
is given, then a fourth piece of data may also be given, which is the
no-leak flag. The no-leak flag replaces the midnode basis function
with the “square-wave” basis function, which suppresses any mass
leak through the boundary.

Two pieces of real data are required: normal velocity and tangential
velocity.

• W-Dirichlet — same as T-Dirichlet, for the W component of ve-
locity.

• W-Periodic — same as T-Periodic, for the W component of velocity.

• W-User — same as T-User, for the W component of velocity.

• X-Dirichlet — fixes the X position of the nodes at the boundary to
remain in their original locations.

Two pieces of integer data are required: start node and stop node.

No real data are required.

• Y-Dirichlet — same as X-Dirichlet, for the Y position of the
nodes.

Examples:

• bc(1, grid-flux(4, (0), (0))) specifies the grid-flux condition at
boundary 4.

• bc(1, kinematic(7, (2,0,1), (0))) specifies the kinematic con-
dition at boundary 7, which is applied to all nodes at the boundary
except the first (start node equal to 0).

• bc(1, kinematic(7, (4,1,0,0,1), (0))) specifies the kinematic
condition at boundary 7, which is applied to all nodes at the boundary
except the last (stop node equal to 0). Linear mesh basis functions
at the boundary are specified (quadratic equal to 0), and the no-leak
option has been selected.
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• bc(1, capillary-traction(7, (2,1,0), (2,0.1,0.0,3.3))) spec-
ifies capillary-traction condition at boundary 7. The endpoint tension
term is to be included at the start of the boundary but not the end.
The Capillary number equals 0.1, the ambient pressure equals 0.0,
and the Marangoni number equals 3.3.

• bc(3, u-dirichlet(2, (3,0,0,0), (1,1.0))) specifies that U is
a constant (polynomial order 0) equal to 1.0 everywhere along bound-
ary 2 except at the end nodes (start node and stop node both equal
to 0). Reference to the constant parameter will appear in the param-
eter manager Boundary Condition menu as “(3) U Dirichlet B2” (ID
equal to 3), whereby the value 1.0 could be changed to some other
value at runtime (during continuation for example).

• bc(5, v-dirichlet(8, (3,1,1,2), (3,0.0,1.0,0.5))) specifies
V is a parabolic function (polynomial order 2), equal to 0.0 at the
start of boundary 8, 1.0 at the boundary midpoint, and 0.5 at the
boundary endpoint, end nodes included (start node and stop node
both equal to 1). Reference to the parameter values at the boundary
start, midpoint, and endpoint will appear in the parameter manager
Boundary Condition menu as “(5) V Dirichlet B8” (ID equal to 5).
When this menu option is selected, the user is prompted for a real data
index of 1 (the start value), 2 (the midpoint value), or 3 (the endpoint
value), whereby any of these values can be changed at runtime.

CARREAU

Usage: carreau(state, [material ID])

Default state value: off

If state value is on or fixed, the Carreau-Yasuda model for viscosity em-
ployed. By adjusting the parameters of this model, various simpler models
of shear-thinning and yield-stress behavior can be modeled, such as Power-
law, Ellis, Bingham, and Herschel-Bulkley type fluids.

In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

Note: convergence will be compromised if the mesh is on, since the relevant
Jacobian sensitivities are not computed.

CONSTRAINT
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Usage: constraint(type(boundary ID, (material list), (data))).

The volume and mass constraint options can be used only in conjunction
with problems that have the mesh equations on.

In all cases the boundary ID refers to the boundary at which a grid residual
is to be replaced. The material list consists of the number of materials
included, followed by a list of the material ID’s. The mass constraint
options must give a material list. For the volume constraint options, the
number of materials can be set to 0, which indicates the whole domain is
included in the constraint. The data consists of the number of real data,
followed by a list of the real data. The data required depends on the
constraint type, as described below.

The type can be assigned the following values:

• Preserve-Mass — preserves the initial total mass in the region de-
fined by the material list . Required data are the material densities,
listed in the same order as the material ID’s in the material list .

• Preserve-Volume — preserves the initial total volume in the region
defined by the material list . No data are required.

• Set-Mass — sets the total mass in the region defined by the material
list . Required data are the material densities, listed in the same order
as the material ID’s in the material list , followed by the total mass.

• Set-Volume — sets the total volume in the region defined by the
material list . Required data is the total volume.

Examples:

• constraint(preserve-volume(1, (0), (0))) preserves the initial
total volume of the domain.

• constraint(set-volume(1, (0), (1,1.0))) set the total volume
of the domain to 1.0.

• constraint(preserve-mass(2, (1,2), (1,1.05))) preserves the
total mass of material 2 which has a density of 1.05.

• constraint(set-mass(2, (2,1,2), (3,1.0,1.05,2.5))) sets to-
tal mass of materials 1 and 2 to 2.5. Material 1 has a density of 1.0,
and material 2 has a density of 1.05.
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CRYSVUN

Usage: crysvun(state, projectname, number of boundaries, (list of
boundary Id’s), number of real data, matching parameter, characteris-
tic length, characteristic temperature, reference temperature, Crysvun
conductivity)

Default state value: off

The crysvun command specifies a thermal matching boundary condition
at the boundaries specified in the list of boundary Id’s. The boundary
condition is a linear combination of heat flux and Dirichlet-type conditions.
The matching parameter weights the contributions: equal to 1 it gives a
pure flux condition, and equal to 0 it gives a pure Dirichlet condition.

If the state is on or fixed, the code obtains temperature and heat flux
boundary data from Crysvun. If the state is fixed, Crysvun will be called
once during startup to compute the boundary data, and Cats2D will com-
pute its solutions using the boundary data as fixed parameters. If the state
is on, Crysvun and Cats2D will iterate in tandem using a block Newton-
iteration. In either case, Cats2D will verify the existence of a Crysvun
input file with name projectname.crys.

If the state is off, Cats2D will impose the matching boundary condition
using temperature and flux data read from a user-provided ASCII data
file projectname.bdta. The first three lines of the file are integers: line 1
denotes the total number of boundaries to be matched, line 2 gives the Id
of the first matching boundary, and line 3 gives the total number of points
on the first boundary, denoted N. The next N lines are four real numbers,
separated by tabs, denoting X, Y, T, and Q at these points. If there is
more than one matching boundary, this organization is repeated, starting
with the boundary Id and number of points on the boundary, and followed
by X, Y, T, and Q data. There is no restriction on where the points lie
on the boundaries (i.e. they need not be located at nodes or gauss points),
and as few as two points can be used to define a boundary, but the points
must be listed in the order they appear on the boundary.

Five real data are mandatory. The physical parameters should be given in
the dimensional units used by Crysvun: meters, Kelvin, and watts.

Example:

• crysvun(on,vgf czt,(1,4),(5,0.1,0.0254,1365.0,1365.0,1.1))
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specifies matching at boundary 4, using Crysvun project name vgf czt,
with matching parameter = 0.1, characteristic length = 0.0254 m,
characteristic temperature = 1365 K, reference temperature = 1365
K, and Crysvun conductivity = 1.1 W/mK.

DISPLACEMENT

Usage: displacement(state, [material ID])

Default state value: off

Controls linear-elastic deformation equation. Value of state can be on,
fixed, or off. If state is on then equations of linear-elastic deformation
are solved to obtain the displacement of the solid. If state is fixed or off
then nothing is done. In the fixed case displacement degrees of freedom
are allocated, which allows the user to turn the displacement equations
on at runtime using the Change Material States menu. Usually used in
conjunction with energy(on) or energy(fixed), which activates thermal
stresses in the non-isothermal solid.

In a multiphase problem, if optional material ID argument is given, then
state is set for displacement in that material. Command may be repeated
to set state for displacement in multiple materials. If no material ID
argument is given then state is set for displacement in all materials.

ECHO

Usage: echo(state)

Default state value: quiet

Changes echoing of the flow.ctrl file to the screen. The echo state can
be assigned the following values:

• silent: echoes nothing.

• quiet: echoes equation types only.

• terse: echoes everything but comments, up to end keyword.

• verbose: echoes everything, including stuff after end keyword.

New value of state only affects lines which occur after the echo command
in the flow.ctrl file.
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END

Usage: end

All lines in the flow.ctrl file after the end command are ignored.

ENERGY

Usage: energy(state, [material ID])

Default state value: off

Controls energy equation. Value of state can be on, fixed, or off. If
state is on then energy equation is solved to obtain the temperature field.
If state is fixed then a fixed temperature field is used to compute temper-
ature effects in other equations. Also, in the fixed case energy degrees of
freedom are allocated, which allows the user to turn the energy equations
on at runtime using the Change Material States menu. If state is off then
all temperature effects are neglected in other equations.

In a multiphase problem, if optional material ID argument is given, then
state is set for energy in that material. Command may be repeated to set
state for energy in multiple materials. Example: in a three-phase prob-
lem, specifying energy(on, 1) and energy(fixed, 3) sets the energy on

in material 1 and fixed in material 3, while the energy remains off in
material 2. If no material ID argument is given then state is set for energy
in all materials.

FLOW

Usage: flow(state, [material ID])

Default state value: off

Controls flow equations. Value of state can be on, fixed, or off. If state
is on then Navier-Stokes equations are solved for the velocity and pressure
fields. If state is fixed then a fixed flow field is used to compute flow
effects in other equations. Also, in the fixed case velocity and pressure
degrees of freedom are allocated, which allows the user to turn the flow
equations on at runtime using the Change Material States menu. If state
is off then all flow effects are neglected in other equations.

In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

FRONT
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Usage: front(option(value))

The following options are allowed (the default value for each option is also
given):

• Compact-Epsilon – 0.0 (must be non-negative).

• Compact-Storage – 0 (false).

• Memory-Limit – Unlimited. Can range from 128-Unlimited, in Mb.

• Pivot-Tolerance – 1.e-4 (must be non-negative).

• Pivot-Strategy – 1 (numerical pivoting). Other possible values are
2 (absolute pivoting), 3 (absolute diagonal pivoting).

Warning: there is no error checking on parameter values entered with this
command.

All front options can also be changed at runtime using the Frontal Solver
Parameters menu, except for setting a memory limit.

GAUSS

Usage: gauss(n)

Default n value: 3

Number of Gaussian integration points. Area integrals are computed using
n x n point Gaussian integration, and boundary integrals are computed
using n point Gaussian integration.

GEOMETRY

Usage: geometry(coordinates)

Default coordinates value: planar

Sets coordinate system of equations, either planar or axisymmetric.

INITIAL

Usage: initial(variable, material ID, [species ID], value)

Specifies a constant value for the initial condition of variable, where vari-
able can be any of the following:

• u-velocity

• v-velocity
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• w-velocity

• temperature

• concentration

• u-displacement

• v-displacement

Note that reading a solution will overwrite the initial condition.

MATERIAL

Usage: material(material ID, material definition, [material name])

Specifies what mesh regions belong to material ID in a multiphase problem.
In problems that have more than one material there must be one material
command for each material. The material definition consists of the number
of mesh regions that belong to the material, followed by a list of the mesh
region ID’s. Example: in a two-phase problem, specifying material(1,

2, 1, 3) and material(2, 1, 3) indicates that material 1 consists of
mesh regions 1 and 3, and material 2 consists of mesh region 2.

The user can supply an optional material name, which can be any string
up to 80 characters in length. Should the user create an Ensight geometry
file using the code, this character string will be copied to the geometry file,
making it easy to identify the materials when using Ensight to visualize
the data.

MESH

Usage: mesh(state, [region definition])

Default state value: off

Controls mesh equations. Value of state can be on, fixed, or off. If
state is on then elliptic mesh equations are solved. If state is fixed or
off then the mesh is obtained by algebraic mesh generation. The fixed

case differs from the off case in that mesh nodal degrees of freedom are
allocated, which allows the user to turn the equations on at runtime using
the Change Material States menu.

If the optional argument region definition is given, then mesh equations
have an on state only in those mesh regions listed in the region definition,
which consists of the number of mesh regions affected, followed by a list
of the mesh region ID’s. Example: in a problem with 4 mesh regions,
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specifying mesh(on, 2, 1, 3) sets mesh equations on in mesh regions 1
and 3, while the mesh equations remain off in mesh regions 2 and 4.

MULTIPHASE

Usage: multiphase(n)

Default n value: 1

Sets number of materials in a multiphase problem. If number of materials
is set greater than 1, the material command must be used to define which
mesh regions belong to each material.

MULTISPECIES

Usage: multispecies(n)

Default n value: 1

Sets number of species equations. Has no effect if species equations are
off. If number of species is set greater than 1, species ID must be specified
for all species boundary conditions.

NON-NEWTONIAN

Usage: non-newtonian(state, [material ID])

Default state value: off

Controls Giesekus viscoelastic constitutive equation. Value of state can be
on, fixed, or off. If state is on then the Giesekus (or with proper param-
eter choices, Oldroyd-B or Maxwell) constitutive equation will be used in
lieu of the default Newtonian constitutive model. If state is fixed then
a fixed non-newtonian field is used to compute non-newtonian effects in
the momentum equations. Also, if state is fixed, the user can selectively
change the stress and strain equations from on to fixed and vice-versa
at runtime using the Change Material States menu. This is physically
unrealistic, but useful when attempting to get an initial converged solu-
tion. If state is off then all non-newtonian effects are neglected in other
equations.

In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

Note: the constitutive equation is written for planar coordinates only, not
cylindrical.
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PRESSURE-DATUM

Usage: pressure-datum(n)

Overrides automatic setting of pressure datum. If n is greater than 0,
then a pressure datum is set in material n. This condition can be applied
multiple times to set pressure data in multiple materials. If n is 0, then au-
tomatic setting of pressure datum is overridden without setting a pressure
datum anywhere.

REFERENCE-FRAME

Usage: reference-frame(frame)

Default frame value: stationary

Optional values: rotational, translational

If frame is set to rotational, Coriolis and centrifugal apparent forces
will be added to the Navier-Stokes equations. Rotation rate and acceler-
ation parameters can be set through the parameter menu. If geometry

is axisymmetric, the reference frame rotates in the r, θ plane about the
origin. If geometry is planar, the reference frame rotates in the x, y plane
about the point specified as “Rotation Origin” in the parameter menu.

If frame is set to translational, a moving reference frame is activated
in each material present. Translation velocity components can be set in-
dependently for each material through the parameter menu. The sign of
these velocity components are determined by the direction in which a ma-
terial is moving with respect to the computational domain, and therefore
are opposite the direction in which the computational domain moves with
respect to the laboratory reference frame. The translation velocity is used
to compute convective heat and mass transfer in the energy and species
conservation equations, even when flow is not present in the material (the
effect of translation on the Navier-Stokes equations is neglected, however,
should flow be active in a translating region). Certain boundary condi-
tions also take account of the velocity of a translating reference frame,
when present. The velocity penetration (Eq. 4.16), latent heat (Eq. 4.28),
segregation (Eq. 4.32), and growth angle (Eq. 4.55) conditions all incor-
porate translation velocities into the rate of solidification, if the material
on either side of the interface is translating.

RENUMBER
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Usage: renumber(state)

Default state value: on

If state value is on, element renumbering by Gibbs-Poole-Stockmeyer pro-
cedure is used to minimize the frontwidth. Using this option can speed up
the frontal solver by 10-40% for some problems. Works best for problems
with more than one mesh region where the regions are not all side-by-side.
Renumbering can be deactivated by specifying the state value off.

SOLVER

Usage: solver(option(value))

The following options are allowed (the default value for each option is also
given):

• Continuation — 0 (turned off). Other possible values are 1 (zeroth-
order), 2 (first-order), 3 (arclength).

• Do-Determinant — 0 (turned off). Other possible values are 1 (at
convergence), 2 (every iteration).

• Do-Residual — 1 (at convergence). Other possible value is 2 (every
iteration).

• Maximum-Iterations — 2 (must be positive).

• Relaxation-Factor — 1.0 (must be non-negative). If set to 0.0,
damping factor is computed automatically.

• Residual-Tolerance — 1.e-4 (must be positive).

• Solution-Method — 2 (Modified Newton’s method). Other possible
value is 1 (Newton’s method)

• Solution-Tolerance — 1.e-4 (must be positive).

Warning: there is no error checking on parameter values entered with this
command.

These options can also be set at runtime using the Solver Parameters menu.

SOURCE

Usage: source(field type(material ID, (integer data), (real data))

The field type can be assigned the following values:
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• energy — user-defined source terms must be added to the subroutine
UserEnergySource in the source file user source.c. The source
term can be a function of temperature and the concentrations of all
species.

• species — user-defined source terms must be added to subroutine
UserSpeciesSource in the source file user source.c. A source term
may be specified for any (or all) species in a multispecies problem.
The source term can be a function of temperature and the concen-
trations of all species.

The material ID specifies which material the source term pertains to. The
integer data consists of the number of data, followed by a list of integers,
and the real data consists of the number of data followed by a list of real
data. The integer and real data are passed to the user subroutine to be
used as function flags and parameters, respectively.

SPECIES

Usage: species(state, [material ID])

Default state value: off

Controls species equations. Value of state can be on, fixed, or off. If
state is on then species equations are solved to obtain the concentration
field for each species. If state is fixed then fixed concentration fields are
used to compute species concentration effects in other equations. Also,
in the fixed case concentration degrees of freedom are allocated, which
allows the user to turn the species equations on at runtime using the
Change Material States menu. If state is off then all species concentration
effects are neglected in other equations. Number of species is controlled
by multispecies command.

In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

SUPG

Usage: supg(field type, [material ID])

Default value: off

Invokes Streamline-Upwind Petrov Galerkin stabilization Note: field type
restricted to species at this time. Also, convergence will be compromised if
the mesh is on, since the relevant Jacobian sensitivities are not computed.
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In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

SWIRL

Usage: swirl(state, [material ID])

Default state value: off

Controls the equation for the azimuthal (swirl) velocity in an axisymmetric
problem. Value of state can be on, fixed, or off. If state is on then the
azimuthal component of the Navier-Stokes equations is solved. If state is
fixed then a fixed swirl velocity component is used to compute flow effects
in other equations. Also, in the fixed case swirl degrees of freedom are
allocated, which allows the user to turn the swirl equations on at runtime
using the Change Material States menu. It is an error to specify swirl on
or fixed in a planar problem. It is possible to solve the swirl equation
with flow set to off.

In a multiphase problem, the optional material ID argument has the same
meaning described for the energy command.

TITLE

Usage: title(string)

Default string value: flow

This feature does not presently work correctly. It should be fixed to either
allow the user to change the name of the output files to string.nnnnnout,
string.sol.nnn, etc., still using flow.ctrl and flow.mshc, OR it should
change the name of all files to string.ctrl, string.mshc, string.nnnnnout,
etc.

It could be changed to do the former simply by eliminating the tests and
warnings for the existence of string.ctrl and string.mshc.
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Appendix A

Weak form equations with
curvature

The curvatureH in the Gibbs–Thomson term poses some difficulty to developing
a Galerkin weak form representation of Eq. 4.66 that is suitable for computing.
To illustrate the difficulty and a way to overcome it, we consider the case of fast
kinetics (R2 = 0) without intermolecular forces (R7 = 0). A Galerkin-weighted
integral of Eq. 4.66 for these conditions is given by:∫

Γ
φi(R1 −R6H− T ) rds = 0 (A.1)

At issue are the second derivatives of the r, z coordinates appearing in H. Al-
though piecewise constant second derivatives can be computed for the second
order Lagrangian basis functions that we commonly use, we know from experi-
ence that this approach is numerically unstable.

The usual strategy is to apply integration by parts to the Galerkin-weighted
integral to reduce second order derivatives to first order derivatives. Apparently
this cannot be done for a scalar equation of the form

∫
φHrds. From our work in

capillary fluid dynamics, however, we know that an integration can be performed
if curvature is decomposed into Cartesian components and treated as a vector
equation. Following this strategy, the integrand of Eq. A.1 is multiplied by n to
decompose the equation into r, z directions, and integrated by parts to yield:

Rirz =

∫
Γ
φi(R1−T )n rds−

∫
Γ
R6
dφi

ds
t rds−

∫
Γ
R6φier ds+R6φ

irt
]b
a

= 0 (A.2)

The vector residual is naturally computed in terms of r, z components, so we

147
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also write it in more compact form:

Rirz = Rirer +Rizez (A.3)

to emphasize its scalar components Rir and Riz. Using these weighted integrals
to form a scalar residual that enforces Eq. A.1 poses special challenges, however.
Two strategies are discussed next.

A.1 Approach 1: Resolve vector into scalar residual

In this approach we rotate the r, z components of Eq. A.2 into a normal direction
to form a scalar equation:∗

Rin = ni · Rirz = Rir(ni · er) +Riz(ni · ez) (A.4)

This scalar equation replaces the elliptic mesh equation acting normal to the
boundary, while the elliptic mesh equation acting tangential to the boundary is
preserved. This follows the usual strategy in Cats2D for imposing a constraint
on the position of a boundary.

This is the obvious approach, but its apparent simplicity is deceiving. At
issue is defining a normal vector ni at point xi that is unique and representative
of the geometry there. For those basis functions φi associated to middle nodes,
which overlap only a single element e1, the normal computed from the local
mapping is suitable, namely ni = nie1, and

ni · Rirz = nie1 · (Rirz)e1 (A.5)

which allows computing an accurate rotation using only information that is
readily available at the local element level.

At the end nodes of an element boundary, however, basis functions overlap
adjacent elements e1 and e2, and the weighted integral is computed in two parts,
one for each element:

Rirz = (Rirz)e1 + (Rirz)e2 (A.6)

Then we must compute

ni · Rirz = ni · (Rirz)e1 + ni · (Rirz)e2 (A.7)

∗Note that a scalar equation can also be formed by computing Rin = (Rirz ·Rirz)1/2, but the
nonlinearity of this operation introduces difficulties that make this approach equally unattrac-
tive to the one described here.
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The normal ni represents a weighted average of the local normals computed at
xi, which are discontinuous there (nie1 6= nie2), and properly should be computed

ni =

∫
Γ φ

in rds∫
Γ φ

i rds
(A.8)

Computing ni is inconvenient in practice, because it requires information not
available at the local element level. To avoid this situation we invoke the ap-
proximation that ni ≈ nie1 ≈ nie2, and therefore

ni · Rirz ≈ nie1 · (Rirz)e1 + nie2 · (Rirz)e2 (A.9)

This expression allows computing the rotation on an element by element basis
using only local information. Since ni ·nie1 and ni ·nie2 are always less than one,
Eq. A.9 systematically understates the curvature.

The method represented by Eqs. A.5 and A.9 accurately represents the piece-
wise constant curvature on the elements locally, but fails to capture the curvature
represented by the discontinuity of the normal vector at the element boundaries.
We might hope that the error induced by this approximation is small with suf-
ficient mesh refinement, but results presented below show otherwise.

This treatment also introduces an interesting, and one might argue patho-
logical, consequence at the crystal-melt-ampoule trijunction, where the local
tangent is related to the thermodynamic wetting angle. When the operation in
Eq. A.4 is applied to Eq. A.2 using the approximations ni ≈ nie1 and ti ≈ tie1,
the final term vanishes because nie1 · tie1 = 0 at the end node. There apparently
is no longer a natural boundary condition on interface shape in this treatment,
yet the second order nature of the Gibbs-Thomson effect requires it. Therefore
a certain boundary condition must be implied by the treatment. The answer
lies with Eq. A.8, where we can see that ni = nie1 only if n is constant over
the span of the element, which implies that the curvature of the interface tends
to zero at the end node. This is a reflection-type boundary condition, and we
might expect it to deliver a valid outer solution regardless of the true wetting
angle. We will revisit this conjecture below. In the meantime we note that it
is possible to force an inner solution to satisfy a prescribed wetting angle by
simply replacing the residual at the end node with a static wetting angle condi-
tion imposed geometrically in the manner of Eq. 4.62 from Section 4.6.1 of the
Cats2D user manual.
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A.2 Approach 2: Solve vector form directly

In this approach we solve the vector form of Eq. A.2 directly, so that the condi-
tions Rir = 0 and Riz = 0 each replace an elliptic mesh equation at the boundary.
This seems natural since it apparently provides two equations to determine the
vector position of a node, xi, which consists of two unknowns. The pitfall here is
that we are merely imposing the same equation twice, as can be seen if we recall
having multiplied Eq. A.1 by n to obtain the components Rir = 0 and Riz = 0.
In a sense we are still solving a single equation Rin = 0 to constrain nodes in
the direction normal to the boundary. A second scalar condition, call it Rit = 0,
is needed to control node movement tangential to the boundary. Lacking this
condition the system of equations is indeterminate and will produce a singular
Jacobian.

Since the tangent and normal vectors are orthogonal to one another, any
scalar equations Rin = 0, Rit = 0 are independently satisfied by the vector
equation Rinni + Ritti = 0. We know that Rirz is a vector acting in the ni

direction, so we can express our second condition as a vector Ritti that can be
added to Rirz in r, z components. Eq. A.2 is modified thusly:

Rirz = Ritti+
∫

Γ
φi(R1−T )n rds−

∫
Γ
R6
dφi

ds
t rds−

∫
Γ
R6φier ds+R6φ

irt
]b
a

= 0

(A.10)

With this change Rirz represents two independent conditions on xi, one acting
to enforce Eq. A.1 in the normal direction, the other acting to control node
movement in the tangential direction.

It only remains to specify a suitable form of Rit. This can be done using
the tangential elliptic mesh equation as in the previous section, but here it
is necessary to decompose this equation into Cartesian components. Strictly
speaking this requires decomposing the fully summed mesh equation using a
consistent normal at the nodes, as discussed in the previous section, but here we
can safely circumvent the difficulty by adopting the approximation in Eq. A.9.
The error in the local normal at the end nodes is unimportant, given that the
mesh equation represents no physics. The approximation merely needs to be
good enough to give a satisfactory distribution of nodes along the interface.
This gives a general implementation that is found to work well.

A simple alternative that works well in directional solidification problems
is to restrict the nodes to move only in the growth direction eg, which can be
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accomplished by enforcing the condition

Ritti =

∫
Γ
φi {(eg · ez)(r − ro)− (eg · er)(z − zo)} t rds = 0 (A.11)

where ro, zo are interpolants of the initial node coordinates. Eq. A.11 can easily
be computed using only information local to the element, but the need to save
and update rio, z

i
o complicates the practical implementation of the algorithm.

Eq. A.11 is effectively a weighted Dirichlet condition acting on a rotation of the
position vector x perpendicular to the growth direction eg. In an axisymmetric
problem the growth direction must be axial, namely eg = ez, which simplifies
the equation further

Ritti =

∫
Γ
φi(r − ro)t rds = 0 (A.12)

This equation represents a weighted Dirichlet condition on the node coordinate
ri.

In this treatment it remains possible to impose a desired wetting angle via
the natural boundary condition on interface shape, which is the final term in
Eq. 6.52. Since, as mentioned above, this angle can also be imposed by simply
discarding the residual and replacing it with a geometric constraint, we can re-
purpose the natural boundary condition as a reflection-type boundary condition
that will produce a valid outer solution without any need to resolve an inner
solution that may be uninteresting to us. A demonstration of this approach is
illustrated below.

A.3 Testing the methods

To test the methods proposed above, we consider the two-phase solidification
problem defined in Section 2.2 of the Cats2D user manual. The problem is
sketched out in Fig. 2.9. Eq. A.1 is applied at the interface with R1 = 1 and
R6 = σ. A fine grid with 100 biquadratic elements spanning the interface is used
to ensure accurate solutions under the conditions studied here.

We consider two cases, one that neglects the Gibbs–Thomson effect (σ = 0)
and one that includes it (σ = 0.1). The σ = 0 case can be solved directly
using the isotherm condition, which replaces the normal grid equation with
the scalar condition T = 1. This is the approach normally used in Cats2D.
Since no rotations are involved, this case makes an important comparison to the
approaches tested below.
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Figure A.1: Interface shape z(r) computed by Cats2D using the isotherm

boundary condition, with slope and curvature computed a posteriori by second-
order finite differences using Eq. A.13 (σ = 0, Q = 0.5, H = 10, κ = 1).
Also shown are interface shapes computed using Approach 1 and Approach 2
neglecting Gibbs–Thomson effect.

Fig. A.1 shows the interface shape z(r) computed by Cats2D for this case,
along with its slope and curvature, computed a posteriori by second-order finite
differences. The formula used to compute curvature here is given by:†

H = −1

r

d

dr

[
r(dz/dr)√

1 + (dz/dr)2

]
(A.13)

Though difficult to discern in the figure, the slope exhibits small discontinu-
ities from element to element that are natural to the second order Lagrangian
elements used here. The accuracy of the solution is degraded with each differ-
entiation of the primitive variables, which is to be expected.

The goal of the following tests with σ 6= 0 is to determine whether Eq. A.1 in
its strong form is truly satisfied by solutions to the weak forms proposed here.
One basis for comparison is whether the value of T at the interface computed
by Cats2D agrees with the curvature calculated by finite differences, but we
have seen that curvature computed this way can be noisy, which may cloud
interpretation of the results. To bolster the comparison we turn to a strategy
based on integrating the temperature at the interface, which avoids any need to

†The sign of this expression depends on the relative orientation of the phases with respect
to the coordinate system, and is consistent with the problem defined in Fig. 2.9. The negative
of the curvature is plotted in Figs. A.1 through A.6 because in this orientation it gives a picture
that is intuitively more easily grasped than the curvature itself.
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differentiate the Cats2D solution. With T given by the Cats2D solution and H
written in the form of Eq. A.13, the boundary condition can be separated and
integrated twice. The first integration gives

I = − 1

σ

∫ r

0
(1− T )rdr (A.14)

from which the slope of the interface can be computed:

dz

dr
=

I√
r2 − I2

(A.15)

The second integration gives the interface shape z(r):

z = zo +

∫ r

0

I√
r2 − I2

dr (A.16)

which can be compared to the interface shape computed by Cats2D. These
integrations can be performed very accurately, which is done here using the
midpoint rule. In the following sections the two approaches outlined above
are tested by comparing these integrations to the interface position and slope
computed by Cats2D. A valid method should deliver excellent agreement by this
comparison.

A.3.1 Approach 1

Fig. A.1 shows the interface shape z(r) computed by Cats2D for σ = 0 using
Approach 1, along with its slope and curvature, computed a posteriori by second-
order finite differences. The results are essentially identical to those shown in
Fig. A.1 obtained using the isotherm condition. We conclude that the rotation
in Eq. A.9 does not compromise enforcement of the underlying scalar equation
for those terms in Eq. 4.66 that are not integrated by parts.

Fig. A.2 shows the interface, slope, and curvature computed when the Gibbs–
Thomson effect is added. The blue curves are obtained as before, by numerical
differentiation of the solution. These curves closely resemble the case of σ = 0 in
Fig. A.1, except that the interface has shifted somewhat higher in the ampoule,
which happens because the equilibrium melting temperature is raised above its
planar value by the concave curvature of the interface. The red curves represent
(T − 1)/σ and its integration by Eqs. A.15 and A.16. The red curves and blue
curves should coincide in each of the plots if the solution satisfies Eq. 4.66. The
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Figure A.2: Blue curves show interface shape z(r) computed by Cats2D using
Approach 1 including Gibbs–Thomson effect, with slope and curvature computed
a posteriori by second-order finite differences using Eq. A.13. Red curves show
(T −1)/σ computed by Cats2D, with slope and position computed by Eqs. A.15
and A.16 (σ = 0.1, Q = 0.5, H = 10, κ = 1).

agreement is poor, however, suggesting that the rotation in Eq. A.9 introduces
error to the Gibbs–Thomson terms integrated by parts.

The failure of this method arises because Eq. A.9 fails to capture the ef-
fect of curvature implicitly present in discontinuities in the tangent vector at
element boundaries. A graphical view of this failure is shown in Fig. A.3. In
the plot on the left, the blue curve shows curvature computed by second-order
differences using one finite difference interval per element, for a solution with
100 elements spanning the interface. On the right is shown curvature computed
by second-order differences using five finite difference intervals per element, for
a solution with 20 elements spanning the interface. Using only one finite differ-
ence interval per element suppresses the effect of the discontinuity in tangent
between elements. By more finely dividing the element into five finite difference
intervals, the discontinuity is greatly magnified, appearing as large spikes in the
curvature. The figure clearly shows that these spikes are not captured by the
computed temperature represented by the red curve.

A.3.2 Approach 2

Fig. A.1 shows the interface shape z(r) computed by Cats2D for σ = 0 using
Approach 2, along with its slope and curvature, computed a posteriori by second-
order finite differences. As with Approach 1, the results are nearly identical
to those shown in Fig. A.1 obtained using the isotherm condition. Here we
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Figure A.3: The blue curve on the left is curvature computed by second-order
differences using one finite difference interval per element, for a solution with
100 elements spanning the interface. The blue curve on the right is curvature
computed by second-order differences using five finite difference intervals per
element, for a solution with 20 elements spanning the interface. The red curves
show (T − 1)/σ computed by Cats2D (σ = 0.1, Q = 0.5, H = 10, κ = 1).

draw the conclusion that artificially dividing the scalar equation into vector
components as done in Eq. 6.52 does not compromise enforcement of those terms
in Eq. 4.66 not integrated by parts.

Fig. A.4 shows the interface, slope, and curvature computed when the Gibbs–
Thomson effect is added. The red and blue curves, computed as before, agree
very well when using this approach. This method has delivered a valid solution
to Eq. 4.66 whereas Approach 1 has not. Interestingly, the curves computed here
do not resemble those in Fig. A.2 computed by Approach 1, even in a qualitative
sense. This is because a natural boundary condition of Neumann type has been
applied to the final term in Eq. 6.51 in computing these solutions, which implies
that the interface intersects the ampoule wall at an angle of 90o. Clearly this
condition is met in Fig. A.4, whereas it is not met in Fig. A.2. As discussed
earlier, the boundary condition implied by the treatment of Approach 1 is a
condition of zero curvature at the end of the interface, without any stipulation
of the angle itself.

To study this issue further, we compute solutions by Approach 2 using a
natural boundary condition that mimics the behavior of Approach 1. This is
the condition that the curvature, computed as the change in tangent with ar-
clength, goes to zero at the wall. These solutions are compared in Fig. A.5 to the
solutions computed by Approach 1, where it can be seen that the valid solutions
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Figure A.4: Blue curves show interface shape z(r) computed by Cats2D using
Approach 2 including Gibbs–Thomson effect, with slope and curvature computed
a posteriori by second-order finite differences using Eq. A.13. Red curves show
(T −1)/σ computed by Cats2D, with slope and position computed by Eqs. A.15
and A.16 (σ = 0.1, Q = 0.5, H = 10, κ = 1).

of Approach 2 have lower curvature than solutions of Approach 1 because these
latter solutions fail to account for the curvature in the discontinuities between
elements.

An equilibrium surface energy balance at the crystal-melt-ampoule trijunc-
tion stipulates that the interface must intersect the ampoule wall at a particular
angle that is a property of the materials, essentially a static wetting angle.
This angle is independent of the angle at which the planar melting temperature
isotherm intersects the ampoule wall. Near to the wall, the interface shape must
depart from this isotherm to achieve the static wetting angle. The curvature
must be sufficiently large to reduce the equilibrium melting temperature enough
to achieve this departure, which occurs on a length scale comparable to the
capillary length. Since for most materials we do not know the wetting angle,
and because the capillary length is very short for solid-solid and solid-liquid
interfaces, on the order of nanometers, we are mainly interested in the outer
solution. Fig. A.6 shows that outside of the small capillary region at the wall,
the solution obtained with the zero curvature condition matches very well the
solution obtained by specifying a wetting angle, and thus Approach 2 using the
zero curvature condition is a convenient way to obtain a valid outer solution.
For this reason, Cats2D imposes the zero curvature condition by default, which
can be overridden by specifying the wetting angle directly if desired.
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Figure A.5: Blue curves are same as Fig. A.4 except outer solution is computed
to satisfy a zero curvature condition at radius equal to unity. Red curves are
from Fig. A.2.

Figure A.6: Inner and outer solutions compared for σ = 10−4.



158 APPENDIX A. WEAK FORM EQUATIONS WITH CURVATURE

A.4 Reflections on the method

In review, we have considered two approaches to implementing the Gibbs–
Thomson effect in an equation of melt kinetics. In order to lower the order
of derivatives in the curvature term, it is necessary to perform the integration
by parts on r, z components, as done in Eq. 6.51. Since the elliptic mesh gen-
eration is based on equations acting in normal and tangential directions, these
r, z components are not in a suitable form to introduce directly into the mesh
equations.

The first approach is based on rotating these integrals into a scalar equa-
tion acting in a direction normal to the boundary. This equation of physical
significance replaces the normal elliptic mesh equation and is naturally comple-
mented by the tangential elliptic mesh equation. This approach is problematic,
however, because it requires non-local information about the boundary normal.
Furthermore, local approximations to the normal are found to introduce signif-
icant error by neglecting the curvature represented by the discontinuity of the
normal vector at the element boundaries.

The second approach, based on rotating the mesh equations into r, z compo-
nents, is the reverse of the first approach in a sense. The strategy is to use the
r, z components of the curvature directly, preserving their accuracy. The trade-
off is that the mesh equations must be rotated. But here the resultant scalar
equation is not physically significant, but is merely a convenience for governing
how nodes are distributed along the interface. As such there is considerable
latitude in formulating this condition and a precise reckoning of the boundary
normal is unnecessary. This approach is found to be robust and very general.
It has the further advantage that it can deliver a valid outer solution when an
inner solution is not needed or too expensive to spatially resolve.



Appendix B

Kinetic well shape functions

B.1 Representing a symmetric kinetic well

We seek continuously differentiable functions to represent a symmetric kinetic
well. Such functions could also be useful to represent a potential well, or any
function of similar basic form. The minimum number of parameters needed to
represent a symmetric well-shaped function is four, which are needed to match
the following essential characteristics of a well: location θ∗, minimum β∗, maxi-
mum βo, and a shape-related parameter σ that determines the width of the well.
The first three parameters are common to any functional representation of a well,
but the meaning of the fourth parameter depends on the precise functional form
chosen. A simple example is given by a Gaussian distribution function:

β = βo + (β∗ − βo) exp

[−(θ − θ∗)2

2σ2

]
(B.1)

where the parameter σ can be adjusted to sharpen or broaden the well. The
behavior of this function is illustrated in Fig. B.1. The half width of the well
equals σ at a depth dσ = (βo − β∗)/

√
e ≈ 0.61(βo − β∗). The slope reaches

maximum steepness ±dσ/σ at this depth.
A more flexible representation based on two shape-controlling parameters

can be constructed from hyperbolic tangent functions:

β = βo +
β∗ − βo

2 tanh(δ/σ)

{
tanh

[
θ − θ∗ + δ

σ

]
− tanh

[
θ − θ∗ − δ

σ

]}
(B.2)

The behavior of this function is illustrated in Fig. B.2. The parameter δ can be
used to vary the well shape from Gaussian-like (δ � σ) to square (δ � σ). In the

159
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Figure B.1: A kinetic well based on a Gaussian distribution is controlled by
a single parameter σ, which represents the half width of the well at a depth
dσ = (βo − β∗)/

√
e. Widening the well can only be accomplished by decreasing

the slope of its sides, resulting in a V-shaped well that is significantly narrower
at the bottom than at mid-depth.

limit of small δ there is strong interaction of the hyperbolic tangent functions.
The half width of the well equals σ at a depth dσ = (βo − β∗)/ cosh2(1) ≈
0.42(βo − β∗), and the slope reaches maximum steepness ±dσ/σ at this depth.
Notably both the width and steepness of the well depend on σ, which is the
same flaw exhibited by the Gaussian distribution. In contrast, in the limit of
large δ the hyperbolic tangent functions do not interact. In this case the half
width of the well equals δ at a depth dδ = (βo − β∗)/2, and the slope reaches
maximum steepness ±dδ/σ at this depth. In this limit, therefore, the width of
the well and its steepness are determined independently by δ and σ respectively.

B.2 Approximating a piecewise function

Next we consider how to extend this idea to approximate a piecewise function
as a continuously differentiable function. First we note that a left-sided step
function given by

fl = 1 for θ ≤ θl
fl = 0 for θ > θl
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Figure B.2: A kinetic well based on a blending of hyperbolic tangent functions
is controlled by two parameters δ and σ, which give some independent control
over the width of the well and the slope of its sides. For δ < σ, the function
behaves similarly to the Gaussian distribution, forming a V-shaped well (upper
left plot). For δ > σ it is possible to represent a well with sloping sides and a
flat bottom. The well can be widened by increasing δ (upper right plot), and
the slope of its sides can be adjusted by changing σ (lower left plot). These
plots show that for small σ it is possible to represent a well of any width that
is nearly square. At large σ, however, the effect of δ is overwhelmed and the
well retains its Gaussian distribution (lower right plot). Thus it is not possible
to form a well that has both a flat bottom and gently sloping sides with this
functional form.
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can be approximated by:

f̃l =
1

2

{
1− tanh

[
θ − θl
σ

]}
(B.3)

The parameter σ can be adjusted to obtain a transition between plateaus that
is rapid yet smooth. The transition is 99.5% complete at θ = θi ± 3σ. Similarly
a right-sided step function given by:

fr = 0 for θ < θr

fr = 1 for θ ≥ θr

can be approximated by:

f̃r =
1

2

{
1 + tanh

[
θ − θr
σ

]}
(B.4)

Lastly a square wave function given by

fm = 0 for θ < θl

fm = 1 for θl ≤ θ ≤ θr
fm = 0 for θ > θr

can be approximated by

f̃m =

{
tanh

[
θ − θl
σl

]
− tanh

[
θ − θr
σr

]}/{
tanh

[
θr − θl

2σl

]
+ tanh

[
θr − θl

2σr

]}
(B.5)

The parameters σl and σr can be adjusted to independently control the transi-
tions on either side of the square wave.

These building blocks can be used to construct a continuously differentiable
approximation to a piecewise function given by:

p = p0 for θ < θ0

p = p1 for θ0 ≤ θ ≤ θ1

...

p = pm for θm−1 ≤ θ ≤ θm
p = pm+1 for θ > θm
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A global representation of any discontinuous function may be written in terms
of the step and square wave functions fl, fr, and fm defined above:

p = p0fl(θ0, σ0) +

{
m∑
i=1

pifm(θi−1, θi, σi)

}
+ pm+1fr(θm, σm+1) (B.6)

Here we are concerned with a function that is continuous but that has discon-
tinuous first derivatives, which appear as sharp corners in the function, though
the method applies equally well to piecewise discontinuous functions. A contin-
uously differentiable approximation to this function can be written in terms of
the continuous approximations f̃l, f̃r, and f̃m :

p̃ ≈ p̃0f̃l(θ0, σ0) +

{
m∑
i=1

p̃if̃m(θi−1, θi, σi)

}
+ p̃m+1f̃r(θm, σm+1) (B.7)

where

p̃0 = p0 for θ < θ0 +Nσ0

p̃1 = p1 for θ0 −Nσ0 ≤ θ ≤ θ1 +Nσ1

...

p̃m = pm for θm−1 −Nσm−1 ≤ θ ≤ θm +Nσm

p̃m+1 = pm+1 for θ > θm −Nσm
where p̃i represents pi extended shortly beyond the range of its applicability,
which is needed to achieve a continuous blending of first derivatives of the func-
tion. The range of extension should be small, to avoid pathological behavior
that may occur to pi outside of its range, but should be at least a few multiples
of the transition width σi. A smooth blending is assured for N = 4.

A different value of σi may be used in each term to achieve the desired degree
of blending of adjacent function pieces pi−1 and pi. Setting σi ≤ (θi − θi−1)/5
is necessary to avoid significant (> 1%) interactions between non-adjacent func-
tions. To obtain a well that is reasonably square, exemplified by the green curve
in the lower left plot of Fig. B.2, it is necessary to set σi ≤ (θi − θi−1)/20.

It should be noted that transcendental functions are generally much more
expensive to compute than are low order polynomials, so this approach should
not be used to represent large-scale piecewise discontinuous functions. The aim
here, however, is to approximate piecewise discontinuous functions at lower di-
mensional boundaries of a larger problem, the cost of which is likely to be in-
consequential.
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B.3 Blending the kinetic mechanisms

The approach laid out in the previous section is used to blend the discontinuous
kinetic mechanisms of the Weinstein and Brandon model into a continuously
differentiable shape function q̃(∆θ,∆T ). We start by defining the piecewise
functions:

p0, p4 = βrough/βo = 1 for ∆θ < −∆θo and ∆θ > ∆θo

p1, p3 = β2DN+SM/βo for −∆θo ≤ ∆θ ≤ −∆θi and ∆θi ≤ ∆θ ≤ ∆θo

p2 = βDG/βo for −∆θi ≤ ∆θ ≤ ∆θi

and apply Eq. B.7 to obtain p̃(∆θ,∆T ). This function captures the orientation-
dependent transitions between mechanisms, but does not capture the surface-
roughening transition for ∆T > ∆To and therefore does not fully satisfy the
condition given in Eq. 4.87. We can apply the method in a bidimensional manner
to capture this transition by using the left and right step function approximations
with respect to undercooling:

βkin ≈ βop̃f̃l(∆T ) + βroughf̃r(∆T ) (B.8)

By comparison of Eq. B.8 to Eq. 4.79 we see that the kinetic shape function
q̃(∆θ,∆T ) is given by q̃ = p̃(∆θ,∆T )f̃l(∆T )+ f̃r(∆T ). In addition to specifying
the kinetic parameters of the model, it is necessary to specify appropriate values
of σi that assure smooth but rapid transitions between pi. Selection can easily
be automated by scaling the various σi to ∆θo, ∆θi, and ∆To such that σi is
approximately 5-10 times smaller than the range between transitions.

Plots of Eq. B.8 are shown in Fig. B.3. The plot on the left shows orientation
dependence at various undercoolings. At low undercooling, 2D nucleation and
dislocation growth are small and therefore the kinetic well is deep in the center
where step flow is always small. At larger undercooling these growth mechanisms
initially increase linearly, then exponentially, and therefore the kinetic well grows
progressively shallower until it vanishes altogether at the surface-roughening
transition. The plot on the right shows undercooling dependence at various
orientations. Coefficients of the kinetic model used here are βo = 5 × 10−3

m/s·K, βst = 0.63 m/s·K, A = 140 K, B = 1.5× 1010 m/s·K, and C = 5× 10−4

m/s·K2, which are the same values used by Weinstein and Brandon except that
dislocation growth is 50% higher here, giving a somewhat wider and shallower
bottom to the well.

One additional adjustment was made to the blending function q̃ in generating
the curves shown in Fig. B.3. Blending of the steeply sloped sides of the well with
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Figure B.3: Kinetic coefficient vs. orientation at different undercoolings (left
plot), and vs. undercooling at different orientations (right plot). Kinetic coef-
ficients used here are βo = 5 × 10−3 m/s·K, βst = 0.63 m/s·K, A = 140 K,
B = 1.5× 1010 m/s·K, and C = 5× 10−4 m/s·K2. The quantities labeled in the
plots are given by ∆To = 4.87 K, ∆θo = 7.93 × 10−3, and ∆θi increases from
0 at ∆T = 0 K to 2.30 × 10−3 at ∆T = 4.4 K, beyond which 2D nucleation
exceeds dislocation growth and ∆θi quickly decreases to 0.
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the rough growth plateau results in a small overshoot such that βkin > βrough

over a small distance beyond ∆θo. To reduce this overshoot the transition to
rough growth at ∆θo is shifted by a small multiple of the transition width to
∆θ′o = ∆θo − 2σ. The overshoot is probably unimportant, but shifting the
transition leads to a more pleasing fit of the kinetic model. A similar shift is
applied at the bottom of the well near the singular orientation to prevent an
undershoot there.



Appendix C

Static pressure anomalies

C.1 Introduction

A static fluid in gravity will exhibit a constant pressure gradient, namely pres-
sure will vary linearly in the direction of gravity. This pressure gradient is a
conservative force and will not drive flow. Ideally a finite discretization will
reproduce this behavior, if not perfectly, then at least very well.

We consider here the effect of discretization error in the static pressure gra-
dient for two element types commonly used in the finite element method. One
is the biquadratic velocity, linear discontinuous pressure element (Q2–P−1), and
the other is the biquadratic velocity, bilinear continuous pressure element (Q2–
P1). Both elements are LBB-stable and neither element exhibits spurious pres-
sure modes.

Ordinarily we favor the Q2–P−1 element, which enforces incompressibility
more strongly, and which can more easily represent a pressure jump at an inter-
facial boundary than the Q2–P1 element. It is considered a magic element for
2D incompressible flow analysis. But the results presented below show that this
element exhibits a spurious flow under a large body force that can contaminate
the solution to a fluid in motion.

An important caveat should be mentioned: In the tests presented here, the
incompressible Navier-Stokes equations are discretized in the stress-divergence
form. Similar tests have also been performed using the popular Laplacian-
pressure form, with similar outcomes, except that the errors are somewhat larger
than with the stress-divergence form. However it is prudent to assume that other
discretization forms might behave differently. We favor the stress-divergence
form because it is convenient to solving free boundary problems subject to cap-
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illary forces. Unlike closed flows with fixed boundaries, the equations for free
boundary flows cannot be stripped of the body force by using a reduced pressure,
so we must be able to cope with explicit inclusion of a large body force.

C.2 The Q2–P−1 element: linear discontinuous pres-
sure

Figure C.1 shows three meshes, and the magnitude of the velocity computed
on these meshes, using the Q2–P−1 element. No-slip boundary conditions are
applied at all boundaries, and gravity is imposed downward (Stokes = 106).
The exact solution to this problem is zero flow with a linear pressure variation,
therefore any flow observed in the numerical solution is purely error.

On a square mesh of straight-sided elements, the linear variation of the pres-
sure is represented exactly by the finite element basis, and no flow is induced.
On a mesh of straight-sided elements with a curved bottom, however, a cellular
flow is induced by discretization error in the pressure. Refining the mesh con-
firms that the flow cells are local to the elements, a common characteristic of
discretization error. Different velocity scales are used in the two plots; the size
of the error is quite a bit smaller on the finer mesh.

Figure C.2 quantifies how the error responds to mesh refinement. Global
error in velocity (L2 norm) is plotted vs. element length in the plot on the
left, and vs. element area in the plot on the right. For unidirectional mesh
refinement, length is based on the shortest side of each element. If the mesh is
refined bidirectionally, error declines as the 4th power of the length, which is
the 2nd power of the element area. Refining the mesh in one direction only is
less effective than refining in both directions simultaneously, when considering
only the length of the shortest side, as shown in the plot on the left. But an
equal-effort comparison should be based on the area of the element, and the
plot on the right shows that refining the mesh in the direction perpendicular
to gravity has the greatest payoff in reducing the error, by nearly an order of
magnitude.

Similar tests were made using other domain shapes. Spurious flow does not
occur on any quadrilateral domain of straight-sided elements using the Q2–P−1

element, provided that each internal grid line has a constant slope throughout
the mesh. Figure C.3 shows such a mesh on the left. There are no slope dis-
continuities along the internal grid lines, and the linear variation of pressure
is represented exactly. On the right in the figure is shown a slightly different
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Figure C.1: Contours of velocity magnitude are shown below each of three
meshes used to compute pressure in a static fluid, using the Q2–P−1 element.
Gravity is imposed downward, with dimensionless Stokes number St = 106. The
curved boundary is represented by straight-sided quadrilateral elements.
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Figure C.2: Global velocity error (L2 norm) is plotted vs. element length for
various mesh refinement strategies. Solutions for pressure in a static fluid were
computed on a mesh with curved bottom represented by straight-sided elements,
using the Q2–P−1 element and gravity pointing downward at Stokes = 106.
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Figure C.3: Contours of velocity magnitude are shown below two meshes used
to compute pressure in a static fluid, using the Q2–P−1 element. Gravity is
imposed downward, with dimensionless Stokes number St = 106. The mesh on
the left has straight grid lines, with no slope discontinuities along the internal
grid lines. The mesh on the right has bowed grid lines with slope discontinuities
from one element to the next along the internal grid lines.

mesh, obtained by elliptic mesh generation, in which the internal grid lines are
no longer straight, but are slightly bowed. This mesh has small slope discon-
tinuities in the element sides from one element to the next along the internal
grid lines. The linear variation of pressure cannot be represented exactly by the
Q2–P−1 element in this situation, and therefore a spurious flow is induced.

The Q2–P−1 element can represent an arbitrarily oriented linear pressure
variation exactly on each single straight-sided quadrilateral element alone, but
cannot exactly resolve the pressure level between neighboring elements if there
is a change in slope in the grid line along which these elements lie. These
slope discontinuities are manifested as changes in the iso-parametric mapping
from element to element along the grid line. The discretization method can
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only resolve the global field by allowing pressure discontinuities to arise between
adjacent elements. In a sense, the linear discontinuous element is too permissive
to accurately represent a linear pressure variation, perhaps because of its strong
emphasis on enforcing incompressibility.

C.3 The Q2–P1 element: bilinear continuous pressure

When the preceding tests are repeated with the Q2–P1 element, the global ve-
locity error is zero nearly to machine precision. But the Q2–P1 element is not so
well behaved as might appear from the preceding tests, in which all the elements
were straight-sided quadrilaterals. Solving free boundary problems with capil-
lary forces requires us to use quadrilateral elements with curved sides. The mesh
on the left in Figure C.4 has straight elements sides along the bottom boundary.
There is no spurious flow. The mesh in the middle has curved element sides, and
though the mesh appears barely changed, a spurious flow has emerged. However,
unlike the Q2–P−1 element, this flow is confined to the first few elements at the
boundary. The flow is also weaker, even at its local maximum, than observed
with the Q2–P−1 element on the same mesh. Also, this spurious flow is confined
to an ever smaller region near the boundary when the mesh is refined, as shown
on the right in the figure.

Figures C.5 and C.6 quantify how the error responds to mesh refinement for
the Q2–P1 element. In Figure C.5, global error in velocity is plotted vs. element
length in the plot on the left, and vs. element area in the plot on the right, just as
was done in Figure C.2 for the Q2–P−1 element. Figure C.6 is the same as Figure
C.5 except that the maximum local error in velocity (L∞ norm) is plotted. This
is done to distinguish the extent to which the global error decreases due to a
reduction in local error within the affected area near the boundary, as opposed
to a decrease in global error simply because the affected area itself decreases in
extent.

Figure C.5 shows some major differences from Figure C.2. Refining the mesh
uniformly in both directions is not quite as effective with the Q2–P1 element,
with a convergence order equal to 3.5 compared to 4 for the Q2–P−1 element,
when compared in terms of element length. What is most surprising is that
refining in the direction of gravity has almost no effect at all, suggesting that
the local error in the affected region remains large even for very small elements.
In contrast, refining in the direction perpendicular to gravity performs better
for the Q2–P1 element, with a convergence order equal to 4 compared to 2.7
for the Q2–P−1 element. When compared on an equal area basis, as shown in
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Figure C.4: Same as Figure C.1, except the Q2–P1 element is used to compute
pressure in a static fluid.
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Figure C.5: Same as Figure C.2, except the Q2–P1 element is used to compute
pressure in a static fluid.
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Figure C.6: Same as Figure C.5 except that maximum local error (L∞ norm) is
shown.

the plot on the right, it becomes even more apparent that refining the mesh
perpendicular to gravity dramatically outperforms uniform refinement for the
Q2–P1 element.

These outcomes are mirrored in Figure C.6, which shows that the maximum
local error responds very little to refinement in the direction of gravity. Indeed,
this error initially increases as the element size is reduced, only decreasing when
the elements are made very small. This increase partly offsets the decrease in
global error brought about by reducing the extent of the affected area, which is
why the global error converges with order less than 1 in Figure C.5.

C.4 Static pressure with buoyancy-driven flow

Figure C.7 shows a mesh and streamlines in a vertical Bridgman system for three
situations: buoyancy without static pressure (Ra = 106, St = 0), static pressure
without buoyancy (Ra = 0, St = 107), and buoyancy and static pressure to-
gether (Ra = 106, St = 107). In all cases the Q2–P−1 element was used. In the
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Figure C.7: Mesh and streamlines in a vertical Bridgman system for three situ-
ations: buoyancy without static pressure, static pressure without buoyancy, and
buoyancy and static pressure together.

case of static pressure without buoyancy, the flow is completely spurious, yet its
magnitude is comparable to the cases that include buoyancy. It also presents an
interface shape that is much more concave than the cases that include buoyancy.
Yet, the streamlines and interface shape for buoyant flow seem hardly different
whether or not static pressure is included, which suggests probing more deeply
into these flows to look for differences not obvious from the streamlines. Indeed,
closer examination reveals that large velocity oscillations occur along the center-
line of the Bridgman ampoule when a large static pressure is imposed downward,
as revealed in the following figures.

Figure C.8 shows the velocity plotted along the centerline for the case of
buoyancy without static pressure. Four meshes are considered: (i) the base mesh
shown in Figure C.7, and the same mesh except (ii) the number of elements is
doubled in the direction of gravity (the axial direction), or (iii) doubled in the
direction perpendicular to gravity (the radial direction), or (iv) doubled in both
directions. Oscillations of modest but significant amplitude are observed in the
middle of the profile for the solution computed on the base mesh. Doubling
the number of elements in the axial direction reduces the amplitude by about
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Figure C.8: Local velocity is plotted along the centerline of the Bridgman am-
poule for four different meshes used to compute buoyancy without static pres-
sure, using the Q2–P−1 element.

half. Doubling the number of elements in the radial direction has a much greater
impact, reducing the amplitude by nearly an order of magnitude compared to
the base mesh. Doubling the number of elements in both directions does no
better.

The results in Figure C.8 echo the findings in Figure C.2, namely that refining
the mesh in the direction perpendicular to gravity is by far the most effective
strategy. This makes sense because it is differences in pressure lateral to gravity
that drive buoyant flow, and therefore we should expect the greatest impact on
solution accuracy to come from refining the mesh in that direction, regardless of
whether the flow is physical, as in this figure, or spurious, as in the next figure.

Figure C.9 repeats the tests of Figure C.8 for the case of static pressure
without buoyancy. The velocity oscillations are large and systemic, indeed much
larger in the middle of the curve than the buoyant flow of the previous figure.
As expected, the oscillations are considerably reduced by mesh refinement, par-
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Figure C.9: Same as Figure C.8, except with static pressure and without buoy-
ancy.

ticularly in the radial direction, but remain fairly large still. In this case the
velocity is spurious and should approach zero as the mesh is refined further.
The results in the figure show this trend, but the the finest mesh tested here is
inadequate to reach a satisfying result.

Figure C.10 repeats the tests of Figure C.8 for the case with both buoyancy
and static pressure. Here too the velocity oscillations are large and systemic,
and it is clear that the failure to resolve the static pressure gradient has badly
polluted the buoyant flow near the centerline. Curiously, the amplitude of the
oscillations with buoyancy is somewhat smaller than without buoyancy, as seen
by comparing this and the previous figure. In any case, the oscillations remain
troublesome even on the finest mesh tested here.

Figure C.11 gives a clearer view of the solutions obtained on the finest mesh,
which are obscured in the previous plots by the large oscillations obtained on
the coarser meshes. Here all three cases of Figure C.7 are shown together.
The case without static pressure is well converged, exhibiting only very small
oscillations throughout the profile. Adding the static pressure imposes much
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Figure C.11: Local velocity computed on the finest mesh is plotted along the
centerline for the three situations of Figure C.7.

larger oscillations onto the solution that are purely spurious. Obviously a greater
degree of mesh refinement is needed when static pressure is imposed than when
it is not.

C.5 Summary of findings

Both types of element studied here are unable to exactly represent a constant
static pressure gradient in certain situations. The Q2–P1 element gives a spu-
rious flow whenever curved element boundaries are used. Since curved element
boundaries are virtually a necessity to accurately compute capillary flows, we
can hardly avoid the problem. Though the spurious flow is largely isolated to
a region within a few elements of the curved boundary, this is a region where
accuracy of the forces is paramount. Notably, however, refining the mesh in the
direction perpendicular to gravity reduces both the global error and the local
maximum error with a convergence rate nearly equal to 4th order.
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The Q2–P−1 element gives a spurious flow on any mesh in which there are
slope discontinuities along the internal grid lines, even when using straight-
sided elements. Curved elements exacerbate the problem, but only slightly.
In practice, any mesh we use is going to manifest this spurious flow, and the
magnitude of the error will be worse than it would for the Q2–P1 element.
Here, too, refining the mesh reduces the error, though not nearly as much, with
convergence rate slightly better than 2nd order.

It would appear from the preceding discussion that the Q2–P−1 element is
the more problematic of these element types, since it gives a spurious flow in
more situations, has a lower rate of convergence under mesh refinement, and
pollutes the flow globally. These effects apparently occur because the element
trades off accuracy in the pressure to achieve strong enforcement of incompress-
ibility. The Q2–P1 element is no panacea, however. This element has a very low
constraint ratio, with only one incompressibility constraint per eight momentum
residuals, and therefore does not enforce incompressibility strongly. It may well
be the case that the low constraint ratio of the Q2–P1 element leads to other
problems in computing a non-trivial dynamic flow. In contrast, the Q2–P−1

element has three times as many constraints, which is nearly ideal, and this el-
ement enforces incompressibility exactly in a piecewise sense on every element.
Since the spurious flow responds strongly to mesh refinement for the Q2–P−1

element type, we might simply argue that its intrusion is a signal to refine the
mesh, rather than to abandon the element type.

C.6 Strategies for resolving a static pressure gradient

The best strategy to avoid the problems described above is to use a reduced
pressure that includes the body force. This can be done simply by setting the
Stokes number to zero, in which case the pressure variable in the discretization
is reinterpreted as p̂ ≡ p−ρgz, where z is the distance in the direction of gravity
from an arbitrary reference point. This, then, is the dynamic contribution to
pressure by the flow. After the solution is obtained, the pressure can easily be
recovered from the reduced pressure by subtracting the body force term. This
is the standard approach to solving closed flows in which no forces are specified
at the boundaries (or at least it should be).

Should it be necessary to explicitly include the body force, as is the case
for certain free boundary problems, or any problem in which an external force
is specified at boundaries, the spurious flow phenomena described above will
be unimportant unless the Stokes number is large, since the error is directly
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Figure C.12: Same as Figure C.11 except that Stokes number is reduced by a
factor of ten.

proportional to this dimensionless group. Figure C.12 shows what happens on
the finest mesh of these studies when Stokes is reduced from 107 to 106. Now the
oscillations of the spurious flow are comparable in size to the small oscillations
in the buoyant flow, and would be acceptable for most purposes. But the ratio
of Stokes to Rayleigh numbers in typical vertical Bridgman systems is 10–100,
making this a real problem should we wish to represent any part of the melt as
a free surface, as is the case for detached Bridgman growth.

For situations in which Stokes is large relative to other forces on the fluid,
and for which a reduced pressure cannot be used, our remaining option is refine
the mesh. However, the tests above show that considerable refinement may be
needed to reduce the error to an acceptable level. In this regard it may be
desirable to use the Q2–P1 element for its superior convergence rate, despite the
shortcoming of its weak enforcement of incompressibility. However, though this
element does not generate spurious flow along the centerline from static pressure,
such as that shown in Figure C.9, it might not represent the buoyant flow so
well. Figure C.13 shows that this element gives a much poorer approximation
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Figure C.13: Same as Figure C.8 except that the Q2–P1 element is used.

of the centerline velocity than seen in Figure C.8 for the Q2–P−1 element when
the mesh is slightly under-refined. Notably, refinement in the axial direction
will not reduce the spurious flow that occurs for the Q2–P1 element in regions of
the mesh that are curved, such as along the solid-liquid interface, and therefore
radial refinement will still be necessary. Thus the extra care needed in axial
refinement might offset the higher order of convergence for refinement in the
radial direction, compared to the Q2–P−1 element. It may be prudent, therefore,
to stick with the magic Q2–P−1 element, and honor the numerical signal given
to refine the mesh.

C.7 A superior approach eliminates the difficulty al-
together

A very attractive alternative is to rewrite the force boundary conditions in terms
of a reduced pressure, pa = p̂a − St eg · r, where eg is the direction of gravity
and r = x i+y j is an arbitrary position vector. Doing this in effect transfers the
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body force into the boundary conditions and allows using reduced pressure in
the momentum equations, thereby dropping the problematic gravity term from
these equations. In the capillary traction term, for example, there appears an
externally supplied ambient pressure, pa:

T =
(
Ca−1 + Ma(T − Tref )

)
dt/ds− pan + (Ma t · ∇T ) t, (C.1)

Working with a reduced pressure, the pa term is replaced by pa ⇐ pa−St eg · r.
The user still supplies the actual pressure pa, with the gravitational contribution
incorporated directly into the boundary condition.

This approach has been tested on a detached vertical Bridgman system that
I’ve been studying under microgravity. When gravity is added to this problem,
large oscillations are induced by failure to resolve the large static pressure gradi-
ent, as seen in the large oscillations of the velocity along the ampoule centerline
shown in Figure C.14. Refining the mesh has limited effect. The new approach
suffers no difficulty at all resolving the velocity, having completely eliminated
the spurious pressure-driven flow observed in the preceding results. The only
slight drawback to this approach is purely one of implementation, in that each
type of boundary condition that specifies a boundary force must be modified to
include the body force term.
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Appendix D

Published solutions

The publications listed here report solutions obtained using Cats2D.

D.1 Refereed Articles, Letters, and Chapters
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sheets,” J. Crystal Growth, 152, 51–64.

R.T. Goodwin and W.R. Schowalter (1995) “Planar Viscous Jets in the
Presence of an Arbitrarily Oriented Body Force,” Phys. Fluids, 7, 954–
963.

R.T. Goodwin and W.R. Schowalter (1996) “Interactions of a Pair of Sub-
merged Jets in a Channel: Solution Multiplicity and Linear Stability,” J.
Fluid Mech., 313, 55–82.

A. Yeckel, J.W. Smith and J.J. Derby (1997) “Parallel finite element cal-
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and T3D,” Int. J. Numer. Methods Fluids, 24, 1449–1461.

A. Yeckel, Y. Zhou, M. Dennis, and J.J. Derby (1998) “Three-dimensional
computations of solution hydrodynamics during the growth of potassium
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mer. Meths. Fluids, 28, 1199–1216.
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